REDUNDANCY AND AWARENESS IN DISCOURSE

A DISSERTATION
SUBMITTED TO THE DEPARTMENT OF LINGUISTICS
AND THE COMMITTEE ON GRADUATE STUDIES
OF STANFORD UNIVERSITY
IN PARTIAL FULFILLMENT OF THE REQUIREMENTS
FOR THE DEGREE OF
DOCTOR OF PHILOSOPHY

Philip Crone
December 2017

Abstract
Rational speakers should not be redundant. This is a view on language use that
is both widely held and intuitively compelling. It is also wrong. This dissertation
shows that speakers routinely produce redundant utterances and explores the reasons
why they do so. In particular, it focuses on rational motivations for redundancy as
they relate to a speaker’s desire to raise a listener’s awareness of or draw a listener’s
attention to some issue.
Pursuing this line of research requires a good understanding of what is meant by
awareness, what is meant by redundancy, and how the two relate. The majority of
this dissertation focuses on fleshing out these issues. In short, to be aware of an issue,
in the sense relevant here, is simply to be attending to this issue. It is a natural
consequence of this concept of awareness that agents always exhibit some form of
unawareness due to limits on human attentional and memory capacities. An agent’s
unawareness may, in turn, have undesirable consequences, and these consequences
may motivate speakers to overturn this unawareness via redundant utterances. Redundancy turns out to be a property that has di↵erent characteristics depending
upon what kind of utterance is being produced. A redundant assertion, for example,
is di↵erent from a redundant question. It is non-trivial to determine exactly what
constitutes redundancy for di↵erent types of utterances. However, once this is determined, it is relatively straightforward to show that rational speakers often produce
redundant utterances with the aim of a↵ecting a listener’s awareness state.
The final portion of this dissertation focuses on the following puzzle, which emerges
once we begin to consider the types of redundant utterances that speakers commonly
produce. It so happens that redundant utterances that aim at raising a listener’s
awareness of an issue are quite often explicitly marked as redundant. But speakers
could alternatively achieve their awareness-raising goals by producing simpler expressions that are not explicitly marked as redundant. The puzzle is why a speaker would
ever explicitly mark an utterance as redundant, when this is unnecessary for achieving
the speaker’s goals. It is argued here that speakers do so in order to ensure that their
iv

listeners are well-informed with respect to the speakers’ beliefs about their listeners.
Put di↵erently, if I don’t tell you that I know you know, you might conclude that I
don’t know you know. To ensure that you know that I know you know, I tell you
that I know you know.
At a high level, this dissertation demonstrates that the models standardly assumed
by linguists for modelling discourse are insufficient to make sense of the full range
of functions that language use serves. These models typically make the idealizing
assumptions that all speakers and listeners have perfect memories, are fully rational,
and are logically omniscient. The arguments in the following pages show the necessity
of thinking of linguistic discourse in a more nuanced way. This more elaborate model
of discourse recognizes that speakers are well aware of the cognitive limitations of
their interlocutors, but also that they have well-developed strategies to deal with
such limitations.
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Chapter 1
Introduction
It is commonly assumed that speakers’ contributions to a conversational discourse
should be, and usually are, non-trivial both with respect to the information that they
convey to other discourse participants and with respect to the information that they
elicit from other discourse participants. This assumption, which is often taken for
granted and left unstated, has its roots in work such as Stalnaker 1978 and Lewis
1979. A succinct formulation of this idea, and one that will be particularly useful for
introducing the main ideas of this dissertation, appears in Büring 2003:
(1) Informativity
Don’t say known things, don’t ask for known things!
At first glance, this principle makes intuitive sense and also makes correct predictions.
For example, (1) predicts that in the following conversation, Little Jack Horner’s
responses are infelicitous.
(2) Little Bo Peep: I’m looking for my keys.
Little Jack Horner: # You’re looking for your keys.
Little Jack Horner0 : # Are you looking for your keys?
That speakers do not routinely engage in massively redundant conversations like
that in (2) can be taken as evidence that the principle in (1) is often operative in
conversational discourses.
While example (2) shows that the constraint in (1) has empirical support, it is
also possible to motivate this constraint on more abstract, theoretical grounds. Such
a justification first requires a change in perspective regarding what the informativity
constraint is meant to operate on. Büring proposed (1) as a constraint on wellformed discourses, abstracting away from the beliefs, desires, and motivations of
1
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discourse participants. Viewed in this way, the constraint in (1) is a tool for viewing
the structure of a discourse as a whole and determining whether it is well-formed
or not. However, given that a discourse is composed of the actions of independent
discourse participants, the principle in (1) can also be viewed as a constraint on the
behavior of these discourse participants. When viewed from this perspective, Büring’s
informativity principle can be motivated by considerations of what would constitute
rational behavior. Assuming that all utterances incur some cost upon speakers, a
rational speaker will only produce an utterance if the utterance yields some benefit
that o↵sets its cost. A standard perspective taken in work on formal semantics
and pragmatics regarding the purpose of conversation is that conversation primarily
serves as a way for interlocutors to exchange information and arrive at a shared
understanding about the state of the world (Stalnaker 1978). From this perspective,
a speaker’s utterance is beneficial so long as it contributes new information to the
conversation or elicits new information from other interlocutors. An utterance that
does neither of these things because the information it contributes or elicits is already
known has no benefit. Thus, we would not expect a rational speaker to produce such
an utterance.1
Given both the empirical evidence in support of (1) and the motivation for (1) in
terms of considerations of rational behavior, we might conclude that this constraint
can never be felicitously violated. However, in the following chapters I demonstrate
that this conclusion is incorrect. The constraint in (1) can be felicitously violated,
and this dissertation is a study of (some of the) cases in which it is felicitously violated
and (some of the) reasons for which it is violated. To give a brief introduction to the
types of felicitous utterances that violate (1), consider example (3).
(3) As I mentioned earlier, I am an avid speckled goose catcher.
If (3) is truthfully uttered by a speaker, then it follows that the speaker previously
mentioned that she is an avid speckled goose catcher. But if this is the case, then
it should already be known to the listener(s) that the speaker is an avid speckled
goose catcher and, moreover, known that this was already mentioned. Thus, it would
1

When viewed as a constraint on the behavior of rational speakers, (1) may be seen as a pragmatic
principle, in so far as pragmatics is seen as a study of language use as a form of rational behavior
(Grice 1975). Indeed, I take it that a substantively similar constraint as (1) can be derived from
Grice’s maxims of Quantity and Manner. Likewise, Horn’s (2004) Neo-Gricean R Principle, a
requirement to say no more than you must, seems to cover the constraint in (1). My reason for taking
the constraint in (1) as a starting point, rather than more well-known principles about pragmatic
reasoning, is that it targets the specific phenomena I am interested in much more narrowly than
more general pragmatic constraints.
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appear that whenever a speaker can truthfully utter (3), she would necessarily “say
a known thing.” Despite violating (1), (3) may be felicitously uttered. For example,
suppose Little Bo Peep mentioned her hobby of speckled goose catching early in
some discourse, but the other discourse participants did not take it up as a topic of
conversation. Later, Bo, eager to share her insights about speckled goose catching
with her interlocutors, could utter (3) as an attempt to re-introduce speckled goose
catching as a topic of conversation. Or suppose that in a conversation between Bo and
Little Jack Horner, Bo mentions her hobby of speckled goose catching, only to have
the conversation move on to other topics. Later, Jack mentions that he’s looking
for a new member of his trivia team. It’s important that he finds someone with
ornithological knowledge because the new trivia master has a penchant for asking
facts about obscure birds. Bo could then utter (3) as a reminder of her hobby in
order to suggest that she would be a good member of the trivia team.
Other examples of felicitous utterances that violate (1) abound in natural conversation. For example, speakers often begin conversations with pronouncements of
information that is known to both the speaker and addressee, and which each knows
that the other knows. For example, (4) could be a way to greet an addressee for the
first time after she has announced that she is pregnant.2
(4) You’re having a baby!
Example (4), like (3), involves “saying known things.” But we also find cases in
which speakers violate (1) by “asking known things.” For example, suppose that
after hitting it o↵ with Jack at trivia night, Bo invites him on her next speckled
goose hunt. The day before the hunt, she tells him to pack lightly, but on the day
of the hunt he shows up with three bags weighing fifty pounds each. Bo could then
felicitously utter (5).
(5) What did I tell you about packing lightly?
Bo and Jack both know what she told him about packing lightly, and thus this
question violates (1). Nonetheless, it is felicitous in this context as a way for Bo to
remind Jack of her advice and to indirectly reprimand him for how he has packed.
Given the above argument that the principle in (1) reflects a form of rational
behavior on the part of speakers, one might conclude that speakers who violate (1)
exhibit irrational behavior. In a sense, the arguments that I put forth below do rely
on taking interlocutors to fall short of idealized, perfectly rational agents. However,
I do not argue that the utterances that violate the principle in (1) exhibit irrational
2

My thanks to Dan Lassiter (p.c.) for suggesting this example to me.
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behavior on the part of speakers. Rather, I claim that such utterances are a rational
response to a way in which listeners fail to exhibit an idealized form of rationality.
More specifically, I argue that because interlocutors have limited attentional and
memory capacities, they may have forgotten or may fail to attend to information
that they know implicitly. An utterance that violates (1) may then be rationally
motivated as a way of raising a listener’s awareness of information that was previously
discussed within the discourse or in a previous discourse, but which this listener is
not currently attending to. If there is some further benefit derived from raising a
listener’s awareness of this issue, then an awareness-raising utterance may constitute
a form of rational action even if it violates (1). Note that this perspective requires
a revision to the view that the only function conversation serves is the exchange of
information. I argue that, in addition, interlocutors may have the goal of ensuring
that others are actively aware of information.
In order to argue that utterances that violate (1) serve the function of raising
awareness or drawing attention, it is necessary to flesh out what it means to raise
awareness of an issue. This is the central contribution of Chapter 2, which discusses
formal ways of representing agents’ awareness states as well as the relevance of agents’
awareness states for issues of belief, decision making, and discourse structure. While
this dissertation focuses mostly on explaining the function of utterances that violate
(1) in terms of their ability to raise awareness of or draw attention to certain information, it is not my claim that this is the only reason why speakers may violate this
principle. In the following chapters, I identify several other reasons for which speakers
violate this principle, but my primary focus remains cases in which speakers violate
(1) for awareness-raising purposes.
In discussing ways in which speakers violate the constraint in (1), it is not only
necessary to model agents’ awareness states, but also to develop more specific versions
of this constraint. Developing revised versions of (1) is a major topic of Chapters 3, 4,
and 5. In each case, these revisions to (1) depend upon a particular understanding of
the relationship between sentence types or clause types and conventional
discourse effects. I introduce these notions and approaches to understanding
their relationship in the following section.

CHAPTER 1. INTRODUCTION

1.1

5

Clause Types, Speech Acts, & Conventional
Discourse E↵ects

As a starting point for introducing the notion of a clause type-conventional discourse
e↵ect mapping, I note that the the constraint in (1) has two components: “Don’t say
known things” and “Don’t ask for known things.” One way to distinguish between
these two parts of the constraint is to take them to refer to two di↵erent types of actions that speakers can perform through their utterances: “saying things” and “asking
for things.” Less idiomatically, we can say that Büring’s constraint refers to two different types of speech acts or illocutionary forces. Following foundational
works on speech act theory such as Austin 1962 and Searle 1968, 1969, philosophers
and linguists have widely recognized that through their utterances, speakers may perform actions over and above those of simply producing a series of sounds. Speakers
may, for example, use their utterances to promise, to threaten, to interrogate, etc.
While work within speech act theory has identified a large number of speech acts
that can be performed through linguistic behavior alone, the constraint in (1) deals
with the relatively mundane speech acts of asserting (“Don’t say known things”) and
questioning (“Don’t ask for known things”).
Alternatively, we might view each component of (1) as dealing with a particular
form of a speaker’s utterance, rather than the action performed in making the utterance. Sadock and Zwicky (1985) identify three “major” sentence or clause types that
occur cross-linguistically: declaratives (6), interrogatives (7), and imperatives (8).3
(6) You caught the speckled geese.
(7) Did you catch the speckled geese?
(8) Catch the speckled geese!

(Declarative)
(Interrogative)
(Imperative)

Using this typology, the two parts of Büring’s constraint in (1) can be taken to refer
to the utterance of a declarative clause (“Don’t say known things”) and the utterance
of an interrogative clause (“Don’t ask for known things”).
One approach to unifying these perspectives is to assume the existence of some
one-to-one mapping between clause types and speech acts. For example, we could
assume that any utterance of a declarative clause constitutes the performance of an
assertion, and every utterance of an interrogative clause constitutes the performance
3

In addition to these major sentence types, Zwicky and Sadock discuss several “minor” sentence types
that are less well-attested cross-linguistically. These minor sentence types include exclamations,
imprecatives, and optatives.
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of a question. On such a view, the first part of (1) would be taken to refer to
utterances of declarative clauses, which would necessarily constitute assertions, and
the second part of the constraint would be taken to refer to utterances of interrogative
clauses, which would necessarily constitute questions. Unfortunately, such a one-toone mapping between clause types and speech acts is untenable. To illustrate the
difficulties with this approach, consider the following examples:
(9) I wonder where Bo is.
(10) Can you close the window?
Example (9) is syntactically a declarative clause, but it seems to have the same
function as a question in eliciting a response from the addressee regarding Bo’s current
location. Example (10) has the form of an interrogative clause, but would, in most
contexts, function as a request for the addressee to close the window.4
Although it is not tenable to assume a one-to-one mapping between clause types
and speech acts, it is commonly assumed that each clause type is associated with a
particular “conventional discourse e↵ect” or, in the terms of Zeevat (2003), a “minimal
e↵ect.” Zeevat characterizes the minimal e↵ect of a sincere utterance of some clause
type as “the e↵ect that the utterance will achieve without any further action from
the hearer, if the utterance as such is successful (i.e. it is perceived and recognised as
such)” (p. 1). Cases like (9) and (10) show that the minimal e↵ect associated with the
utterance of a particular clause type must be underspecified with respect to the speech
act performed by this utterance. Still, these minimal e↵ects should capture some
fundamental di↵erence between, for example, the utterance of a declarative clause
and the utterance of an interrogative clause. By establishing a mapping between
clause types and their conventional discourse e↵ects, we can then say that the first
component of the principle in (1) refers to utterances of declarative clauses and their
associated conventional discourse e↵ects, while the second component of this principle
refers to utterances of interrogative clauses and their associated conventional discourse
e↵ects.
Farkas and Roelofsen (2016) provide a useful, high-level typology of approaches
for mapping clause types to conventional discourse e↵ects that have been pursued in
contemporary work on semantics and pragmatics. Before delving into the di↵erences
4

Further difficulties with this approach arise if we consider more complicated types of clauses. For
example, rising declaratives have the syntax of declarative clauses, the intonational profile standardly associated with interrogative clauses, and seem to have functions that resemble those of both
assertions and questions (Farkas and Roelofsen 2016; Gunlogson 2001, 2008; Krifka 2014; Malamud
and Stephenson 2015).
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between these approaches, I note that each approach shares a basic assumption that
a conversational context can be represented as some formal object which itself comprises several sub-components. For example, the representation of the conversational
context might include a common ground to keep track of the propositions that are
commonly believed by all discourse participants, or a question under discussion stack
to record the issues that discourse participants are committed to answering. The
conventional discourse e↵ects of particular clause types can then be understood as
updates to one or more of these sub-components of the representation of the discourse
context.
Although Farkas and Roelofsen identify three approaches to mapping clause types
to conventional discourse e↵ects, I only discuss two of these approaches here. I do not
discuss the “radical dynamic” perspective, as it is less well represented than the other
two approaches in contemporary literature.5 That said, I see no major obstacles to
applying the arguments in subsequent chapters to radical dynamic approaches to the
clause type-conventional discourse e↵ect mapping.
The first approach, which I will refer to as the “standard approach,” assumes
that an interpretation function J·K yields the semantic content for all clauses.6 This
interpretation function ensures that all clauses of the same syntactic type have interpretations of the same semantic type. For example, the interpretation function
might ensure that for every declarative clause fd (“f ” for “form”), Jfd K is a function
from possible worlds to truth values, i.e. a function of type hs, ti, or, alternatively, a
set of possible worlds. The same interpretation function might also ensure that for
every interrogative clause fi , Jfi K is a function from functions from possible worlds to
truth values to truth values, i.e. a function of type hhs, ti, ti, or a set of propositions.7
The conventional discourse e↵ect of a uttering a clause of a particular type is then
5

In addition, Farkas and Roelofsen (2016) o↵er arguments that the radical dynamic approach is
ill-suited to handle clause types such as rising declaratives and tag interrogatives.
6
Farkas and Roelofsen call this the “most widespread approach in contemporary literature” and
cite Condoravdi and Lauer (2012), Farkas and Bruce (2010), Ginzburg (1996), Groenendijk (1999),
Malamud and Stephenson (2015), Northrup (2014), and Roberts (2012) as practioners of this
approach.
7
Note that while standard approach requires J·K to map every clause of the same syntactic type to an
object of the same semantic type, it does not require that J·K maps two clauses of di↵erent syntactic
types to objects of di↵erent semantic types. While work following the standard approach generally
assumes that the interpretations of declarative and interrogative clauses are of di↵erent semantic
types, there is less agreement about whether imperatives have interpretations of a di↵erent type
than other clauses. As we will see in Chapter 5, Kaufmann (2012, 2016) and Schwager (2006)
take imperative clauses to have interpretations of the same semantic type as declarative clauses.
Nonetheless, Kaufmann’s approach to imperative meaning is broadly in line with the standard
approach to the relationship between clause types and conventional discourse e↵ects.

CHAPTER 1. INTRODUCTION

8

Interpretation

Clause

f1

J·K

f2

J·K

Jf1 K

Jf2 K

Discourse E↵ect

F f1

F f2

Ff1 (Jf1 K)

Ff2 (Jf2 K)

Figure 1.1: The standard approach to mapping clause types to semantic content and
conventional discourse e↵ects. This figure is based on a similar diagram in Farkas
and Roelofsen (2016).
jointly determined by the clause type of the utterance and the semantic type of its
interpretation. For example, the conventional discourse e↵ect of uttering a declarative clause may be that of adding the interpretation of this clause to the common
ground. The conventional discourse e↵ect of uttering an interrogative clause may be
that of adding its interpretation to a question under discussion stack. The standard
approach is schematized in Figure 1.1.
A second approach highlighted by Farkas and Roelofsen (2016) is that pursued
within the framework of Inquisitive Semantics. Like the standard approach, Inquisitive Semantics assumes that an interpretation function J·K yields the semantic content
of each clause. However, unlike the standard approach, the Inquisitive Semantics approach assumes that all clause types have interpretations of the same semantic type.
In particular, it is assumed that every clause has an interpretation that is a function
of type hhs, ti, ti, or, alternatively, is a set of classical propositions.8
8

It is important to specify that Inquisitive Semantics takes clauses to be interpreted as sets of classical
propositions because the term “proposition” is used di↵erently within the framework of Inquisitive
Semantics. In the parlance of Inquisitive Semantics, a set of worlds (a “classical proposition”) is
referred to as a “possibility.” The term “proposition” is then used to refer to a set of possibilities,
i.e. a set of sets of worlds. Using this terminology, Inquisitive Semantics takes all clauses to have
interpretations that are propositions, i.e. sets of classical propsitions or sets of sets of possible
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Interpretation

Clause

f1

J·K

f2

J·K

Jf1 K

Jf2 K

Discourse E↵ect

F

F

F (Jf1 K)

F (Jf1 K)

Figure 1.2: The Inquisitive Semantics approach to mapping clause types to semantic
content and conventional discourse e↵ects. This figure is based on a similar diagram
in Farkas and Roelofsen (2016).
Like the standard approach, the Inquisitive Semantics approach assumes that the
conventional discourse e↵ect of uttering a clause is delivered by a function that operates on the interpretation of that clause. However, unlike the standard approach,
in Inquisitive Semantics it is not assumed that this function depends upon the syntactic type of the clause uttered. Rather, a single function maps interpretations to
discourse e↵ects for all clause types. In Chapters 3 and 4 I discuss how this approach
can nonetheless account for the di↵erences between the e↵ects of utterance clauses of
di↵erent types, i.e. the di↵erences between uttering a declarative clause and uttering
an interrogative clause. The Inquisitive Semantics approach is schematized in Figure
1.2.
This overview provides a high-level introduction to the types of theories about the
mapping from clause types to conventional discourse e↵ects that I discuss in more
detail in Chapters 3, 4, and 5. Bear in mind that I have no interest in determining
which of these three approaches should be pursued. For this reason, in the chapters
below, I consider a variety of proposals regarding the conventional discourse e↵ects
of di↵erent clause types that reflect both the standard approach and the Inquisitive
Semantics approach.
worlds.
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(Non-)Redundancy

In the previous section, I motivated the discussion of clause types and conventional
discourse e↵ects by noting that the principle in (1) consisted of two components. I
went on to argue that these two components of the principle referred to utterances
of di↵erent clause types and the conventional discourse e↵ects associated with these
clause types. In this section, I wish to focus on what the two components of this
principle have in common despite these di↵erences. For convenience, the principle in
(1) is repeated below as (11):
(11) Informativity
Don’t say known things, don’t ask for known things!
Intuitively, both parts of the constraint in (11) can be seen as injunctions to make
one’s utterances non-trivial or non-redundant. This suggests that we can rephrase
(11) in a more general way as follows:
(12) Non-redundancy (first version)
Don’t be redundant!
The more general statement in (12) is meant to subsume both parts of (11), but it
is also meant to cover cases that (11) ignores. Most notably, (11) only makes reference
to two clause types (and their associated conventional discourse e↵ects): declaratives
and interrogatives. In contrast, (12) is intended to apply to utterances of all clause
types (and to all of their associated conventional discourse e↵ects). In particular, this
means that (12) applies to imperative clauses.9 At the same time, (12) is still a less
general constraint than general pragmatic principles, such as Grice’s (1975) maxims
or Horn’s (2004) R Principle.
Although the statement in (12) is more general than (11), thereby allowing it
to cover utterances of imperatives, it is still phrased in relatively informal terms.
As a first pass at making this principle somewhat more formal, we can draw on
the approaches to mapping clause types to conventional discourse e↵ects discussed
in the previous section. As noted above, each of these approaches assumes that a
conversational context can be represented as some formal object comprising a number
of sub-components. The conventional discourse e↵ect of any utterance has the e↵ect
of updating one or more components in some way. Using this basic outline, let c be
9

The inclusion of imperative clauses also motivates my decision to rename this constraint from
“Informativity” to “Non-redundancy,” as there is not a straightforward sense in which the utterance
of imperative clauses can be informative or non-informative.
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the representation of some conversational context and let c + be the representation
of the same context altered by the conventional discourse e↵ects of an utterance of
. Then we might reformulate (12) as follows:
(13) Non-Redundancy (second version, to be rejected)
In any context with representation c, do not utter such that c +

= c.

In other words, the principle in (13) requires that speakers make no utterance that
would leave the conversational context unchanged in virtue of the conventional discourse e↵ects of that utterance.
While (13) captures the spirit of (12), it is inadequate to capture all cases of redundant utterances according to all theories about the conventional discourse e↵ects
of particular clause types. The basic problem with (13) is that, as I discuss at greater
length in future chapters, there exist theories about the conventional discourse e↵ects
of clause types according to which some utterance is intuitively redundant in a
context c and yet c 6= c + . To give a basic example, one may assume, following
the standard approach to the clause type-conventional discourse e↵ect mapping, that
declarative clauses are interpreted as classical propositions, i.e. as sets of worlds. One
may additionally assume that the conventional discourse e↵ect of uttering a declarative clause is that of adding the proposition that it denotes to the common ground.
Finally, one may assume that the common ground is not closed under entailment.
Now suppose there is a context c in which the common ground contains only the
propositions p and q. In such a context, (13) does classify as redundant the utterance
of a clause whose interpretation is p \ q, since the proposition p \ q is not in the
common ground. But intuitively, if it is common ground that p is the case and that
q is the case, then uttering a declarative clause whose content is the conjunction of
these two propositions should be redundant.
Perhaps this just goes to show that we ought to assume that the common ground
is closed under entailment. I would not object to arguments to this e↵ect, but I note
that it is not universally assumed that the common ground is closed under entailment.
For example, von Fintel and Gillies (2010) rely on a theory according to which the
common ground is not closed under entailment in order to explain the function of
statements containing epistemic must. More generally, it is not my goal to decide
what is the optimal way to represent the common ground, or whether representations
of discourse contexts should contain a common ground at all. Therefore, I do not
pursue a proposal according to which conversational contexts always have a formal
representation such that the definition of non-redundancy in (13) captures all of
the cases that are intuitively captured by (12). For now, I stick with the relatively
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informal statement in (12) as the principle whose violations are the primary concern
of the rest of this dissertation. In subsequent chapters, I spell out more precisely
what a redundant utterance of a particular clause type consists in.

1.3

Roadmap

The remainder of this dissertation is structured as follows. The central argument
to be pursued throughout this dissertation is that one important function of utterances that are redundant with respect to their conventional discourse e↵ects is that of
drawing attention to or raising awareness of issues. The majority of this introductory
chapter has dealt with the notions of clause types and conventional discourse e↵ects,
which provide a foundation for understanding what constitutes a redundant utterance. As mentioned above, Chapter 2 focuses on a di↵erent set of issues, fleshing
out the idea that speakers’ utterances may raise awareness of issues that interlocutors are not attending to. This chapter describes proposals for formally modelling
agents’ awareness states and also provides arguments that agents’ awareness states
are relevant for understanding agents’ beliefs, agents’ approaches to resolving decision
problems, and the structure of discourse. This chapter also provides a discussion of
how the notion of awareness that is the focus of this dissertation compares to similar
concepts in theoretical linguistics.
The subsequent three chapters return to the issues of clause types, conventional
discourse e↵ects, and redundancy, each addressing one of the three major clause
types discussed above. Chapter 3 focuses on the case of redundant utterances of
declarative clauses, Chapter 4 on redundant utterances of interrogative clauses, and
Chapter 5 on redundant utterances of imperative clauses. Each of these chapters
has a similar structure. Each begins with an overview of theories regarding the conventional discourse e↵ects of utterances of the clause type in question, followed by
discussion of instances of these utterances that are redundant according to these theories. Cases used to illustrate the possibility of utterances being both redundant
and felicitous include claims about the clarity of propositions (Chapter 3), rhetorical questions (Chapter 4), and imperatives involving the verbs remember and forget
(Chapter 5). In each case, I propose that a key function of the redundant utterances
in question is to raise interlocutors’ awareness of some issue, building on the model
presented in Chapter 2.
In Chapter 6, I address a potential problem for my account of the use of redundant utterances as means to raise awareness. To resolve this problem, I introduce a
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distinction between explicitly and non-explicitly redundant utterances. I then present
a pragmatic model that explains why speakers may prefer to use an explicitly redundant utterance to raise awareness, rather than a non-explicitly redundant utterance.
Chapter 7 discusses experimental work that I conducted in order to validate the
predictions of the pragmatic model presented in Chapter 6. Finally, Chapter 8 concludes the dissertation with a summary of the preceding chapters and a discussion
regarding future directions for research on these topics.

Chapter 2
Awareness
The central claims of this dissertation are that (i) speakers routinely produce utterances that are redundant with respect to these utterances’ conventional discourse
e↵ects and that (ii) raising a listener’s awareness of some issue is one key function
served by such redundant utterances. Chapter 1 provided some initial examples of
redundant utterances and an informal discussion of how such utterances may be used
to raise awareness. In addition, Chapter 1 introduced a framework for understanding
the relationship between clause types and conventional discourse e↵ects, which lays
the groundwork for the refined definitions of redundancy that appear in Chapters 3,
4, and 5. The goal of the present chapter is to lay the groundwork for understanding
another key concept that will be crucial for the arguments of subsequent chapters —
that of awareness.
In §2.1, I discuss di↵erent types of (un)awareness and provide a characterization of unawareness due to inattention, the form of unawareness that is my primary
focus. This is followed by a discussion of why modelling awareness should matter
for understanding linguistic phenomena (§2.2). In large part, this involves identifying
downstream e↵ects that changes to an agent’s awareness state can have on the agent’s
beliefs and actions. Identifying these downstream e↵ects is critical to the central arguments of this dissertation in so far as they provide an explanation for why rational
speakers should care about other agents’ awareness states. That is, these downstream
e↵ects provide a motivation for a rational agent to raise a listener’s awareness of some
issue without simply assuming that raising a listener’s awareness is in itself a goal of a
speaker. In §2.3, I discuss formal models of unawareness due to inattention that have
been employed in linguistics and related fields. The model that I will be assuming for
the remainder of this dissertation is outlined in §2.3.3. This is followed by a survey
14

CHAPTER 2. AWARENESS

15

of related, but distinct notions that have appeared in recent work on semantics and
pragmatics (§2.4). Finally, in §2.5, I provide a preview of how this awareness model
will be employed in future chapters in this dissertation and in §2.6, I summarize the
contents of this chapter.
Readers who are less interested in the technical details of modelling awareness
and are more interested in gaining an understanding of what is meant by awareness
here and why it matters for understanding linguistic phenomena should focus on §2.1,
§2.2, and §2.5. Readers who are interested in how the notion of awareness discussed
here relates to other concepts within semantics and pragmatics should focus on §2.1,
§2.2, and §2.4.

2.1

A Typology of (Un)Awareness

I take Fagin and Halpern’s (1987) discussion of the problem of logical omniscience as
a starting point for understanding what is meant by “awareness” and “unawareness.”
The problem of logical omniscience is a well-known issue with the application of
standard possible worlds semantics to issues of knowledge and belief. In short, suppose
that we represent agents’ beliefs as a set of possible worlds, specifically those worlds
that are consistent with the agent’s beliefs or which the agent takes to be “live options”
for the way the actual world might be. Agents are said to believe those propositions
that are true in all of these worlds. By representing belief in this way, we are led
to various unrealistic conclusions. For example, since tautologies are true in every
possible world, then it follows that all agents believe all tautologies, including all
mathematical truths. More generally, this view on belief commits us to taking all
agents to believe every logical consequence of their beliefs.
Fagin and Halpern outline four distinct ways in an agent may fall short of logical
omniscience, each of which can be described as a form of unawareness on the part
of the agent in question. I am primarily interested in one of these four forms of unawareness, although it is useful to lay out Fagin and Halpern’s full typology so as not
to confuse one form of unawareness with another. The first form of unawareness may
be described as a lack of conceptual grasp. To borrow an example from Yalcin (2011),
we may accept that in 1700, William III of England believed that England could avoid
war with France. Adopting a standard possible worlds model for understanding the
content of William III’s beliefs, it follows that William III believed that England
could avoid nuclear war with France. This follows since all worlds in which England
avoids war with France are worlds in which England avoids nuclear war with France.
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Of course, William III lacked the concept of nuclear war, so it does not seem sensible
to ascribe to him the belief that England could avoid nuclear war with France. Put
slightly di↵erently, William III’s beliefs fall short of what we would expect from a
standard possible worlds model of belief in virtue of William III’s unawareness of, i.e.
failure to grasp the concept of, the possibility of nuclear war.
The second form of unawareness discussed by Fagin and Halpern involves the lack
of mental resources necessary to determine in a reasonable amount of time whether
some proposition follows from one’s beliefs. For example, suppose an agent has a
belief that it is raining in Topeka, Kansas and also understands the meaning of the
logical connectives negation and conjunction. Then suppose this agent encounters
incredibly long proposition involving only negation, conjunction, and the proposition
It is raining in Topeka. There are only four possibilities for the truth conditions of
this proposition. Either it has the same truth conditions as It is raining in Topeka, it
has the same truth conditions as It is not raining in Topeka, it is a tautology, or it is
a contradiction. Assume without loss of generality that the complex proposition has
the same truth conditions as the proposition It is raining in Topeka. Given that the
agent in question believes that it is raining in Topeka, the possible worlds account
of belief predicts that the agent also believes that the incredibly long proposition is
true. But it is conceivable that the agent lacks the resources to calculate the truth
conditions of this long proposition in a reasonable amount of time. In this case,
it seems inappropriate to describe the agent in question as believing the complex
proposition, contra the prediction of the possible worlds model of belief.
The third form of unawareness involves failure to know about some valid rule that
can be employed in reasoning about the relationship between propositions. Fagin and
Halpern o↵er the example of a student who cannot solve the equation x + a = b for
the value of x despite understanding the meaning of the equation and having ample
time to consider the issue. The student fails to solve the equation due to ignorance
of the rule that the quantity a can be subtracted from both sides of the equation. In
this case, the possible worlds account of belief would predict that anyone who believes
that x + a = b also believes that x = b a. Nonetheless, it seems reasonable to say
that the student in question believes the former without believing the latter due to
unawareness of the relevant rule.
The fourth form of unawareness discussed by Fagin and Halpern, and the primary
focus of this dissertation, is unawareness due to inattention. This form of unawareness reflects the fact that agents have limited attentional capacities. Therefore, they
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cannot attend at all times to all issues that they are in principle capable of understanding. For example, I take it that you, the reader, believe that Paris is the capital
of France, but it is very unlikely that you were attending to this fact before it was
mentioned here. We may say that you were unaware of this belief due to inattention.
In this case, you were unaware of a belief that you had previously been aware of.
That is, at some time in the past you not only believed that Paris was the capital of
France but were also attending to this fact. Unawareness due to inattention can also
prevent agents from recognizing certain consequences of their beliefs that they have
never previously attended to. As an example, it follows from the fact that Paris is
the capital of France and general properties of national capitals that Topeka, Kansas
is not the capital of France. Given your beliefs, I take it that prior to this moment
you did, in some implicit sense, believe that Topeka was not the capital of France.
Nonetheless, it is highly likely that you have never previously attended to the question of whether Topeka is the capital of France. Thus, you were, until this moment,
unaware of this consequence of your beliefs. This unawareness did not stem from a
lack of conceptual grasp, a lack of mental resources to calculate this consequence,
or ignorance of some relevant inference rule. Rather, you simply failed to explicitly
attend to the issue.
To help further flesh out the notion of unawareness due to inattention, consider
the following features that Franke and de Jager (2011) take to characterize unawareness due to inattention. First, unawareness due to inattention is not the same as
uncertainty. When you were not attending to the proposition that Topeka was not
the capital of France, you were not uncertain about the truth of this proposition. Second, agents are not introspective regarding their states of unawareness. While you
were unaware of your belief that Topeka was not the capital of France, you did not
know that you were unaware of this belief. Third, unawareness due to inattention is
easily overturned. As soon as I mentioned that Topeka was not the capital of France,
you immediately became aware of this proposition.1
Although these phenomena are presented above as distinct forms of unawareness,
in practice they can be difficult to distinguish. For example, when Fagin and Halpern’s
original article was first published, Fermat’s Last Theorem remained unproven. Fagin
and Halpern used Fermat’s Last Theorem as an example of the second form of unawareness, which involves lacking the resources to determine the truth conditions of
1

An interesting question, one that I do not attempt to resolve here, is whether forms of unawareness
other than unawareness due to inattention exhibit any of these features. At the very least, the
feature of unawareness of a proposition being overturned by the mere mention of that proposition
appears to be unique to unawareness due to inattention.

CHAPTER 2. AWARENESS

18

some proposition within a reasonable amount of time. Fagin and Halpern presumed
that the truth or falsity of Fermat’s Last Theorem followed from existing mathematical knowledge, but that the proof remained too burdensome for any mathematician to
work out. In the mid-1990s, several years after the publication of Fagin and Halpern’s
article, Andrew Wiles produced a proof of Fermat’s Last Theorem (Wiles 1995). The
details of Wiles’s proof suggest that previous failures to prove the theorem may have
su↵ered from other forms of unawareness. Wiles’s proof relies on many mathematical
concepts and rules only developed in the 20th century. Thus, we might think that
instead of reflecting the second form of unawareness, that the proof eluded earlier
mathematicians may have been due to a lack of conceptual grasp, the first form of
unawareness identified by Fagin and Halpern, an ignorance of relevant rules, the third
form of unawareness, or a combination of the two.
As mentioned above, the primary concern of this dissertation is the fourth form
of unawareness discussed by Fagin and Halpern, unawareness due to inattention. Although I will not discuss the other three forms of unawareness at length, it is helpful
to keep these forms of unawareness in mind as examples of what unawareness due
to inattention is not. Unless otherwise noted, any subsequent discussion of “unawareness” pertains specifically to unawareness due to inattention. In the following
sections, I discuss why the concept of unawareness due to inattention is relevant for
understanding certain linguistic phenomena, and I survey several previous attempts
to model agents’ mental states allowing for unawareness due to inattention.2

2.2
2.2.1

Why Awareness Matters
Motivating Examples for Formal Approaches to Awareness in Linguistics & the Philosophy of Language

In order to motivate the formal models of awareness discussed below, it is first useful
to lay out the types of linguistic phenomena that previous authors have argued should
be explained in terms of agents’ awareness states. To begin, it has been argued that
the truth conditions of certain epistemic and doxastic statements depend upon the
awareness states of individuals. Yalcin (2011) makes this point using the following
examples:
(1)
2

a. Hank believes it might be raining in Topeka.

In some cases, these models also attempt to capture unawareness due to lack of conceptual grasp.
I highlight such cases when they arise, but they are not my primary focus.

CHAPTER 2. AWARENESS

19

b. For all Hank believes, it might be raining in Topeka.
Yalcin claims that (1a) and (1b) have di↵erent truth conditions and that this di↵erence is revealed by considering the following situation:
Perhaps on the way out the door, en route to Topeka, [Hank] glances by
chance at his umbrella, and the question of rain in Topeka then occurs
to him. He realizes he doesn’t know whether to expect rain in Topeka.
He then comes to think that, well, it might be raining in Topeka. (Yalcin
2011, p. 313)
After Hank notices his umbrella and considers the issue of whether it is raining in
Topeka, (1a) is certainly true. However, Yalcin maintains that before Hank notices
the umbrella, (1a) is false. Because Hank is not thinking about the question of
whether or not it is raining in Topeka, it is incorrect to say that he believes it might
be raining in Topeka. On the other hand, Yalcin proposes that (1b) is true both
before Hank considers the issue of whether it is raining in Topeka and afterwards,
since at neither time is there anything in Hank’s belief state to rule out the possibility
that it is raining in Topeka. Yalcin’s claim is, in essence, that (1a) is true if and only
if Hank has an explicit belief that it might be raining in Topeka, i.e. that Hank is
aware of the issue of whether it is raining in Topeka and it is consistent with Hank’s
beliefs that it is raining in Topeka. In contrast, Yalcin claims that (1b) is true if and
only if it is consistent with Hank’s beliefs that it is raining in Topeka, whether or not
Hank is aware of the issue. If Hank is unaware of the issue of whether it is raining in
Topeka, but it is consistent with his beliefs that it is raining in Topeka, we can say
that Hank has an implicit belief that it might be raining in Topeka.
In other cases, authors have appealed to modelling agents’ awareness states in
order to explain the function of certain discourse moves. In particular, Bledin and
Rawlins (2016) discuss a phenomenon they term “resistance moves,” which are to
be understood in terms of their manipulation of an addressee’s awareness state. To
illustrate, consider the following example o↵ered by Bledin and Rawlins:
(2) Alice and Bob are on their way to an opening party at the Whitney Museum.
They hope to see their friend Charlie there who has recently broken up with
his girlfriend Diana.
Alice: Charlie is coming to the party.
Bob: Diana might be there.
Bob0 : Isn’t Diana coming?
Bob00 : You know that Diana is coming, right?
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Bledin and Rawlins make the point that the various ways that Bob could respond
to Alice in (2) count as neither acceptances nor outright rejections of Alice’s claim.
Rather, these responses play the role of raising awareness of a possibility that Bob
believes that Alice may not have been attending to. Final acceptance or rejection of
Alice’s claim that Charlie will come to the party is delayed until Alice can respond to
the possibility that Bob has raised. Alice may stick by her original claim that Charlie
is coming to the party after Bob raises the issue of whether Diana will be there, but
Bledin and Rawlins point out that Alice may also respond by retracting her original
claim:
(3) Alice: Charlie is coming to the party.
Bob: Diana might be coming.
Alice: Good point. Then Charlie might not come.
Bledin and Rawlins argue that a retraction such as that shown in (3) can only be
made sense of by modelling how Bob’s utterance changes Alice’s awareness state.
Franke and de Jager (2007) and Franke and de Jager (2011) argue for the relevance
of modelling awareness states in order to understand how seemingly uninformative
utterances can a↵ect how listeners resolve decision problems.3 Franke and de Jager
(2011) illustrate the relevance of awareness for agents’ decision problems using several
examples, including the following. Suppose that Little Bo Peep has lost her keys and
doesn’t know where to find them. She’s checked her nightstand, the nail behind the
door, and the spot next to the telephone, but the keys are nowhere to be found. She’s
at a loss when her friend Little Jack Horner calls out:
(4) Jack: Did you leave them in the car?
Little Bo Peep slaps her forehead and rushes out to her car to look for the keys. Jack’s
utterance in (4) has changed Bo’s behavior, but it does not seem to have informed Bo
of anything. Rather, we understand its contribution as being that of simply raising
awareness of a possibility that she had not yet considered.
In contrast to Yalcin’s examples (1a) and (1b), examples (3), and (4) are both cases
in which a speaker’s utterance changes the awareness state of an addressee. To capture
these examples, it is necessary to model not only agents’ awareness states, but also the
dynamics of how these awareness states change in response to speakers’ utterances.
3

A model of awareness states that is relevant for decision making is also presented by de Jager
(2009), who also develops other models of awareness. One of these models closely resembles Bledin
and Rawlins’s proposal. Here, I focus on the model of Franke and de Jager (2011) as representative
of this line of research in general.
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These examples also show how changes to an agent’s awareness state have additional,
downstream consequences. In the case of (3), Alice’s retraction of an earlier statement
is a consequence of the change in her awareness state. In (4), a change in Bo’s
awareness state subsequently changes her behavior regarding a contextually relevant
decision problem. One way to unify these two types of downstream consequences is
to note that whether an agent commits to or retracts from a claim and how an agent
goes about resolving some decision problem both depend on the agent’s beliefs. Thus,
we can take both (3) and (4) to provide evidence that changes in an agent’s awareness
state can cause a changes in that agent’s beliefs.4 A model of agents’ awareness states
should therefore account for the relationship between an agent’s beliefs and an agent’s
awareness state.

2.2.2

Awareness & Discourse Structure

In addition to the factors discussed above, raising awareness of an issue may play an
important role in structuring a coherent linguistic discourse. This is not a function
of raising awareness that has been directly incorporated into recent models of agents’
awareness states, but it is nonetheless important to note. We will also see in future
chapters that the goal of coherently structuring discourse often provides a natural
explanation for why a speaker may choose to produce a redundant utterance that
raises awareness of an issue.
To illustrate what is meant by discourse coherence, consider the following examples
from Kehler (2011):
(5)

a. John took a train from Paris to Istanbul. He has family there.
b. ?? John took a train from Paris to Istanbul. He likes spinach.

While the two sentences in (5a) form a perfectly coherent (albeit short) discourse,
those in (5b) do not. We can explain the di↵erence between these two discourses by
noting that it is possible to infer a relationship between the two sentences in (5a),
namely that John having family in Istanbul explains why he took a train there. In
contrast, there is no obvious relationship to be inferred between the two sentences in
(5b), making the discourse incoherent.5 The idea that a discourse is coherent in virtue
of particular discourse or rhetorical relations that obtain between elements
4

See Yalcin 2011 for additional philosophical arguments that agents’ beliefs are sensitive to their
awareness states. Yalcin cites Lewis 1982 and Stalnaker 1984 as early sources for this idea.
5
World knowledge plays a role in establishing relations between elements of a discourse. If, for
example, it was well known that Istanbul was the spinach capital of the world, (5b) could be
a coherent discourse. Example (i) only di↵ers minimally from (5b), but is a coherent discourse
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of the discourse goes back to Halliday and Hassan (1976) and Hobbs (1979). More
recent attempts to understand the nature of discourse relations include Structured
Discourse Representation Theory (SDRT; Asher and Lascarides 2003) and Kehler’s
(2002, 2005, 2011) work on discourse coherence.
A full discussion of theories of discourse structure and discourse coherence would
go beyond the scope of this chapter. What is important for my purposes is that one
goal of speakers is to create a coherent discourse, i.e. one in which all elements of the
discourse can be appropriately related to one another via discourse relations that can
be accurately inferred by listeners. This goal relates to awareness in that discourse
relations can only be established between elements that interlocutors are aware of or
are attending to. Therefore, raising awareness of some issue may be necessary for the
formation of a discourse relation that lends to the overall coherence of the discourse.
I don’t take the claim that interlocutors must be aware of or attending to some
issue in order for it to participate in a discourse relation to be controversial. However,
I do note that this fact about discourse relations is often left implicit in work on these
relations. Two key counterexamples are Grosz and Sidner 1986 and Walker 1996a.
Grosz and Sidner, as well as Walker, model awareness via an “attentional structure”
consisting of “focus spaces” that detail the “objects, properties, and relations that
are salient at each point in the discourse” (Grosz and Sidner 1986, p. 179). The
basic observation is that this attentional structure restricts interlocutors’ ability to
establish discourse relations. In particular, at any moment in the discourse, the most
recent contribution to the discourse may only be related to some earlier element of
the discourse so long as that earlier element is in the attentional structure. Note
that this model fundamentally di↵ers from the models of awareness discussed in the
following sections in that it treats awareness as a property of the discourse as a whole
that is shared by all interlocutors. Nonetheless, the basic observation made that
discourse relations can only obtain between elements that interlocutors are aware of
or are attending to is not threatened by moving to a model of awareness such as those
presented below.
Note that there is an important distinction between the claim that discourse
relations must obtain between elements that interlocutors are aware of and the claim
that discourse relations must obtain between elements that are explicitly mentioned
provided it is known that Gilroy, California is the garlic capital of the world.
(i)

John drove from San Francisco to Gilroy. He likes garlic.
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in the discourse. I am committed to the former of these claims, and I reject the
latter. To see that explicit linguistic mention is not necessary for the establishment
of discourse relations, consider the following scenario. Little Bo Peep is driving with
her roommate Little Jack Horner to the grocery store when another car crashes into
them. Bo then utters the following:
(6) Bo: It’s a good thing I have insurance.
We immediately understand Bo’s utterance in (6) as meaning that it’s a good thing
she has insurance because she’s just gotten into a car crash. Bo’s utterance, however,
does not actually have this content. Rather, we only arrive at this understanding by
inferring a discourse relation between a non-linguistic event (the car crash) and Bo’s
utterance. It is critical that Jack is actively attending to the car crash in order for
this discourse relation to be established, but the establishment of this discourse relation does not require that the the car crash be mentioned explicitly. The notion that
non-linguistic events can be part of discourse structure is not novel. For example,
Lascarides and Stone (2009) o↵er a way of incorporating gesture into discourse structure, and Hunter, Asher, and Lascarides (2015) do the same for other non-linguistic
actions. In all cases, discourse participants must be aware of the elements that are
involved in discourse relations, whether they are linguistic or non-linguistic.
A particularly important move a speaker can make for discourse structural reasons
is that of raising awareness of an issue in order to establish it as a discourse topic
to be elaborated upon by future contributions to the discourse. We saw examples
of this with several of the redundant utterances mentioned in Chapter 1, and more
examples will be discussed in the chapters to follow. For example, it was noted that
(7), repeated from (3) in Chapter 1, would be one way to re-raise the issue of the
speaker’s speckled goose catching as a topic of conversation.
(7) As I mentioned earlier, I am an avid speckled goose catcher.
A speaker’s utterance of (7) raises all interlocutors’ awareness of the fact that the
speaker is an avid speckled goose catcher. This then allows future discourse moves to
be related to this issue.6
6

This perspective on establishing discourse topics by raising awareness of an issue bears some resemblance to models that use a Question Under Discussion (QUD) framework to model the topic of a
discourse or what the discourse is about at a particular time (Büring 2003; Ginzburg 1996; Roberts
1996, 2012). On these models, the top element of the QUD stack of a conversational context at
a particular time represents the current topic of the conversation. QUDs are discussed at greater
length in §2.4.1 below and in Chapter 4. See §2.4.1 for an argument that awareness states should
not be conflated with QUDs.
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Having established several reasons why awareness is relevant to understanding
certain linguistic phenomena, I discuss previous approaches to formally modelling
awareness states in the following section. These approaches are mostly concerned with
capturing the phenomena discussed in §2.2.1, i.e. the distinction between implicit and
explicit belief and the ability of an agent’s awareness state to a↵ect the agent’s beliefs
and decision making processes. These models do not address the role that awareness
plays in structuring discourse. Nonetheless, both the importance of awareness for
agent’s beliefs and the importance of awareness for discourse coherence will discussed
in future chapters as reasons why speakers may choose to produce a redundant, but
awareness-raising, utterance.

2.3

Formal Models of Awareness

The formal approaches discussed below share several core ideas, the most important
of which is the notion of modelling an agent’s awareness state as a partition over
logical space. Despite these similarities, these models di↵er in several respects, one of
which concerns whether they treat belief in qualitative, all-or-nothing terms, i.e. an
agent either believes a proposition p or does not, or in probabilistic terms. In the next
section, I discuss the models of Yalcin (2011) and Bledin and Rawlins (2016), which
take the former approach. I choose to present these models first as they hew closer
to the traditional possible worlds treatment of belief. In §2.3.2, I discuss the model
of Franke and de Jager (2011), which takes a probabilistic perspective on belief and
uses this perspective to model agents’ decision problems. Despite taking a di↵erent
approach regarding the representation of agents’ beliefs, Franke and de Jager still
make use of many of the core concepts present in the models proposed by Yalcin and
Bledin and Rawlins. The model that I assume for the remainder of this dissertation
is presented in §2.3.3. While this model most closely resembles that Franke and de
Jager’s, it also adopts some ideas from Bledin and Rawlins’s model.

2.3.1

Awareness States & Belief States

As mentioned above, the models of awareness that I discuss here represent agents’
awareness states in terms of partitions over logical space. Such partitions are also
widely used in the study of the semantics of questions (Groenendijk and Stokhof
1984; Groenendijk 1999; Hamblin 1958), and are employed by Lewis (1988a,b) to
model subject matters. We can therefore characterize this approach to modelling
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awareness states as taking agents’ awareness states to reflect which question(s) or
subject matter(s) these agents are sensitive to.
To formalize this idea, Bledin and Rawlins (2016) follow Lewis (1988a,b) in defining subject matters as follows:
(8) Subject Matters
A subject matter M ⇢ W ⇥ W is a total equivalence relation over W.
The set of all subject matters over W is denoted by M ⇤ . The partition on W
induced by M is denoted by W/M . Any set of worlds in W/M is a cell in
W/M .
The notions of inclusion, refinement, and coarsening are defined as follows:
(9) Inclusion, Refinement, Coarsening
For any two subject matters over W, M1 and M2 , M1 includes M2 i↵ hw, vi 2
M1 ! hw, vi 2 M2 . If M1 includes M2 , we will also say that M1 refines M2 ,
that M1 is a refinement of M2 , and that M2 is a coarsening of M1 .
When identifying an agent’s awareness state at a particular time with a particular
subject matter, inclusion, refinement, and coarsening prove to be useful concepts for
distinguishing between the awareness state of an agent who is aware of more issues
than another agent. In general, raising an agent’s awareness of some issue will cause
the agent’s awareness state to change from some subject matter M to a subject matter
M 0 such that M 0 is a refinement of M .
Relative to a given subject matter, certain propositions are either visible or invisible. Formally, visibility is defined as follows:
(10) Visibility
A proposition p ✓ W is visible at M i↵ 8w8v(hw, vi 2 M ! (w 2 p^v 2 p)).
Intuitively, we can also think of visibility as follows. A proposition p ✓ W is visible
relative to a subject matter M if and only if p corresponds to a union of cells within
the partition W/M . Taking an agent’s awareness state to be represented by a subject
matter M , those propositions that are visible at M are propositions that an agent is
aware of. Illustrations of subject matters, inclusion, and visibility are shown in Figure
2.1. Note that in Figure 2.1, for M1 and M2 , the only visible propositions are the cells
induced by M1 and M2 , respectively, and the trivial proposition W. However, this is
simply a consequence of the partitions induced by M1 and M2 having only two cells.
In the case of M3 , there are visible propositions that do not correspond to any single
cell within M3 . For example, the proposition {w1 , w2 , w5 , w6 , w11 , w12 , w15 , w16 }, i.e.
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(a) The subject matter M1
partitions W into two cells,
that on the left, colored
red, and that on the right,
colored blue.

(b) The subject matter M2
partitions W into two cells,
that on the top, colored yellow, and that on the bottom, colored green.

(c) The subject matter
M3 = M1 \ M2 includes M1
and M2 . M3 refines each of
M1 and M2 . M1 and M2
are coarsenings of M3 .

Figure 2.1: Illustrations of three subject matters: M1 on the left, M2 in the center,
and M3 on the right. While there is no inclusion relationship between M1 and M2 ,
M3 includes both M1 and M2 .
the union of the upper left and lower right cells in the partition induced by M3 , is
visible at M3 but is not visible at either M1 or M2 . On the other hand, the proposition
{w1 , w2 } is not visible at any subject matter shown in Figure 2.1.
To explain each of examples (1a)–(3) considered in the previous section, we require
some notion of what an agent’s belief state looks like once we take into account
awareness. Explaining examples (1a) and (1b) simply requires a way to distinguish
between an agent’s implicit and explicit beliefs. But to account for (3) and (4), we
additionally need an account of how an agent’s beliefs can change in response to a
change in that agent’s awareness state.7 The approach taken by Yalcin (2011) and
Bledin and Rawlins (2016) is to represent an agent’s mental state in terms of a subject
matter and a function from subject matters to subsets of the cells within those subject
matters.8 The subject matter represents the agent’s awareness state, while the output
7

I mentioned above that because partitions on logical space are typically used to model the meanings
of questions and of subject matters, representing awareness states as partitions on logical space is
akin to claiming that an agent’s awareness state represents the question or subject matter that the
agent is sensitive to. Yalcin (2011) notes that by additionally taking an agent’s beliefs to depend
upon the agent’s awareness state, it follows that an agent’s beliefs are also question- or subject
matter-sensitive.
8
Yalcin (2011) and Bledin and Rawlins (2016) take this function to be partial. The partiality of this
function is intended to allow for the modelling of Fagin and Halpern’s first form of unawareness,
unawareness due to lack of conceptual grasp. If an agent’s belief state is not defined for some
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of the function applied to a particular subject matter M represents those cells of M
that the agent would consider to be possible, “live options” if the agent were in the
awareness state represented by M .9 Bledin and Rawlins (2016) formalize this idea as
follows:10
(11) Acceptance States (following Bledin and Rawlins (2016))
An agent ↵’s acceptance state h⇧↵ , ↵ i is a pair consisting of a function ⇧↵ : W ! M ⇤ and a function ↵ : W ! (M ⇤ )}(W) . We require that
↵ (w)(M ) ✓ W is visible at M for all M . We abbreviate ↵ (w)(⇧↵ (w)) as
↵ (w).
On this view, ⇧↵ (w) is a subject matter that represents ↵’s awareness state at world
w and ↵ (w)(M ) tells us the cells of the subject matter M that ↵ would take to be
possible were ↵’s awareness state represented by M in world w. An agent ↵’s actual
beliefs at w are represented by ↵ (w), which gives the set of live options for ↵ given
↵’s actual awareness state at w. We refer to ↵ (w) as ↵’s “view” from w.
We can now define the notion of implict and explicit belief for some agent ↵ at some
world w. On Bledin and Rawlins’s model, we say that ↵ believes some proposition p
at w if and only if for all v 2 ↵ (w), v 2 p. An agent ↵ explicitly believes p at w if
and only if ↵ believes p at w and p is visible at ⇧↵ (w). An agent ↵ implicitly believes
p at w if and only if ↵ believes p at w and p is not visible at ⇧↵ (w). An illustration
of implicit and explicit belief is shown in Figure 2.2.
As we saw in examples (3) and (4), we must also have some way to model how
speakers’ utterances a↵ect the awareness states of their addressee(s). Bledin and
Rawlins (2016), as well as Franke and de Jager (2011), model these e↵ects as functions
from the addressee’s prior awareness state and the speaker’s utterance, represented
as a syntactic object in some formal language L, to a new awareness state. As a
first pass, we might think that it would be easier to model updates to awareness
states by representing a speaker’s utterance as a semantic object, e.g. a set of worlds.
For example, one approach would be to interpret all declarative clauses as sets of
partition of logical space, then the agent lacks the conceptual resources necessary to understand
the issue represented by this partition. For example, using this approach, we would model William
III of England’s belief state as being undefined on the subject matter representing the issue of
whether England can avoid nuclear war with France.
9
Alternatively, if we conceive of M as a question, then the output of applying M to this function
yields the answers to M that the agent deems possible.
10
An updated version of this model appears in Bledin and Rawlins 2017. There, agents also possess
a ranking over awareness state-belief state pairs that allow them to resolve conflicts in beliefs that
they hold relative to di↵erent awareness states. I do not discuss the updated model here because
it introduces technical components that are not needed for my present purposes.

CHAPTER 2. AWARENESS

28

Figure 2.2: A representation of an agent ↵’s acceptance state at a world w. The
larger square represents logical space, subdivided into cells according to ⇧↵ (w). The
red cells represent ↵’s view from w, ↵ (w). The set of worlds contained within the
blue square represent an explicit belief of ↵’s. The set of worlds contained within the
yellow circle represent an implicit belief of ↵’s.
worlds. Then, we would take a speaker who utters a declarative clause to update all
addressees’ awareness states as follows. Let ⇧↵ denote the awareness state of an agent
↵ before the speaker’s utterance and let ⇧0↵ denote the awareness state of ↵ after the
speaker’s utterance. Let p denote the content of the speaker’s utterance, i.e. the set
of worlds corresponding to the interpretation of the speaker’s utterance, and let Mp
be the subject matter induced by p.11 Then we can define ⇧0↵ (w) as ⇧↵ (w) \ Mp for
all w. I refer to this as the “semantic approach” to udating agents’ awareness states.
This is essentially the approach that Bledin and Rawlins (2016) and Franke and de
Jager (2011) take for atomic propositions in L. But the shortcomings of this approach
are apparent once we consider more utterances that contain logical connectives. For
example, suppose Bob utters the following to Alice:
(12) Bob: Diana is coming, and Ethan is coming as well.
If we let p denote the set of worlds in which Diana is coming to the party and let q
denote the set of worlds in which Ethan is coming to the party, then the denotation
of Bob’s utterance is p \ q. As a result of Bob’s utterance in (12), Alice’s awareness
state at w is updated from ⇧Alice (w) to ⇧Alice (w) \ Mp\q . Suppose that before Bob’s
utterance, Alice aware of the issue of whether Diana was coming to the party, but not
of the issue of whether Ethan was coming. That is, p was visible at ⇧Alice (w), but q
was not. On the semantic approach, after Bob’s utterance Alice is able to distinguish
between worlds in which both Diana and Ethan come to the party from those in which
either does not come to the party, i.e. p\q is visible at ⇧Alice (w)\Mp\q . However, the
11

That is, we define Mp as follows: Mp = {hw, vi|w 2 p $ v 2 p}.
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semantic approach does not predict Alice to be able to distinguish between worlds
that di↵er only with respect to whether Ethan comes. That is, q is not visible at
⇧Alice (w) \ Mp\q . Intuitively, this is incorrect; after Bob’s utterance in (12), Alice
should be able to distinguish between worlds that di↵er solely on the basis of whether
Ethan comes, whether or not Diana comes.
The “syntactic approach” pursued by Bledin and Rawlins (2016) and Franke and
de Jager (2011) yields the desired result for cases like (12).12 Following Bledin and
Rawlins (2016), let L be a language over an alphabet ⌃ = AtL [ {¬, ^, ⌃, ?}, where
AtL is a set of atomic letters.13 The set of valid sentences in L is defined recursively
in the standard way.14 Denotations for atomic letters are delivered via a valuation
function V : AtL ! }(W) that maps eat atomic letter At 2 AtL to the set of worlds
in which At is true. We then define the subject matter induced by an atomic letter
At as M At = {hw, vi|w 2 V( At ) $ v 2 V( At )}. Awareness states are updated in
response to speakers’ utterances as follows:
(13) Awareness Updates (following Bledin and Rawlins (2016))
Suppose a speaker utters 2 L. Then for all discourse participants ↵, ⇧↵ (w)
is updated to ⇧0↵ (w) = ⇧↵ (w) + for all w, where ⇧↵ (w) + is defined as
follows:
8
>
⇧↵ (w) \ M
if 2 AtL
>
>
>
>
>
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>
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As Bledin and Rawlins (2016) note, the update defined in (13) amounts to intersecting
the addressees’ previous awareness states with the subject matter induced by every
atomic letter appearing within the speaker’s utterance. An illustration of the update
to Alice’s awareness state as a result of Bob’s utterance in (12), on both the semantic
and the syntactic approaches, is shown in Figure 2.3.
12

This approach also resembles approaches to “attentive meaning” pursued within the framework of
Inquisitive Semantics (Ciardelli, Groenendijk, and Roelofsen 2011; Roelofsen 2013) and discussed
below in §2.4.2.
13
Bledin and Rawlins’s model includes only the connectives ¬, ^, and ⌃. Drawing on the similar
systems of Ciardelli, Groenendijk, and Roelofsen (2011) and Roelofsen (2013), I include ? as well.
This will come in handy for analyzing Franke and de Jager’s examples (4) and (1).
14
Specifically, for all 2 AtL , 2 L, if 2 L then ¬ 2 L, if 2 L and 2 L then _ 2 L, if
2 L and 2 L then ^ 2 L, if 2 L then ⌃ 2 L, and if 2 L then ? 2 L.
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w13 w14 w15 w16

w13 w14 w15 w16

w13 w14 w15 w16

(a) Alice’s initial awareness
state in w, ⇧Alice (w), in
which she is aware of the
possibility of Charlie coming to the party and of the
possibility of Diana coming
to the party.

(b) Alice’s updated awareness state in w, ⇧0Alice (w)
on a “semantic” update
with p \ q. Alice is aware
of the possibility that both
Diana and Ethan come,
but not the possibility that
Ethan comes without Diana.

(c) Alice’s updated awareness state in w, ⇧0Alice (w)
on a “syntactic” update
with
^ .
Alice is
aware of the possibility of
Ethan coming, regardless of
whether Diana comes.

Figure 2.3: Let {w1 , w2 , w5 , w6 , w9 , w10 , w13 , w14 } be the set of worlds in which Charlie
comes to the party, let {w1 , w2 , w3 , w4 , w5 , w6 , w7 , w8 } be the set of worlds in which
Diana comes to the party, and let {w6 , w7 , w10 , w11 } be the set of worlds in which
Ethan comes to the party. Alice’s initial awareness state in w, ⇧Alice (w) is shown in
(2.3a), while (2.3b) and (2.3c) show two di↵erent ways of updating ⇧Alice (w) with
Bob’s utterance in (12).
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To model the interaction in (3) on the model presented by Bledin and Rawlins, it
is also necessary to specify a certain felicity condition on utterances. In particular,
Bledin and Rawlins assume that for a speaker to felicitously utter a sentence 2
L, the speaker’s view must “support” or “incorporate” , a technical notion that
is central to dynamic semantics. First, we define how speaker’s utterances update
listeners’ views (14). This allows support/incorporation to be defined as in (15).15
(14) Information Updates (following Bledin and Rawlins (2016))
Suppose a speaker utters
2 L. Then for all discourse participants ↵,
0
↵ (w)(M ) is updated to ↵ (w)(M ) for all w and all M , defined as follows:
0
↵ (w)(M )

=

(

↵ (w)(M )
↵ (w)(M )

+

if M +

=M

otherwise

The update function on agents’ views is defined as follows:
8
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>
>
>
>
>
>
< ↵ (w)(M ) \ ↵ (w)(M ) +
↵ (w)(M )
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>
>
>
>
{w 2 ↵ (w)(M )| ↵ (w)(M ) +
>
>
>
:
↵ (w)(M )

if
if
if

6= ;} if

if

2 AtL
=¬
=

=⌃

^⇠

=?

(15) Support/Incorporation (following Bledin and Rawlins (2016))
Let ↵ (w) = ↵ (w)(⇧↵ (w)) denote ↵’s view from w. Then ↵ (w) supports
or incorporates 2 L, written ↵ (w) B , i↵ ↵ (w) + = ↵ (w).
The definitions for incorporation of ¬ and ^ are adapted from Heim (1982) and
Heim (1983). The update with a formula of the form ⇧ follows the suggestion of
Veltman (1996) that sentences of the form It might be the case that
function as
“tests” as to whether is compatible with an information state. If is compatible
with an agent’s view at w ↵ (w), then ↵ (w) updated with the might claim is just
is incompatible with ↵ (w), then the update yields the empty set. Here,
↵ (w). If
15

These definitions can be seen as part of a larger theory of mapping clause types to their conventional
discourse e↵ects as discussed in Chapter 1. In fact, Bledin and Rawlins o↵er such a theory, although
the full details of their model are not relevant for illustrating the core properties of their awareness
model. The full model of clause type-conventional discourse e↵ect mapping that Bledin and
Rawlins work with is very similar to that proposed by Farkas and Bruce (2010), which I discuss
in Chapters 3 and 4.
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I take utterances of the form ? to be uninformative.
Before showing how this model can account for the ability of strictly awarenessraising utterances to change beliefs, as shown in (3), I note that there is an important
asymmetry between awareness updates and information updates. When a speaker
produces some utterance , the awareness states of all discourse participants are automatically updated with according to (13). In other words, there is no way to
avoid listeners becoming aware of the atomic letters in a speaker’s utterance.16 This
reflects one of the defining features of unawareness due to inattention noted by Franke
and de Jager (2011), that such unawareness is easily overturned. In contrast, when a
speaker utters , listeners do not automatically update their beliefs according to (14).
While the rule in (14) is intended to capture how listeners’ beliefs would change were
they to accept a speaker’s utterance, for present purposes the main purpose of introducing information updates is to facilitate the definition of support/incorporation
shown in (15). I return to the issue of how to account for the consequences of the
acceptance or rejection of an utterance in the discussions of conventional discourse
e↵ects in Chapters 3, 4, and 5.
Now, consider how, according to this model, utterances whose sole e↵ects are
awareness-related can change an agent’s beliefs. In particular, consider the exchange
that occurs in (3), repeated below as (16).
(16) Alice: Charlie is coming to the party.
Bob: Diana might be coming.
Alice: Good point. Then Charlie might not come.
Let
represent Alice’s first assertion, let ⌃ represent Bob’s assertion, let ⌃¬
represent Alice’s second assertion, and let w denote the world in which (16) takes
0
place. Also let h⇧Alice , Alice i and h⇧0Alice , Alice
i denote Alice’s acceptance states
before and after Bob’s utterance in (16), respectively. There is no non-empty view
that supports both and ⌃¬ , so Alice (w) 6= 0Alice (w).17 That is, Alice’s view
changes as a result of Bob’s utterance.
16

Of course, this assumes that the listeners have correctly heard the speaker, have successfully parsed
the speaker’s utterance, etc.
17
Proof by contradiction. Let ↵ (w) denote ↵’s view at w. Assume that ↵ (w) is non-empty, that
= ↵ (w). Likewise,
↵ (w) B , and that
↵ (w) B ⌃¬ . Since
↵ (w) B , we have
↵ (w) +
since ↵ (w) B ⌃¬ , we have ↵ (w) + ⌃¬ = ↵ (w). By (14), we have ↵ (w) + ⌃¬ = {w 2
6= ;}. Again, by (14), we have ↵ (w) + ¬ = ↵ (w) \ ↵ (w) + . We
↵ (w)| ↵ (w) + ¬
know that ↵ (w) + = ↵ (w), so ↵ (w) \ ↵ (w) + = ;. This gives us that ↵ (w) + ⌃¬ =
{w 2 ↵ (w)|; 6= ;}. Thus, ↵ (w) + ⌃¬ = ;. But this contradicts our initial assumption that
↵ (w) was non-empty. We conclude that there is no non-empty information state
↵ (w) such
that ↵ (w) B and ↵ (w) B ⌃¬ .
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We can rule out the possibility that the change in Alice’s beliefs is unrelated to
any change in Alice’s awareness state that Bob’s assertion causes. Suppose, for the
sake of argument, that Bob’s assertion has no e↵ect on Alice’s awareness state, i.e.
that ⇧Alice = ⇧0Alice . Then, Bob’s assertion may only a↵ect Alice’s acceptance state
in virtue of its informative contribution, as defined in (14). Again, we cannot assume
that utterances automatically update the beliefs of listeners in the way described in
(14), but for the sake of the present argument assume that Alice’s beliefs are updated
according to (14) following Bob’s utterance. According to (14), the informative contribution of Bob’s assertion is simply a test on Alice’s view, Alice (w), which returns
her view unchanged if Alice (w) B and returns ; otherwise. We know that Alice’s
view cannot be ; after Bob’s assertion, since her view must be non-empty in order to
support her second assertion in (16). Thus, if Bob’s assertion has no e↵ect on Alice’s
awareness state, i.e. if its only e↵ect is due to its informative contribution, it must
leave Alice’s view unchanged. However, we’ve already seen that Alice’s view does
change as a result of Bob’s utterance. Thus, his utterance must change her view in
virtue of its e↵ect on her awareness state.
To account for this change in Alice’s view, assume that Alice was unaware of the
possibility that Diana might come to the party, i.e. ⇧Alice (w) 7 . As a result
of Bob’s assertion in (16), we have ⇧0Alice (w) = ⇧Alice (w) + ⌃ . According to the
awareness update rule in (13), ⇧0Alice (w) B . That is, Bob’s assertion raises Alice’s
awareness of . Because an agent’s beliefs are sensitive to an agent’s awareness state
and because Bob’s assertion raises Alice’s awareness of the possibility that Diana
might come to the party, we can take the change in Alice’s awareness state caused by
Bob’s assertion to also cause her beliefs to change. Before Bob’s assertion, Alice’s view
is given by Alice (w) = Alice (⇧Alice (w))(w). After his assertion, her view is given
0
by 0Alice (w) = Alice
(⇧0Alice (w))(w). Since ⇧0Alice (w) 6= ⇧Alice (w), there is nothing
preventing her beliefs from di↵ering relative to these two views. Her response in (16)
indicates that her updated view is compatible with Charlie not coming to the party.
In short, when Alice considers the possibility that Diana might come to the party, she
believes that Charlie might not come. When she does not consider this possibility,
she believes that Charlie will come.
To recap, Bledin and Rawlins (2016), drawing on a previous proposal by Yalcin
(2011), provide a formal model of agents’ awareness states that treats these awareness states as subject matters. On this model, agents’ beliefs are sensitive to their
awareness states, and speakers’ utterances are represented as syntactic expressions
in a formal language that have the potential to change listeners’ awareness states.
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Because an agent’s beliefs depend upon that agent’s awareness state, an utterances
that changes an agent’s awareness state may also have the e↵ect of changing that
agent’s beliefs.

2.3.2

Awareness States & Decision Making

A di↵erent view on awareness is taken in Franke and de Jager 2011, as well as in
earlier work such as Franke and de Jager 2007 and de Jager 2009. There are several
fundamental di↵erences between Franke and de Jager’s approach and the approach
pursued by Yalcin and Bledin and Rawlins. First, Franke and de Jager are concerned
with the role of awareness as it relates to agents’ decision problems. Following standard approaches in decision theory, this leads Franke and de Jager to represent beliefs
in probabilistic terms, rather than the all-or-nothing terms adopted in Yalcin (2007)
and Bledin and Rawlins (2016). A second major di↵erence between Franke and de
Jager’s approach and Bledin and Rawlins’s is that the e↵ect of agents’ awareness
states on agents’ beliefs is mediated by a concept that Franke and de Jager term
implicit assumptions.
To illustrate the idea of an implicit assumption, recall the situation involving
Little Bo Peep and her lost keys. Before Jack speaks up in (4), Bo is unaware of the
issue of whether her keys are in her car. But more than this, Bo behaves as if she
has a belief that her keys are not in the car. Franke and de Jager refer to this as an
implicit assumption that Bo has made. More generally, an implicit assumption that
p is the case is an implicit belief in p that an agent would not hold were the agent
aware of p.18 For example, in (12), we might characterize Alice as having an implicit
assumption that Diana will not come to the party before Bob speaks up. On the
other hand, in Yalcin’s example (1b), Hank is unaware of the proposition that it is
raining in Topeka, but has no implicit assumption about whether this proposition is
true or false.
To formalize these ideas, again let W denote the set of possible worlds. For
modelling agents’ decision problems, agents must take actions, which Franke and de
18

The notion of an implicit assumption presented in de Jager (2009) is slightly di↵erent. There,
an agent has an implicit assumption that p is the case so long as the agent is unaware of p and
every world that the agent considers possible given his or her awareness state is a p-world. On
a probabilistic view, an agent implicitly assumes p so long as the agent is unaware of p and the
agent assigns p probability 1 given the agent’s awareness state. This means that an agent may
implicitly assume p even if the agent’s belief in p would remain stable upon explicitly considering
p. On this view, for example, all tautologies that an agent is not explicitly considering are implicit
assumptions.
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Jager take to be a primitive type. Let A denote the set of actions.19 Next, we define
an agent’s “background model” as below:
(17) Background Models (following Franke and de Jager (2011))20
An agent ↵’s background model M↵ = hP↵ , U↵ i is a pair where P↵ is
a probability measure with sample space W and -algebra }(W)21 following
Kolmogorov (1933) and U↵ : W ⇥ A ! R is a utility function mapping worldaction pairs to real numbers.
The idea of a background model is that it represents what an agent’s beliefs, represented by P↵ , and desires, represented by U↵ , would be under full awareness, i.e. if
the agent the agent were fully aware of all issues. Of course, the notion of a “fully
aware” agent is an idealization, as no real-world agent is ever fully aware of all issues.
However, in modelling agents and the decision problems they face, we will only represent a small set of issues that are relevant for the agent’s situation. In this light, a
fully aware agent is one who is aware of all relevant issues.
Rather than directly defining a partition over W to represent an agent’s awareness state, as Bledin and Rawlins do, Franke and de Jager define agents’ awareness
states in terms of atomic proposition letters from some formal language that are “unmentionable” for an agent.22 Franke and de Jager also take agents to be unaware
of certain actions available to them. With this in mind, Franke and de Jager (2011)
define agents’ awareness states as follows:
(18) Awareness States (following Franke and de Jager (2011)
An agent ↵’s awareness state a↵ = hU↵ , v↵ , A↵ i is a triple where U↵ ✓ AtL
is ↵’s set of unmentionable propositions letters, v↵ : U↵ ! {T, F} is a (possibly
19

Note that de Jager (2009) takes the set of actions to be a subset of the set of atomic proposition
letters, rather than a separate type of entity.
20
This definition di↵ers from that o↵ered by Franke and de Jager (2011) in several relatively inconsequential ways. For example, Franke and de Jager treat the set of worlds W and the set of
actions A to be components of an agent’s background model. I have also included subscripts, not
present in Franke and de Jager’s original presentation, to indicate which agent’s mental state a
background model represents.
21
When W is infinite, P↵ is a probability measure whose -algebra is a strict subset of }(W). For
all examples I consider in this dissertation, I only consider sets of worlds W that are finite.
22
One motivation for explicitly defining those proposition letters that an agent is unaware of is that
Franke and de Jager want an agent’s awareness state to impose constraints on the utterances an
agent can make in the agent’s own object language. Suppose all agents’ utterances correspond to
some sentences in the language L introduced in the previous section. Following Franke and de
Jager (2011), if agent ↵ is unaware of some atomic proposition At 2 AtL , then ↵ cannot make
any utterance whose representation in L includes At .
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partial) function from ↵’s unmentionable proposition letters to truth values,
and A↵ ✓ A is ↵’s set of unperformable actions.
While U↵ represents ↵’s unmentionable proposition letters, v↵ represents ↵’s implicit
assumptions. If v↵ ( ) = T, then ↵ implicitly assumes that is true, whereas if
v↵ ( ) = F, then ↵ implicitly assumes that is false. Note that the possible partiality
of v↵ reflects the fact that an agent may be unaware of some issues without making
any implicit assumptions about these issues. Finally, A↵ denotes the set of actions
that ↵ is unaware of, which I refer to as “unperformable actions.”23
We could imagine restricting the contents of U↵ in various ways. For example,
it may seem plausible to assume that an agent cannot be aware of some proposition
letter while unaware of another proposition letter such that and are synonymous, i.e. such that V( ) = V( ). However, Franke and de Jager do not adopt
a constraint along these lines, and de Jager (2009) o↵ers an explicit defense of not
introducing such a constraint. In particular, de Jager notes that doing so would give
rise to the undesirable consequence that an agent who is aware of any tautological or
contradictory statement must be aware of all tautologies or contradictions.24
Given an agent’s assumptions, we can define the set of worlds that the agent
“entertains,” i.e. the set of worlds that are compatible with the agent’s implicit
assumptions. We can think of the set of worlds that an agent ↵ entertains on Franke
and de Jager’s proposal as roughly equivalent to ↵’s view, ↵ on Bledin and Rawlins’s
proposal. Formally, we have the following:
(19) Entertainment (following Franke and de Jager (2011))
Let ↵ be an agent with awareness state a↵ . Then the set of worlds that ↵
entertains is denoted by Wa↵ and is defined as follows:
Wa↵ = {w 2 W|8 2 AtL (v↵ ( ) = T ! w 2 V( ) ^ v↵ ( ) = F ! w 62 V( ))}
For any world w 62 Wa↵ , we say that w is ruled out by assumption by ↵.
Next, we can represent an agent’s actual mental state via the agent’s so-called “filtered
model,” defined as follows:
23

Note that the phrase “unperformable action” is my own term and is not used by Franke and de
Jager.
24
Note that in the next section, I suggest propose placing certain constraints on agents’ awareness
states that are not adopted by Franke and de Jager (2011). However, I follow Franke and de Jager
in allowing agents to be aware of a proposition letter while unaware of another proposition letter
such that V( ) = V( ).
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(20) Filtered Models (following Franke and de Jager (2011))
Let ↵ be an agent with background model M↵ and awareness state a↵ . Then
↵’s filtered model M↵ a↵ = hPa↵ , Ua↵ i is a pair where Pa↵ is a probability
measure with sample space Wa↵ and -algebra }(Wa↵ ) and Ua↵ : Wa↵ ⇥ A \
A↵ ! R is a utility function mapping world-action pairs to real numbers.
Where defined, Pa↵ (·) = P↵ (·|Wa↵ ) and Ua↵ (·) = U↵ (·).
An agent’s filtered model is similar to the agent’s background model in that it represents the agent’s beliefs via a probability distribution and the agent’s desires via
a utility function. The two models di↵er in the following ways. First, an agent’s
filtered probability distribution is defined only on sets of worlds that the agent does
not rule out by assumption. Second, the subjective probability that an agent assigns
to a proposition p on the agent’s filtered distribution is the same as the probability
the agent would assign to p on the agent’s background distribution conditioned on the
agent’s assumptions. As a consequence, if an agent makes no implicit assumptions,
then the agent’s filtered probability distribution is the same as the agent’s background
probability distribution. An agent’s filtered model also di↵ers from the agent’s background model in that the filtered utility function is defined only for world-action pairs
(w, a) such that the agent does not rule out w by assumption and is aware of a.
In resolving a decision problem, an agent will not be able to distinguish worlds
that di↵er only in terms of proposition letters that an agent is unaware of. Franke
and de Jager say that such worlds are equivalent by reason of unawareness for the
agent involved. The relevant equivalence relation is defined as follows:
(21) Equivalence by Reason of Unawareness (following Franke and de
Jager (2011))
Let ↵ be an agent with awareness state a↵ . Then, for any two worlds w, v 2
Wa↵ , w and v are equivalent by reason of unawareness i↵ 8 At 2
AtL \ U↵ (w 2 V( At ) $ v 2 V( At ). If w and v are equivalent by reason of
unawareness relative to a↵ , we write w ⌘↵ v.
We can use the equivalence relation ⌘↵ to induce a partition on Wa↵ . Such a partition
roughly corresponds to the partition defined directly by Yalcin (2007) and Bledin and
Rawlins (2016) to model agents’ awareness states.25 Note that Franke and de Jager
refer to the cells in Wa↵ / ⌘↵ as “states.”
25

This is only a rough correspondence because Yalcin and Bledin and Rawlins define agents’ awareness states as partitions over all of logical space, i.e. W, whereas the partition induced by Franke
and de Jager’s equivalence relation ⌘↵ is defined only over the worlds that ↵ does not rule out by
assumption, i.e. Wa↵ .
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Finally, we are in a position to define agents’ decision problems.
(22) Decision Problem (following Franke and de Jager (2011))
Let ↵ be an agent with background model M↵ and awareness state a↵ .
Then, ↵’s decision problem D↵ = hS↵ , P↵ , A↵ , U↵ i is a quadruple where S↵ =
Wa↵ / ⌘↵ , P↵ = Pa↵ , A↵ = A \ A↵ , and U↵ : S↵ ⇥ A↵ ! R is a function
from state-action pairs to real numbers. Where defined, U↵ is given by the
following:
X
U↵ (s, a) =
P↵ ({w}) ⇥ Ua↵ (w, a)
w2s

Agents then resolve their decision problems by performing the action with the highest
expected utility, defined as follows:

(23) Expected Utility
Let ↵ be an agent with decision problem D↵ = hS↵ , P↵ , A↵ , U↵ i. Then the
expected utility of an action a for ↵, EU↵ (a) is defined as follows:
X
EU↵ (a) =
P↵ (s) ⇥ U↵ (s, a)
s2S↵

We let BA↵ (for “best actions”) denote the set of actions with the maximum expected
utility given D↵ . That is, BA↵ = arg maxa EU↵ (a). If there is only one action in BA↵ ,
↵ performs this action. If there are multiple actions in BA↵ , ↵ acts by choosing some
action from BA↵ .
Like Bledin and Rawlins, Franke and de Jager take a speaker’s utterance, represented by a sentence 2 L, to raise addressees’ awareness of all atomic proposition
letters mentioned in . In addition, Franke and de Jager take utterances to raise
awareness of actions, although we must simply stipulate which actions any particular
atomic letter in L raises awareness of.26 Franke and de Jager’s discussion of these
updates is largely informal, but I cash the core idea out as follows, by analogy with
the awareness update rules for Bledin and Rawlins’s model in (13):
(24) Awareness Updates (following Franke and de Jager (2011))
Suppose a speaker utters 2 L, and let A : AtL ! }(A) be a function
mapping atomic letters in L to the sets of actions that these letters raise
awareness of. Then for all discourse participants ↵, ↵’s awareness state a↵ =
26

A slightly di↵erent approach is taken by de Jager (2009), where actions are taken to be a subset
of the atomic letters of a formal language. On that view, the actions that a speaker’s utterance
raises awareness of is the set of actions that appear in the utterance’s representation in L.
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hU↵ , v↵ , A↵ i is updated to a0↵ = a↵ + , where a↵ +
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Franke and de Jager take listeners to incorporate the information contained in a
speaker’s utterance into their beliefs by conditionalizing their probability distribution
on that information, but they do not explicitly define an update rule such as that
in (14). I do not attempt to define one here because it is not required to illustrate
how awareness-raising utterances can a↵ect an agent’s decision problem in the way
discussed by Franke and de Jager. However, I do return to the issue of how agents’
probabilistic beliefs change after accepting some utterance in the next chapter.27
Let’s now consider the case of Little Bo Peep and her lost keys. Recall that in this
example, Bo looks in her pockets, on her nightstand, and on the nail by the door, but
cannot find her keys anywhere. Little Jack Horner then utters the following, repeated
from (4) above:
(25) Jack: Did you leave them in the car?
Bo then runs out and looks for the keys in the car.
To model this example, we will consider four worlds, so we have W = {w1 , w2 , w3 ,
w4 }. Let w1 be the world in which Bo’s keys are in her pocket, w2 be the world in
which Bo’s keys are on her nightstand, w3 be the world in which they are on the nail
by the door, and w4 be the world in which they are in her car. We’ll assume that there
are four actions available to Bo, one corresponding to looking for her keys in each
of these four locations, so A = {pockets, nightstand, nail, car}. Bo’s background
model is given by MBo = hPBo , UBo i. For Bo’s background probability distribution,
27

Franke and de Jager (2011) also note that once we allow for agents’ beliefs to be represented in
terms of both a background distribution and filtered distribution, it is unclear which distribution
should be updated when an agent accepts new information. For example, suppose both a speaker
and a listener implicit assume that is the case and the speaker then asserts . As a result of
the speaker’s assertion, the listener comes to believe . Later, the listener becomes aware of ,
overturning the listener’s previously held implicit assumption. Now, the listener must determine
whether the truth of is dependent upon being the case (as was previously assumed) or not.
While Franke and de Jager discuss such situations, they do not o↵er a fully formal account of how
to handle them.
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we assume that she has a uniform distribution over all singleton sets in }(W), i.e.
PBo ({w1 }) = PBo ({w2 }) = PBo ({w3 }) = PBo ({w4 }) = 14 . We’ll also assume that the
action of looking for her keys in a particular location has a utility of 1 in any world
where Bo’s keys are in that location and a utility of 0 otherwise. So, for example,
UBo (w1 , pockets) = 1, UBo (w2 , nightstand) = 1, etc.
Let 2 AtL be an atomic proposition letter such that is true in a world if
and only if it is a world in which Bo’s keys are in her car, i.e. V( ) = {w4 }. As
for Bo’s initial awareness state, we’ll assume that she is unaware of the possibility
that her keys are in the car, so UBo = { }. Furthermore, since her initial behavior
is consistent with a belief that her keys are not in the car, we’ll take Bo to have an
implicit assumption that her keys are not in the car, so vBo ( ) = F. Thus, Bo’s initial
subjective probability distribution given her awareness state has PaBo ({w1 , w2 , w3 }) =
1. Finally, we’ll assume that Bo is unaware of the action of looking in the car:
ABo = {car}.
Given Bo’s initial decision problem, DBo , the actions pockets, nightstand, and
nail all have the same expected utility: EUBo (pockets) = EUBo (nightstand) =
EUBo (nail) = 13 . Thus, each of these actions is in the set of best actions BABo ,
and we expect Bo to perform these actions in some order in hopes of finding her
keys. After taking each action, Bo’s beliefs are updated to reflect the fact that her
keys are not in the location that she just searched. So, for example, after checking
her pockets, Bo’s background probability distribution is conditionalized on W \ {w1 }.
But after checking each location, Bo is in a conundrum. According to what she
has learned, her keys are not in her pockets, on her nightstand, or on the nail by
0
the door. Letting PBo
represent Bo’s background subjective probability distribution
0
after checking these locations, we have PBo
({w1 , w2 , w3 }) = 0. But given her implicit
assumption that her keys are not in the car, Bo’s probability distribution given her
0
awareness state is given by Pa0 Bo (·) = PBo
(·|{w1 , w2 , w3 }). Without adopting some
account of how to conditionalize on zero probability events, this makes Bo’s subjective
probability distribution given her awareness state undefined.
Bo’s seemingly hopeless situation is rescued by Jack’s utterance in (25). Let
? 2 L represent Jack’s utterance. We will assume that A ( ) = {car}, i.e. that
Jack’s utterance raises awareness of the action of looking for Bo’s keys in her car.
Letting a00Bo = hU00Bo , v00Bo , A00Bo i represent Bo’s awareness state after Jack’s utterance,
we have U00Bo = ;. Since 62 U00Bo , v00Bo is not defined for . In short, Bo is now aware of
the issue of whether her keys are in her car, Bo makes no implicit assumption that her
keys are not in her car, and she is aware of the action of looking for her keys in her car.
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It is also now possible for Bo to have a consistent subjective probability distribution
under unawareness. In particular, we have Pa00Bo ({w4 }) = 1. Given this, the only
action with a positive expected utility is that of looking in the car, EU00Bo (car) = 1.
We therefore correctly predict that Bo will look for her keys in the car.
In summary, like Yalcin and Bledin and Rawlins, Franke and de Jager propose a
model of agents’ awareness states that is based upon partitioning logical space and
that allows agents’ awareness states to influence agents’ beliefs. Unlike Yalcin and
Bledin and Rawlins, Franke and de Jager model agents’ beliefs in probabilistic terms
and use their model to show the ramifications of awareness for how agents respond
to decision problems.

2.3.3

The Present Model

For the remainder of this dissertation, I will assume a model of awareness states that
largely draws on the model of Franke and de Jager 2011. This choice is motivated by
the fact that in future chapters, I will discuss certain decision theoretic consequences
of raising a listener’s awareness of some issue. Although the model I assume is draws
heavily from Franke and de Jager’s proposal, I do make some modifications to the
model presented in the previous section. Below, I first describe these modifications
at a high level before presenting the model in all of its formal details.28
My first modification from Franke and de Jager’s model is a relatively minor formal
change. Recall that on the model of Bledin and Rawlins 2016, acceptance states and
awareness states are functions on worlds. This reflects the fact that one of the ways
possible worlds di↵er is with regard to what an agent’s beliefs are or which issues
any agent is aware of. Although not reflected in Bledin and Rawlins’s model, agents’
beliefs and awareness states are also sensitive to time. In contrast, Franke and de
Jager (2011) make the simplifying assumption that each agent is associated with a
unique background model, awareness state, and decision problem that is world- and
time-invariant. I depart from this perspective by taking agents’ background models,
filtered models, and decision problems to be relativized to world-time pairs.
Note also that Franke and de Jager’s model does not allow agents to make implicit
assumptions that would receive probability 0 on their background models. This is
a plausible assumption to make in most cases, since agents do not typically act in
defiance of propositions that they take to be certain under full awareness. However,
in the following chapters there will be cases in which it is useful to model agents as
28

I list additional formal assumptions that are largely inconsequential to my use of this model in
Appendix A.
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making implicit assumptions that information they previously learned to be true is
false. Therefore, I modify Franke and de Jager’s model to allow for agents to implicitly
assume some proposition p is true even if p is assigned probability 0 on these agents’
background models. In the case that an agent makes an implicit assumption completely ruled out by her background beliefs, the model below simply allows the agent
to maintain any probability distribution consistent with her implicit assumption.29
The next modification I make to Franke and de Jager’s model reflects a recognition
that it is in general impossible to o↵er necessary and sufficient truth conditions for
some utterance u to make a listener aware of some proposition p or some proposition
letter . The impossibility of o↵ering such necessary and sufficient truth conditions
stems from the fact that an utterance’s ability to raise awareness of some particular
issue is highly context-sensitive. For example, consider the case of Bo and her search
for her keys. Now suppose that instead of uttering (25), Jack utters the following:
(26) Jack: Sometimes I leave my keys in the car.
It would be unsurprising if Jack’s utterance in (26) raised Bo’s awareness of the
possibility that her keys are in her car. Indeed, given the context in which it is
uttered, this very clearly seems to be the point of Jack’s utterance. But the literal
content of Jack’s utterance has nothing to do with the status of Bo’s keys or her
car. Perhaps disappointingly, examples like (26) suggest that we will simply have to
stipulate the issues that a given utterance makes a listener aware of and will not be
able to define these issues recursively on the basis of atomic proposition letters used
in the speaker’s utterance. That said, in the spirit of the proposals of Bledin and
Rawlins and Franke and de Jager, I do assume that an utterance minimally raises
awareness of all of the atomic proposition letters it contains.
The final modification I make to Franke and de Jager’s model concerns the relationship between unawareness of proposition letters and unawareness of actions.
Recall that in Franke and de Jager’s awareness model, there is no principled connection between these two forms of unawareness. As a consequence, when modelling Bo’s
decision problem involving her search for her keys, it was necessary to independently
state Bo’s unawareness of the proposition letter , corresponding to the statement
that her keys are in her car, and the action car, the action of looking for her keys in
her car. Ideally, we would have some way of linking these two forms of unawareness. I
29

One way to place more constraints on how an agent’s beliefs would change upon making an
implicit assumption inconsistent with the agent’s background beliefs would be to draw from the
philosophical and logical literature on belief revision. Alchurrón, Gärdenfors, and Makinson 1985
is the starting point for most contemporary work on this topic, but a full discussion of the issues
involved would go beyond the scope of this dissertation.
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propose linking the proposition letters that an agent is unaware of to the actions that
an agent is unaware of by requiring that if an action a has uniform utility in all states
of ↵’s decision problem, then ↵ must be unaware of a. Put slightly di↵erently, if ↵ is
unaware of any distinctions between states of the world that would a↵ect the utility
of performing some action a, then ↵ will also be unaware of a. After introducing this
constraint more formally below, I discuss potential arguments against the constraint.
However, I ultimately argue that this is a plausible way to tie agents’ unawareness of
proposition letters to their unawareness of actions.
Turning now to the formal details of the model, it is first useful to have a way
to refer to world-time pairs. We can refer to such pairs as “indices” and denote the
set of all indices as I = W ⇥ T . I also assume the existence of a formal language
L with an alphabet ⌃ = AtL [ {¬, _, ^, ⌃, ?}. The language L is defined recursively
as above and will be used to represent both speakers’ utterances and the issues that
agents are unaware of. As above, V : AtL ! }(W) is a valuation function for atomic
proposition letters in L and A denotes a set of actions, which I treat as a primitive
entity.
Next, an agent’s background model and awareness state are defined as follows:
(27) Background Models
An agent ↵’s background model at index i, Mi↵ = hP↵i , U↵i i, is a pair
where P↵i is a probability measure with sample space W and -algebra }(W)
and U↵i : W ⇥ A ! R is a utility function mapping world-action pairs to real
numbers.
(28) Awareness States
An agent ↵’s awareness state at index i, ai↵ = hUi↵ , vi↵ , Ai↵ i, is a triple where
Ui↵ ✓ AtL is ↵’s set of unmentionable propositions letters, vi↵ : Ui↵ ! {T, F}
is a (possibly partial) function from ↵’s unmentionable proposition letters to
truth values, and Ai↵ ✓ A is ↵’s set of unperformable actions.
Given a background model and an awareness state, the set of worlds that an agent
entertains is defined as follows:
(29) Entertainment
Let ↵ be an agent with awareness state at index i ai↵ . Then the set of worlds
that ↵ entertains at i is denoted by Wai↵ and is defined as follows:
Wai↵ = {w 2 W|8 2 AtL (vi↵ ( ) = T ! w 2 V( ) ^ vi↵ ( ) = F ! w 62 V( ))}
For any world w 62 Wai↵ , we say that w is ruled out by assumption by ↵
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at i.
I next define filtered models, equivalency by reason of unawareness, decision problems,
and expected utility as straightforward extensions of Franke and de Jager’s definitions:
(30) Filtered Models
Let ↵ be an agent with background model at index i Mi↵ and awareness state
at i ai↵ . Then ↵’s filtered model at i, Mi↵ ai↵ = hPai↵ , Uai↵ i, is a pair
where Pai↵ is a probability measure with sample space Wai↵ and -algebra
}(Wai↵ ) and Uai↵ : Wai↵ ⇥ A \ Ai↵ ! R is a utility function mapping worldaction pairs to real numbers. If P↵i (Wai↵ ) 6= 0, Pai↵ (·) = P↵i (·|Wai↵ ). Where
defined, Uai↵ (·) = U↵i (·).
(31) Equivalence by Reason of Unawareness
Let ↵ be an agent with awareness state at index i ai↵ . Then, for any two
worlds w, v 2 Wai↵ , w and v are equivalent by reason of unawareness
i↵ 8 At 2 AtL \ Ui↵ (w 2 V( At ) $ v 2 V( At )). If w and v are equivalent by
reason of unawareness relative to ai↵ at i, we write w ⌘i↵ v.

(32) Decision Problem
Let ↵ be an agent with background model at index i Mi↵ and awareness state
at i ai↵ . Then, ↵’s decision problem at i, D↵i = hS↵i , P↵i , Ai↵ , U↵i i, is a quadruple
where S↵i = Wai↵ / ⌘i↵ , P↵i = Pai↵ , Ai↵ = A \ Ai↵ , and U↵i : S↵ ⇥ Ai↵ ! R is a
function from state-action pairs to real numbers. Where defined, U↵i is given
by the following:
X
U↵i (s, a) =
P↵i ({w}) ⇥ Uai↵ (w, a)
w2s

(33) Expected Utility
Let ↵ be an agent with decision problem at index i D↵i . Then the expected
utility of an action a for ↵ at i, EUi↵ (a), is defined as follows:
X
EUi↵ (a) =
P↵i (s) ⇥ U↵i (s, a)
i
s2S↵

As noted above, I aim to enforce a closer connection between an agent’s unawareness with respect to certain proposition letters and an agent’s unawareness of actions.
The definition of decision problems in (32) allows for the introduction of the following
constraint that encodes such a connection:
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(34) Awareness of Actions
Let ↵ be an agent with awareness state at index i ai↵ and decision problem at
i D↵i . We then require that for all a 2 A \ Ai↵ , 9s, t 2 S↵i (U↵i (s, a) 6= U↵i (t, a)).
In short, this requirement states that if an agent is aware of an action, the agent must
be able to distinguish between at least two states of the world in which performing
that action has di↵erent utilities. Equivalently, if an agent cannot distinguish between
states of the world that would a↵ect the utility of performing some action, then the
agent is unaware of the action.
To illustrate the usefulness of this constraint, consider once again Bo’s decision
problem about where to look for her keys. Recall that this situation was modelled
above by taking Bo to implicitly assume that her keys were not in her car and also by
taking Bo to be unaware of the action of looking for her keys in the car. Now suppose
we instead model the situation by first taking Bo to have an implicit assumption that
her keys are not in the car and then attempting to derive the actions that she is
unaware of from the constraint in (34). Because she makes an implicit assumption
that her keys are not in the car, every world that Bo entertains is a world in which
her keys are not in her car. Since the states in an agent’s decision problem are defined
as the cells of a partition over the worlds that an agent entertains, it follows that in
every state in Bo’s decision problem, her keys are not in her car. This means that if
Bo were aware of the action car, this action would have a uniform utility of 0 in all
states. Thus, by the constraint proposed in (34), it follows that Bo cannot be aware
of the action car. In this way, we can derive Bo’s unawareness of an action from her
unawareness of a proposition letter without having to separately stipulate these two
forms of unawareness.
One worry with the constraint proposed in (34) is that there may be cases in which
an action has a uniformly positive or negative utility and yet agents are nonetheless
aware of taking that action. For example, suppose that after finding her keys, Bo
hops into her car to drive o↵ to a doctor’s appointment. On the way, the thought
pops into her mind that she could drive her car o↵ the road and into a ditch. Bo
can’t think of any good reason to do so, and so continues driving along normally. It
would appear that in this case, Bo became away of an action she could take, driving
her car o↵ the road, but also found that this action would have a uniformly negative
utility in all of the worlds she was considering. This case would appear to contradict
the constraint in (34).
However, such a situation does not represent a true violation of the constraint in
(34). When Bo concludes that the action of driving her car o↵ the road would have a
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negative utility, I take it that she must be aware of certain facts about the world, e.g.
that driving one’s car o↵ the road and into a ditch will cause significant damage to
the car and may injure the driver. But given the model of awareness presented here,
if she is aware of these facts then she must be able to distinguish between worlds in
which these facts hold and those in which they do not. It therefore follows that if Bo
is aware of a proposition such as Driving one’s car o↵ the road and into a ditch will
damage the car, she entertains worlds in which this proposition is false. And in those
worlds, driving her car o↵ the road will have a less severely negative utility than this
action has in those worlds in which this proposition is true. Crucially, Bo will likely
assign to such a subjective probability at or close to 0. But the constraint in (34)
says nothing about the subjective probabilities agents assign to particular worlds.
Rather, it simply requires that agents can distinguish between possible worlds in a
way that bears on the utility of some action. In Bo’s case, so long as she is aware of
a proposition whose truth or falsity has an impact on the utility of driving her car
o↵ the road, the constraint in (34) allows for her to be aware of the action of driving
her car o↵ the road.
Note also that the constraint in (34) says nothing about an agent’s indi↵erence
between di↵erent actions due to these actions having the same expected utility. For
example, suppose an agent is o↵ered to bet on the outcome of the roll of a fair die.
We can imagine the agent as being aware of six actions, each of which corresponds
to a bet on one of the possible outcomes of the roll. If the die is truly fair, then
each action should have the same expected utility, leading the agent to be indi↵erent
between them. The constraint in (34) is compatible with such a situation, so long as
the agent in question can distinguish between states that di↵er with respect to the
outcome of the die roll.30
The final component of this model defines update functions on agents’ awareness
30

The constraint in (34) is defined such that if an agent is aware of an action, then the action cannot
have uniform utility across all states in the agent’s decision problem. Should we strengthen it to a
biconditional? Such a strengthening would also require that if an action would not have uniform
utility in all of the states represented in an agent’s decision problem, then the agent must be aware
of an action. Counterexamples to this requirement are relatively easy to come across. For example,
suppose I want to get from Palo Alto to San Francisco by car. There are two main highways I can
use, 101 and 280, and I am aware of two relevant propositions, There is heavy traffic on 101 and
There is heavy traffic on 280. I am also aware of two actions, that of taking 101 from Palo Alto to
San Francisco and that of taking 280 from Palo Alto to San Francisco. But there are also infinitely
many other actions that I am unaware of whose utilities nonetheless depend on the propositions
that I am aware of. For example, I could drive halfway to San Francisco via 101, turn around
and return to Palo Alto, then drive to San Francisco via 280. Due to examples like this, I do not
strengthen (34) in the way suggested.
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states. As mentioned above, I do not provide necessary and sufficient conditions for
a speaker’s utterance of some sentence 2 L to raise awareness of some proposition
letter
2 AtL . Nonetheless, I assume, following both Bledin and Rawlins (2016)
and Franke and de Jager (2011), that an utterance minimally raises awareness of all
atomic proposition letters within that utterance. I do not define information updates
here, but I return to the issue of how agents’ beliefs change in response to speakers’
utterances in my discussion of conventional discourse e↵ects in Chapters 3, 4, and 5.
(35) Awareness Updates
Suppose a speaker utters 2 L at index i = hw, ti. For all discourse participants ↵, let P↵i : L ! }(AtL ) and A↵i : L ! }(A) be functions mapping each
sentence 2 L to the set of atomic proposition letters and the set of actions,
respectively, that raises ↵’s awareness of at i. Then, after the utterance of
, ↵’s awareness state at j = hw, t + 1i is given by aj↵ = ai↵ + . We define
ai↵ + as follows:
ai↵ +

= hUi↵ \ P↵i ( ), vi↵ |Ui↵ \P↵i ( ) , Ai↵ \ A↵i ( )i

Minimally, we require the following for P↵i for all ↵ and for all i:
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Other Models of Awareness

Above, I discussed formal models of awareness that have been employed to explain
linguistic phenomena. Before moving on, I o↵er a brief survey other models of awareness due to inattention that have been used in other disciplines in order to give a
flavor of the other options that exist.
An influential model in the economics literature is that presented by Heifetz,
Meier, and Schipper (2006, 2008).31 On this model, the full state space has a lattice
structure. At the top of the lattice is a subspace in which all states correspond to
31

Note that my discussion of Heifetz, Meier, and Schipper (2006, 2008) follows the presentation of
these models in de Jager (2009).
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the traditional conception of possible worlds, i.e. a total specification of all facts and
a full valuation of all sentence letters. Lower in the lattice structure are subspaces
with only partial specifications of all facts and only a partial valuation of all sentence
letters. We can refer to the set of proposition letters that are valued in a subspace as
the “vocabulary” of that subspace.
On such a model, unawareness is represented by taking an agent to be in a state
that is not at the top of the lattice structure, i.e. at a state in which some letters
have no valuation. An agent in state s can then only “see” states that are contained
within the same subspace as s or are in a subspace whose vocabulary is a subset of
the vocabulary of s. Agents are also associated with an accessibility relation over
states representing agents’ beliefs (or knowledge) at each state. If we let R↵ denote
the accessibility relation for agent ↵, sR↵ t can only hold between states s and t if t
can be “seen” from s. That is, sR↵ t can hold only if t is in the same subspace as
s or in a subspace whose vocabularly is a subset of the vocabulary of s’s subspace’s
vocabulary. A diagram of this lattice structure and a possible accessibility relationship
for an agent ↵ is shown in Figure 2.4.
On this model of unawareness, propositions cannot be arbitrary sets of states.
Rather, a proposition is generated from a particular subspace by taking some set
of states within that subspace and then forming an “upward cone” from that set of
states. Suppose we form a proposition from some set of states S. Then the upward
cone formed from S includes every state at every subspace higher in the lattice that
agrees with one of the states s 2 S for all proposition letters that are valued at s. For
example, suppose we form a proposition from a set of states S that includes a state s
where the proposition letter is true and the proposition letter is unvalued. Then
the proposition formed from S will include states higher in the lattice where and
are both true, as well as states in which is true but is false.32
Another approach to modelling awareness is the first-order model of Board and
Chung (2007). On this model, unawareness of distinctions between worlds derives
from unawareness of “objects,” or constants in the model. For example, suppose o
is an object of type a and P is a predicate of type ha, ti. Then an agent who is
unaware of o will also be unaware of the distinction between worlds that di↵er only
with respect to the truth-value of P (o). Being a first-order model, this approach also
allows for the modelling of statements such as “The agent is unaware of whether there
exists an object o such that P (o).” Board, Chung, and Schipper (2009) establish that
32

See Chapter 1 of de Jager (2009) for a comparison of this approach to supervaluation approaches
to belief and knowledge.
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Figure 2.4: A diagram of the state spaces on the model of Heifetz, Meier, and Schipper
(2006, 2008). Rectangles represent subspaces, and dots represent states. At the top
of the lattice are four worlds that have full valuations of the propositions and .
Arrows indicate R↵ , an accessibility relation for agent ↵. At w1 , ↵ is aware of , but
not , and is uncertain about the truth value of . At w2 , ↵ is aware of both and
and knows the truth-values of both. At w3 , ↵ is aware of neither nor . Finally,
at w4 , ↵ is aware of and believes ¬ holds. This diagram is based on a similar
diagram in de Jager (2009).
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there is a close equivalence between the approach of Heifetz, Meier, and Schipper
(2006, 2008), in which proposition letters are only partially valued in some states,
and the first-order model of Board and Chung (2007).

2.4

Related Notions

This section primarily serves as a way of comparing the models of awareness considered above to other approaches to modelling linguistic discourse that reflect similar.
However, as I show below, none of the models discussed below directly corresponds
to the notions of awareness that are modelled on any of the approaches considered
above.

2.4.1

Questions Under Discussion

Questions under discussion (QUDs) are discussed at greater length in Chapter 4. For
the purposes of comparing QUDs to the awareness models discussed in the previous
section, it is sufficient to note that the core concept of QUD frameworks is that
discourses are being structured around questions and their answers (Büring 2003;
Ginzburg 1996; Roberts 1996, 2012). At any given moment in a discourse, the current
QUD captures what the discourse is about, i.e. what question the interlocutors are
committed to attempting to answer at the moment.
A standard way to model this idea is to first assume that a core component of any
linguistic discourse is a stack of questions referred to as the QUD stack. Questions are
commonly represented formally as a set of sets of worlds that creates a partition over
logical space. Each cell in this partition intuitively corresponds to an answer to the
question (Groenendijk and Stokhof 1984; Hamblin 1958). Thus, the QUD stack is a
stack of partitions of logical space. When a speaker asks a question, it is added to the
top of the QUD stack. The top element of the QUD stack then constrains the future
development of the discourse by constraining which future utterances by speakers
may be considered felicitous. A future assertion on the part of a speaker is deemed
felicitous so long as the content of that assertion o↵ers at least a partial answer to the
question at the top of the QUD stack.33 A future question on the part of the speaker
is deemed felicitous so long as it is a coarser sub-question of the question on the top
33

A full definition of partial answers appears in Chapter 4. For now, it is sufficient to note that if we
take a question to be a partition of logical space, a partial answer to that question is an utterance
that entails at least one cell within that partition.
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of the QUD stack, i.e. so long as the new question is included in the question at the
top of the QUD stack following (9). When the top element of QUD stack has been
fully answered, i.e. answers have been provided that jointly entail exactly one cell in
the top element of the QUD stack, this top element is removed from the stack.
There is a strong formal similarity between the models of awareness states considered in the previous section and the treatment of questions as partitions over logical
space. This similarity raises the following questions. If the QUD stack is to be included in models of discourse, is it necessary to separately model agents’ awareness
states? Would it be possible to explain all the e↵ects that have previously been explained in terms of agents’ awareness states in terms of QUDs? Given that questions
and subject matters are both modelled as equivalence relations on the set of worlds
W, perhaps we can “read o↵” interlocutors’ awareness states from the QUD stack.
For example, we might take every interlocutor’s awareness state to be the equivalence
relation over W that induces the coarsest partition that includes all of the questions
on the QUD stack. Fritz and Lederman (2015) suggest a di↵erent approach that
would nonetheless unify treatments of the QUD stack and awareness. Rather than
taking QUDs to do the work of awareness states, they suggest that awareness states
could do the work of QUDs. In particular, they propose that the current QUD of a
conversation can be see as the finest common coarsening of the partitions representing
the awareness states of all discourse participants.
Let’s first consider the proposal that agents’ awareness states can be fully determined from the QUD stack of the current discourse context. There are several reasons
that this approach is unworkable. First, awareness states, as discussed in the previous sections, are fundamentally models of individuals’ mental states, whereas QUDs
are an component of the discourse context that is publicly shared by all discourse
participants. This has the consequence that if we were to model individuals’ awareness states in terms of QUDs, we would be unable to model di↵erences in agents’
awareness states. A second problem with taking agents’ awareness states to be fully
determined by the QUD stack of the discourse that the agents are participating in
is that this move would put up obstacles to making the semantics of doxastic and
epistemic language dependent upon agents’ awareness states. For example, recall that
Yalcin (2011) argues that statements of the form X believes that it might be the case
that Y are true only if X is aware of the possibility that Y is the case. Assuming Yalcin is correct, if we took agents’ awareness states to be dependent upon the QUD of
a discourse, then it would be impossible to give truth conditions for these statements
independently of some discourse that X is taking part in. This is undesirable, as
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we will lose the ability to assign truth conditions to statements about agents’ beliefs
when those agents are not participants in some linguistic discourse.34
There are additional problems that arise whether we take the QUD stack to fully
determine agents’ awareness states or we take awareness states to fully determine the
top element of the QUD stack. Bledin and Rawlins (2016) point out that speakers
can raise awareness of issues without placing constraints on the future development of
the discourse in the way that the top element of the QUD stack does. For example,
consider Bob’s utterance in the party example discussed by Bledin and Rawlins,
repeated below as (36).
(36) Bob: Diana might be there.
For any interlocutors who were previously not aware of the issue of whether Diana
would be at the party, (36) raises their awareness of this issue. But Bob’s utterance
does not then constrain the discourse in the way that the top element of the QUD
stack does. That is, Bob’s utterance does not require that discourse participants’
future utterances are felicitous only if they answer the question of whether Diana will
be at the party or ask a sub-question.
A final problem for tightly linking the QUD stack and the awareness states of
discourse participants relates to the mechanics of the QUD stack. If we assume that
the QUD stack fully determines the awareness states of all discourse participants,
then whenever the top element of this stack is removed, we incorrectly predict that
all discourse participants should become unaware of this issue. If we instead take
discourse participants’ awareness states to fully determine the current QUD, it is
unclear how we can determine which elements should appear on the QUD stack other
than the top element. For these reasons, I conclude that discourse participants’
awareness states and the QUD stack of a discourse should be modelled separately.

2.4.2

Attentional Meaning in Inquisitive Semantics

The framework of Inquisitive Semantics will be discussed at greater length in Chapters 3 and 4. For now, I lay out some of the basic approaches to Inquisitive Semantics
that are needed to understand the notion of “attentive content” that has been developed this framework. As discussed in Chapter 1, Inquisitive Semantics takes both
34

Perhaps this issue could be circumvented by taking any agent who is not part of a linguistic
discourse with other agents to be involved in a soliloquy, i.e. a discourse with him- or herself.
But it is unclear to me to what extent notions such as the QUD stack that have been developed
for modelling conversations between multiple interlocutors can be extended to make sense of
soliloquies.
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declarative and interrogative clauses to have interpretations of the same semantic
type (Ciardelli, Groenendijk, and Roelofsen 2013, 2015). In particular, both types of
clauses are interpreted as sets of sets of worlds. By assuming a uniform type of denotation for both declarative and interrogative clauses, Inquisitive Semantics is able
to capture the notions of both “informative content,” i.e. the information a clause
conveys, and “inquisitive content,” i.e. the information that a clause asks about, via
a single representation. In Inquisitive Semantics, sets of worlds are typically referred
to as “possibilities,” while sets of sets of worlds are referred to as “propositions.” Using this terminology, both declaractive and interrogative clauses denote propositions.
The maximal elements of a proposition p, also called p’s “alternatives,” are given by
{x 2 p|¬9y(y 2 p ^ x ⇢ y)}. The informative content of a proposition p is given by
[p. A proposition is said to be informative if and only if [p 6= W. In contrast, the
inquisitive content of a proposition p is the downward closure of p, where the downward closure of a set S, S # , is given by S # = {x|9y(y 2 S ^ x ✓ y)}.35 A proposition
is said to be inquisitive if and only if it is not informative.
To provide a simple example, suppose W = {w1 , w2 , w3 , w4 }. Let be a declarative clause that is true in worlds w1 and w2 , and let ? be a polar interrogative clause
that partitions W as follows: {{w1 , w3 }, {w2 , w4 }}. Let J·K be an interpretation function that follows the approach of Inquisitive Semantics, let J K = p, and let J? K = q.
Then, we have the following:
p = {{w1 , w2 }}

q = {{w1 , w3 }, {w2 , w4 }}

The proposition p contains only one alternative, {w1 , w2 }, whereas q contains two,
{w1 , w3 } and {w2 , w4 }. Moreover, while p is informative, q is inquisitive.
Given this basic framework, Ciardelli, Groenendijk, and Roelofsen (2011) and
Roelofsen (2013) o↵er proposals for extending the set up to also take into account
“attentive content.” A proposition’s attentive content is meant to capture those issues
that a proposition draws attention to or raises awareness of. While the proposals
of Ciardelli, Groenendijk, and Roelofsen (2011) and Roelofsen (2013) are slightly
di↵erent, the core idea is that a proposition p’s attentive content is the set of all
35

In most standard Inquisitive Semantics approaches, the interpretations of all clauses are assumed
to be downward closed. However, work on attentive content in Inquisitive Semantics generally
does not make this additional assumption. On more standard Inquisitive Semantics approaches
according to which all propositions are downward closed, the inquisitive content of a proposition
p is simply p.
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possibilities within p, i.e. p’s attentive content is simply p itself. Interpretation rules
for more complex expressions are introduced so that, for instance, J _ K includes
all of the possibilities included within both J K and J K. This, in turn, ensures that
possibilities that J _ K raises awareness of include all of the possibilities that J K and
J K each raise awareness of. For both Ciardelli, Groenendijk, and Roelofsen (2011)
and Roelofsen (2013), a primary interest is providing for interpretations of expressions
of the form ⇧ that are both uninformative and uninquisitive, but have attentive
content.36 In particular, on these proposals, ⇧ draw attention to the possibility that
is the case.37
The Inquisitive Semantics approach to attentive meaning is somewhat orthogonal to the awarenses models discussed in §2.3. Rather than attempting to model
awareness states, a property of agents, this approach seeks to model a property of
natural language expressions. In this way, the attentive meaning approach most
closely resembles the awareness update rules considered above. If one were so inclined, these awareness update rules could be rewritten in the language of Inquisitive
Semantics, using Ciardelli, Groenendijk, and Roelofsen (2011) and Roelofsen (2013)
as starting points for determining which issues particular expressions raise awareness
of. However, as discussed in §2.3.3, it is impossible in general to provide necessary
and sufficient conditions for an utterance u to raise a listener’s awareness of a particular issue. Therefore, at best, the Inquisitive Semantics approach will only be able
to specify the minimal set of issues that an expression raises awareness of.

2.4.3

Highlighting

Another notion that bears at least a superficial resemblence to the concept of unawareness due to inattention is that of “highlighting” (Farkas 2011; Roelofsen and
Farkas 2015; Roelofsen and van Gool 2010). While the concept of highlighting is most
closely associated with Inquisitive Semantics, the basic intuition behind it does not
depend on any concepts or formalisms unique to this framework. To illustrate the
idea, consider the following question:
(37) Is Charlie coming to the party?
36

Techincally, Roelofsen (2013) argues that it is a mistake of the approach of Ciardelli, Groenendijk,
and Roelofsen (2011) to try to capture informative, inquisitive, and attentive content in the same
system. For this reason, Roelofsen proposes a formal system that only captures informative and
attentive content.
37
The inspiration for this analysis of epistemic possibility is a suggestion in Groenendijk, Stokhof,
and Veltman (1996) that claims of the form ⇧ only serve to draw attention to .
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Applying a standard approach to the semantics of questions to (37), we find that its
denotation is a set of two (classical) propositions, one being the set of worlds in which
Charlie is coming to the party and the other being the set of worlds in which Charlie
is not coming to the party.
However, this standard representation of the meaning of this question does not
account for the fact that one of these two sets of worlds is given prominence. In
particular, (37) gives prominence to the set of worlds in which Charlie is coming
to the party. One way to see that this alternative is given prominence is to note
that it serves as a discourse referent that may serve as the antecedent for anaphoric
expresssions. For example, consider the following possible follow-ups to (37):
(38)

a. Otherwise, Diana will come.
b. If so, Diana won’t be coming.

Example (38a) is interpreted such that Diana will come in those worlds in which
Charlie does not come. In contrast, (38b) is interpreted to mean that Diana will not
come in those worlds in which Charlie is coming. However, in both cases, the initial
particles otherwise and if so anaphorically depend upon the proposition that Charlie
is coming to the party. Similarly, if someone responds to (37) with Yes, this answer
confirms that Charlie is coming to the party, rather than the other alternative.
To capture the fact that one of the two alternatives in the question’s interpretation
is given prominence, authors such as Farkas (2011), Roelofsen and Farkas (2015), and
Roelofsen and van Gool (2010) say that one of these alternatives is highlighted. At
some intuitive level, we might say that highlighting has to do with which alternative
an expression draws more attention to. Viewed in this way, highlighting relates to
matters discussed in the previous section, particularly matters regarding which issues
an utterance raises a listener’s awareness of. At the same time, whether or not a
particular possibility is highlighted has little to do with the core notion of whether
an agent is aware of the issue involved. A speaker who utters (37), for example, will
still raise any listeners’ awareness of the issue of whether Charlie is coming, and these
listeners will still be able to distinguish between worlds in which Charlie is coming
and those in which he is not. Therefore, highlighting is not directly relevant to my
central concerns.
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The Role of the Awareness Model

I have generally written about the awareness model introduced in §2.3.3 as if the only
purpose this model will serve in future chapters is to explain e↵ects of utterances that
are redundant with respect to their conventional discourse e↵ects. While it is true
that this is the main purpose of introducing this awareness model, there are several
other purposes for which this model is used in the remainder of this dissertation. To
avoid any confusion about the role of the model in future chapters, in this section I
give a preview of these purposes.
In addition to providing an explanation for speakers’ uses of redundant utterances,
the awareness model plays a role in the definitions of several sets of truth conditions
considered in future chapters. These include the truth conditions of clarity statemets,
discussed in §3.3, and the truth conditions of the verbs remember and forget, discussed
in §5.2. In each case, the truth conditions of the expressions involved depend upon
the mental states of particular agents, and the awareness model introduced above is
used to capture those aspects of agents’ mental states that bear on the truth or falsity
of these expressions.
Another application of the awareness model is that of explaining the non-redundancy
of certain expressions that would, at first glance, appear to be redundant. This use
of the awareness model appears in the discussion of clarity assertions in §3.3. There
it is argued that seemingly redundant assertions of the clarity of certain propositions
are, in fact, non-redundant on account of discourse participants’ unawareness of certain issues. In addition, I argue in this section that there are genuinely redundant
assertions of clarity whose uses can also be explained in terms of agents’ unawareness.
It is also important to emphasize here ways in which a model of agents’ awareness
states could be used, but in which I do not use the model here. Unlike Franke and de
Jager (2011) and Bledin and Rawlins (2016), the awareness model presented in §2.3.3
does not directly include any sort of information update on agents’ mental states. I
do not include such a component in the awareness model because I take these e↵ects
to be more thoroughly handled by the theories of clause type-conventional discourse
e↵ect mapping discussed in Chapters 3, 4, and 5. Of course, there is no theoretical
obstacle to tightly integrating the awareness model presented here into a theory of
such a mapping, but my stance throughout this dissertation is to remain agnostic
with respect to the best account of how clause types relate to their conventional
discourse e↵ects and show how, regardless of what approach is taken with respect to
this issue, some model of agents’ awareness states is needed to make sense of many
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uses of redundant utterances.38 Note, however, that in §3.1.1, I do discuss how I see
the awareness model introduced here as relating to more “traditional” components of
the conversational context, such as the common ground, the QUD stack, etc.
One relatively conservative move that I could make in the direction of incorporating the awareness model into a theory of conventional discourse e↵ects would be
that of taking any awareness-related e↵ects of the utterance to be among this utterance’s conventional discourse e↵ects. Such a stance could be argued for on the
basis of the fact that awareness-related e↵ects of an utterance would qualify as part
of this utterance’s minimal e↵ect (Zeevat 2003). However, there are several reasons
why I do not pursue this option. Most importantly, this would complicate the matter
of defining what constitutes a redundant utterance. Throughout this dissertation, a
redundant utterance is defined as an utterance redundant with respect to its conventional discourse e↵ects. If awareness-related e↵ects of utterances were taken to be
part of these utterances’ conventional discourse e↵ects, then, by definition, the use
of redundant utterances could not be explained in terms of their ability to change
listeners’ awareness states.
There are also theoretical reasons for not treating awareness-related e↵ects as
conventional discourse e↵ects. Importantly, the awareness-related e↵ects an utterance
has are not “conventional” in the sense of being conventions of language use. Rather,
these e↵ects are derived from facts about human memory and attentional capacities.
In this way, awareness-related e↵ects of utterances are similar to information that
enters the common ground in virtue of a speaker’s utterance that is unrelated to
the content of this utterance. For example, Stalnaker (1978) notes that whenever
a speaker produces some utterance, the conversational context changes in several
ways that in that it becomes common ground that the speaker is speaking, that the
speaker is pronouncing words in a particular way, etc. However, it is universally held
that such e↵ects on the conversational context should be treated as distinct from the
conventional discourse e↵ects of utterances. I adopt a similar perspective with respect
to the awareness-related e↵ects of utterances.39
38

Bledin and Rawlins 2016, 2017 are works that represent an attempt to incorporate awareness into
a more general, albeit limited, theory of conventional discourse e↵ects.
39
An important distinction between the awareness-related e↵ects of utterances and the e↵ects that
Stalnaker (1978) discusses is that Stalnaker indicates the latter are independent of the content of
a speaker’s utterance. For example, whenever a speaker produces an utterance, that the speaker is
speaking becomes common ground regardless of the content of the speaker’s utterance. In contrast,
what an utterance raises a listener’s awareness of does depend upon the content of that utterance.
However, as discussed above in §2.3.3, it is impossible to specify how, in general, the content of
an utterance relates to the issues it raises awareness of.
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Chapter Summary

In this chapter, I discussed a typology introduced by Fagin and Halpern (1987) for
distinguishing di↵erent forms of unawareness. I then surveyed several motivating
examples that have been used in recent years to argue for the necessity of modelling
agents’ awareness states in order to resolve particular problems in linguistics and
the philosophy of language. In §2.3.1 and §2.3.2, I discussed two prominent types of
proposals for modelling awareness states, the first of which follows the work of Yalcin
2011 and Bledin and Rawlins 2016 and the second of which follows that of de Jager
2009 and Franke and de Jager 2007, 2011. In §2.3.3, I presented the model of agents’
awareness states that I will assume for the remainder of this dissertation, which
draws heavily on the technical aspects of Franke and de Jager’s awareness models. In
§2.2.4, I briefly discussed alternative methods of modelling agents’ awareness states
that have been employed primarily in fields other than linguistics and the philosophy
of language.
In §2.3, I discussed several notions related to that of an agent’s awareness or
attentional state that have currency within contemporary approaches to semantics
and pragmatics. These include the notion of Questions Under Discussion (§2.3.1), the
notion of attentional meaning within the framework of Inquisitive Semantics (§2.3.2),
and the notion of highlighting in questions (§2.3.3). In discussing these concepts, I
noted similarities and di↵erences between them and the core topic of this dissertation,
an agent’s awareness state. Finally, in §2.4, I discussed the relevance of agents’
awareness states to discourse coherence.
In the following chapter, I return the question of redundancy, focusing on the case
of redundant uses of declarative clauses. I employ the concepts of unawareness and
the formal model introduced in this chapter in order to explain why redundant uses
of declarative clauses may nonetheless serve some conversational purpose.

Chapter 3
Uninformative Assertions
Declarative clauses, as exemplified by (1), are the first of the three major clause types
identified by Sadock and Zwicky (1985).
(1) You caught the speckled geese.
The speech act performed by the utterance of (1) is that of assertion. As a starting
point for understanding the conventional discourse e↵ects of an assertion like (1), I
note that a speaker who sincerely utters this clause seems to do at least two things.
First, the speaker expresses a belief that it is true that the addressee caught the
speckled geese. Second, the speaker aims at getting other discourse participants in
the context of utterance to share this belief. Certain theories, such as that put
forward by Bach and Harnish (1979), are based around precisely these two e↵ects
that utterances of declaratives like (1) seem to have.
These intuitions are reflected in the formal analyses of the conventional discourse
e↵ects of declarative clauses discussed below, but I first note several obstacles to
pursuing a unified analysis of the conventional discourse e↵ects of all clauses with
declarative syntax. First, consider rising declaratives, as illustrated in (2), which
share the syntax of declarative clauses but are uttered with rising intonation.
(2) You caught the speckled geese?
Intuitively, a speaker who utters (2) suggests a bias towards the truth of the claim
the addressee caught the speckled geese. We might say that a speaker who utters
(2) thinks it is likely that or expects that the addressee caught the speckled geese.
Still, a speaker who utters (2) falls short of the type of flat-out commitment to this
proposition that would be expressed by an utterance of (1). In addition, an explicit
response to (2) from an addressee, either confirming or denying whether the addressee
59
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truly did catch the speckled geese, is expected. In contrast, an addressee can explicitly
accept or reject (1), but such an explicit response is not required. In recent years,
many authors have considered the question of how to analyze rising declaratives. All
have arrived at the conclusion that while utterances of rising and falling declaratives
may share some of the same conventional discourse e↵ects, they are not identical
with respect to all such e↵ects (Farkas and Roelofsen 2016; Gunlogson 2001, 2008;
Krifka 2014; Malamud and Stephenson 2015). In this chapter, I focus only on the
conventional discourse e↵ects associated with falling declaratives.
Another challenging case is that of “explicit performatives” (Austin 1962). Explicit performative utterances are those in which the speech act performed by the
utterance is made explicit by a verb appearing in the utterance. For example, a
speaker who utters (3) makes a promise.
(3) I (hereby) promise to meet you at six.
Explicit performatives, like (3), have the syntax of declarative clauses, but di↵er from
other utterances of declarative clauses in a number of ways. First, explicit performative have additional e↵ects beyond those associated with other types of utterances
of declarative clauses. For example, however we choose to characterize the e↵ects
of making a promise, an utterance of (3) has those e↵ects, whereas an utterance of
(1) does not. Second, the truth of explicit performatives are ensured. Whereas the
speaker of (1) might be wrong about whether the addressee has caught the speckled
geese, it is necessarily true that a speaker who utters (3) has promised to meet the
addressee at six. Third, these special features of explicit performatives depend upon
the clause having a first-person subject and being in the simple present tense. For
example, example (4) di↵ers minimally from example (3) in its subject and tense, but
an utterance of (4) does not constitute a promise.
(4) He promised to meet you at six.
A popular approach to analyzing explicit performatives takes such utterances to
fundamentally be assertions whose additional e↵ects are brought about by the content
of the uttered clause or an inference drawn by the addressee of an explicit performative
(Austin 1962; Bach and Harnish 1979; Bierwisch 1980; Condoravdi and Lauer 2011;
Ginet 1979; Hedenius 1963; Leech 1983; Lemmon 1962). However, Searle (1989)
and, more recently, Jary (2007), have argued that explicit performatives cannot be
analyzed as being, underlyingly, assertions. Given the controversy over how to account
for the discourse e↵ects of explicit performative utterances, for the remainder of this
chapter I will not discuss explicit performatives.
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Thus, the remainder of this chapter focuses on utterances of falling declarative
clauses that are not explicit performatives, which I refer to as assertions. In the following section, I examine several theories regarding the conventional discourse e↵ects
of assertions. The purpose of discussing these theories is to gain an understanding of
what would count as a redundant assertion with respect to the conventional discourse
e↵ects of assertions. At the end of §3.1, I propose a definition for redundant assertions
based on the proposals regarding the conventional discourse e↵ects of assertions. A
discussion of the relationship between the common ground and the awareness model
introduced in Chapter 2 appears in §3.1.1. This discussion may be of interest to readers without any particular interest in uninformative assertions, but who do care about
the relationship between awareness and traditional representations of conversational
contexts.
In §3.2, I focus on a particular class of redundant assertions, uninformative assertions, and show how they can serve the function of raising addressees’ awareness of
information that addressees already (implicitly) believe. This discussion of uninformative assertions includes a consideration of how the awareness model of Chapter 2
can make sense of assertions such as (5), which were discussed in Chapter 1.
(5) As I mentioned earlier, I am an avid speckled goose catcher.
In §3.2, I also argue that certain types of assertions that prima facie appear to be
redundant are, in fact, non-redundant. I discuss how such utterances may be used
for purposes other than those of raising awareness. Readers who are primarily interested in the account of uninformative assertions and who are already acquainted
with mainstream accounts of the conventional discourse e↵ects associated with falling
declaratives should focus on §3.2.
In §3.3, I discuss the case of assertions of the form It is clear that p, which have
previously been argued to be uninformative. This section, based on an article that
is currently in press at Journal of Semantics, can be read largely independently of
§3.1 and §3.2, provided readers have an understanding of accounts regarding the
conventional discourse e↵ects associated with falling declaratives. In this section,
I employ the awareness model introduced in Chapter 2 to argue against previous
claims that clarity assertions are necessarily uninformative. At the same time, I note
that there are legitimately uninformative uses of clarity assertions and argue that
such assertions may play the role of raising awareness of an issue. This section also
contains a new proposal for the semantics of clarity statements (§3.3.4) that takes
inspiration from genericity-based accounts of predicates of personal taste.
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The Interpretation and Conventional Discourse
E↵ects of Declaratives
The Common Ground

Perhaps the most well-known and widely adopted account of the conventional discourse e↵ects of assertions is that stemming from Stalnaker 1978. This account follows
the “standard approach” to mapping clause types to their conventional discourse effects discussed in Chapter 1. Recall that this approach was characterized by two
key features. First, all clauses of the same syntactic type have interpretations of the
same semantic type. Second, the conventional discourse e↵ect of uttering a clause is
jointly determined by the clause’s syntactic type and the semantic interpretation of
the clause. On the Stalnakerian view of assertions, declarative clauses are interpreted
as functions of type hs, ti, i.e. functions from possible worlds to truth values. Alternatively, these clauses can be interpreted as the characteristic sets of such functions,
i.e. as sets of possible worlds. For example, (1) would be interpreted in either of the
following ways:
(6)

a. J(1)K = w.addressee caught the speckled geese in w

b. J(1)K = {w|addressee caught the speckled geese in w}

The conventional discourse e↵ect of an assertion depends upon the notion of the
common ground, which in turn depends upon the notions of common knowledge
or common belief.1 A proposition p is common knowledge among some set of
individuals A if and only if for all ↵ 2 A, ↵ knows that p and ↵ knows that for
all 2 A, knows that p, etc. Common belief is defined similarly with respect to
what the agents in the set A believe, rather than what they know. A related, but
weaker, notion is that of mutual knowledge or mutual belief. A proposition p
is mutual knowledge among some set of agents A if and only if for all ↵ 2 A, ↵ knows
that p. A proposition p is mutual belief among the agents in A if and only if for all
↵ 2 A, ↵ believes p (Fagin, Halpern, et al. 1995). Thus, to claim that p is common
knowledge (belief) is stronger than to claim that p is mutual knowledge (belief); while
all propositions that are commonly known (believed) by some set of agents A are also
mutually known (believed) by A, it is possible that some propositions mutually known
(believed) by A are not commonly known (believed).2
1
2

Lewis 1969 is often cited as providing the first full philosophical account of common knowledge.
For a more formal definition of common knowledge and common belief following Stalnaker 2002,
see Appendix A.
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The common ground and the derivative notion of a context set for a particular
conversational context are then defined as follows:
(7) Common Ground
The common ground in a conversational context c at a world w is the set of all
propositions p such that all discourse participants in c act as if p is commonly
known (or commonly believed) by all discourse participants of c at w.
(8) Context Set
Let CG denote the common ground in a conversational context c at a world
w. Then the context set in c at w, denoted by C is defined as \CG.
The conventional discourse e↵ect of an assertion can then be taken to be that of adding
its content to the common ground. For example, suppose CG denotes the common
ground of a conversation immediately before (1) is uttered. Then the common ground
after the utterance of (1) is given by the following:
(9) CG [ {{w|addressee caught the speckled geese in w}}
If we let C denote the context set immediately before the utterance of (1), then the
context set after the utterance of (1) is given by the following:
(10) C \ {w|addressee caught the speckled geese in w}
Note that the definition of the common ground in (7) relies on the concept of
discourse participants “acting as if” some proposition p is commonly known (or believed). It is not uncommon for work to omit this aspect of the Stalnaker’s (1978)
definition of the common ground, in which case it is assumed that the common ground
consists of those propositions that are commonly known or commonly believed by all
discourse participants. On the assumption that all discourse participants will act as
if they believe some proposition p only if they actually believe p, this slightly simpler
conception of the common ground can be derived from Stalnaker’s original definition.
Of course, this assumption is not valid in all contexts; interlocutors can, for example,
lie.
Consider how this account of the conventional discourse e↵ects of assertions accounts for the intuitions, noted at the beginning of the chapter, that an assertion
both expresses a certain belief on the part of the speaker and induces other discourse
participants to take up this belief. As for the speaker’s belief, the addition of the
content of an asserted clause to the common ground entails that the speaker acts as
if she believes that this content is true. Likewise, the addition of this content to the
common ground entails that all other discourse participants act as if they believed
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this content to be true. Thus, by taking the conventional discourse e↵ect of an assertion to be the addition of the assertion’s content to the common ground, we can
ensure that all discourse participants, including the speaker, act as if they believe this
content. Again, this does not ensure that discourse participants actually believe the
content of the speaker’s assertion, unless we assume that participants will only act as
if p is commonly known (or believed) if p is commonly known (or believed) for all p.
Before moving on, I o↵er a few comments regarding how common belief and the
common ground relate to the model of belief adopted in Chapter 2. Although I
have framed the preceding discussion of the common ground as simply one of several
perspectives on the conventional discourse e↵ects associated with uttering declarative
clauses, the concept of the common ground introduced above plays a crucial role in
all of the theories regarding conventional discourse e↵ects discussed below, including
theories regarding other clause types discussed in Chapters 4 and 5. For this reason,
the following discussion is relevant not just to the analysis of redundant assertions,
but also to the analyses of redundant utterances in later chapters.
According to the model introduced in Chapter 2, agents’ beliefs are represented in
terms of a subjective probability distribution. One straightforward way to relate this
representation of belief to the representation of belief relevant for what is common
ground is to take a world v to be consistent with an agent ↵’s (background) beliefs
at w if and only if P↵w ({v}) > 0.3 In other words, the set of worlds v such that v
is consistent with ↵’s beliefs at w is precisely that set of worlds that have non-zero
probability according to P↵w . Although straightforward, this approach commits us
to the claim that an agent ↵ believes a proposition p at a world w if and only if
P↵w (p) = 1, i.e. that an agent believes a proposition if and only if the agent is certain
that that proposition is true. There are good reasons for thinking that this claim is
too strong and that we want to allow agents to believe propositions while assigning
them subjective probabilities less than 1 (Carnap 1962; Hawthorne, Rothschild, and
Spectre 2016; Je↵rey 2004).
Ultimately, it would be desirable to have some theory of how to map beliefs
represented in terms of subjective probabilities to qualitative notions of outright belief
with requiring an agent’s beliefs to simply be those propositions to which she assigns
probability 1. Unfortunately, the question of how to do so, or whether such a mapping
is even possible, is both complex and controversial.4 For my purposes, it suffices to
3
4

I ignore here that agents’ beliefs are also sensitive to a time variable.
See Foley 1992, 1993, 2009; Frankish 2004, 2009; Hawkins 2009; Hawthorne and Bovens 1999;
Hawthorne 2004; Je↵rey 1970; Kroedel 2012; Leitgeb 2013, 2015; Lin and Kelly 2012, among
others, for discussion of the issues involved in this problem.
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make the simplifying assumption that a world v is consistent with an agent ↵’s beliefs
at w if and only if P↵w ({v}) > 0. Consequently, I assume that ↵ believes p at w if and
only if P↵w (p) = 1.5 This assumption is not as problematic as it may first appear if we
take seriously the notion that the common ground consists in those propositions that
discourse participants act as if they commonly believe, not the propositions that are
actually commonly believed. We can then take P↵w to represent the probabilities that
↵ acts as if ↵ believes at w. This amounts to the claim that the propositions in the
common ground are those which all discourse participants act as if they are certain
about and which they act as if all other discourse participants are certain about, etc.
Of course, agents may act as if they are certain about these propositions despite not
being certain about them in some more fundamental sense.
Note that my discussion of this point has made reference to an agent’s background
beliefs, i.e. the agent’s beliefs under full awareness. In Chapter 2, it was discussed
that an agent’s behavior is actually governed by a di↵erent subjective probability distribution that defines the agent’s filtered beliefs, or beliefs given the agent’s awareness
state. One may wonder whether it is more appropriate for the belief relation used
to define what is common belief to make reference to agents’ filtered beliefs, rather
than their background beliefs. In particular, an agent’s filtered beliefs might seem
a better candidate for defining what is common ground, since filtered beliefs dictate
how an agent behaves and the common ground is meant to capture what discourse
participants act as if they commonly belief. I acknowledge there exists a tension
here, which I resolve in the following section in the discussion regarding discourse
commitments. For now, I argue that common belief among agents should be defined
in terms of their background beliefs for the simple reason that discourse participants
are often unaware of propositions that are routinely treated as being common ground
among them.
To illustrate this fact, consider the following example. First, I assume that an
utterance whose content presupposes p may only be felicitously uttered in a context
in which p is common ground, unless this utterance’s presupposition is accommodated (Karttunen 1974; Lewis 1979; Stalnaker 1974). Second, I follow the standard
assumption that a definite description of the form the X presupposes the existence
of unique, salient X (Strawson 1950). Now consider the following situation. Little
Bo Peep is organizing a dinner for some of her friends. Among them are two who
5

In Chapter 6, I relax this assumption to model certain interactions between interlocutors.
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recently became vegetarians, Little Miss Mu↵et and Peter Piper.6 Although previously informed about their recent conversion to vegetarianism, Bo has forgotten that
the two no longer eat meat and is thinking about having the dinner at the House of
Prime Rib. In terms of the awareness model of Chapter 2, we can describe Bo as
having a background belief that Miss Mu↵et and Peter Piper are vegetarians, but also
as having an implicit assumption that there are no vegetarians among the invitees
to the dinner. Suppose Little Jack Horner, who is also coming to the dinner, hears
about Bo’s preliminary plan and reacts as follows:
(11) Jack: What about the vegetarians who are coming?
Bo: (Slaps forehead)
Given the presuppositional contribution of the definite article the, Jack’s utterance
presupposes the existence of some unique, salient group of vegetarians coming to
the dinner. But according to Bo’s filtered beliefs, which incorporate her implicit
assumptions, there are no vegetarians coming. Thus, if common belief were defined in
terms of what discourse participants believe on their filtered probability distributions,
Jack’s utterance would be infelicitous in virtue of a presupposition failure. If common
belief is instead defined in terms of the discourse participants’ background beliefs,
there is no problem with Jack’s utterance.
This argument ignores the possibility of Bo accommodating the presupposition
of Jack’s utterance. If we allow for Bo to accommodate this presupposition, then it
does not follow that Jack’s utterance is only felicitous if the common ground entails
that there are vegetarians coming to the dinner. But the type of change in Bo’s
mental state illustrated in (11) is quite qualitatively di↵erent than the change that
would occur if she had to accommodate this presupposition. One way to see this is
that when listeners accommodate presuppositions, they learn new information. For
example, suppose that Bo is planning the dinner for her friends but does not know
that Mu↵et and Peter are vegetarians. She then has the following conversation with
Jack:
(12) Jack: Make sure you get reservations at a place that works for the vegetarians
who are coming.
Bo: OK, thanks. In fact, I didn’t know there were any vegetarians coming.
Bo’s response in (12) reveals that the existence of vegetarians in the dinner group is
new information for her and that she had to accommodate Jack’s presupposition. In
contrast, in the initial context described above, Bo cannot respond similarly.
6

Whose diets, of course, are comprised mostly of curds and whey and pickled peppers, respectively.
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(13) Jack: What about the vegetarians who are coming?
Bo: # I didn’t know there were any vegetarians coming.
Bo’s response in (13) is infelicitous if she had previously learned that Mu↵et and
Peter had become vegetarians. Thus, in the context described in which Bo makes an
implicit assumption that there are no vegetarians coming to dinner, Jack’s utterance
only makes sense if we take the common ground to include the proposition that there
are vegetarians coming.
Based on examples like this, I take it that the definition of common belief should
refer to agents’ background probability distributions, rather than their filtered distributions. More generally, I am committed to the idea that discourse participants
should be treated as having perfect implicit, background knowledge of “traditional”
components of the conversational context, including the common ground, the QUD
stack to be discussed in Chapter 4, etc. However, discourse participants may be
unaware of this background knowledge of theirs. As a result, their filtered beliefs,
which dictate their actions, may not be consistent with their implict knowledge of
the conversational context.

3.1.2

Discourse Commitments & Inquisitive Semantics

The approach to modelling the conventional discourse e↵ects of assertions discussed
in this section can best be seen as a refinement of the ideas presented in the previous section. In fact, many of proposals discussed in this section were suggested
by Stalnaker (1978), but were not widely taken up in linguists’ formal treatments of
the conventional discourse e↵ects of assertions until more recently. According to the
model discussed in the previous section, an assertion results in an immediate update
to the common ground. However, this model of how assertions work is shown to be
inadequate by examples like the following:
(14)

a. Bo: You caught the speckled geese.
b. Jack: No, you’re wrong. I haven’t caught any speckled geese at all!

After Bo’s assertion, Jack clearly does not act as if he believes that he caught the
speckled geese. Thus, the content of her assertion does not become part of the common ground. Yet, even when Jack rejects Bo’s assertion, Bo has still communicated
that she believes that Jack caught the speckled geese. Moreover, Bo’s assertion still
seems to have the aim of getting other discourse participants to believe that Jack
caught the speckled geese. We want some way to capture that this is somehow a goal
of Bo’s assertion, even if it can fail, as in (14).
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To capture these ideas, I draw on recent work that enriches the formal representation of the discourse context beyond the common ground-based framework discussed
in the previous section. Authors whose work falls into this line of research include
Davis (2009), Farkas and Bruce (2010), Ginzburg (2012), Gunlogson (2001, 2008),
and Malamud and Stephenson (2015), and several of the core ideas can be traced
back to Hamblin (1971). For concreteness, I discuss the implementation of Farkas
and Bruce (2010) as representative of this approach. Intuitively, the core idea behind
this line of work is that assertions express a commitment on the part of the speaker
and make proposals to update the common ground. These proposals may then either
be accepted or rejected by other interlocutors.
As in the approach discussed in the previous section, declarative clauses are interpreted as functions from possible worlds to truth values or, alternatively, as sets of
possible worlds. However, the conversational context is now represented in terms of
the following four components: (i) the common ground; (ii) a set of public discourse
commitments for each discourse participant; (iii) a table; and (iv) a projected
set.7 The common ground serves the same role as the common ground introduced
in the previous section, although, as discussed below, the contents of the common
ground are reconceived slightly and the common ground is not updated in the same
way as before. An agent ↵’s public discourse commitments, denoted DC↵ , are a set
of propositions that ↵ has publicly committed to in the discourse. Propositions in the
common ground are taken to be discourse commitments of all discourse participants,
and therefore are not explicitly included in DC↵ for any agent ↵. The table is a stack
of sets of propositions.8 The motivation for having the table be a stack of sets of
propositions, rather than just a stack of propositions, will become clearer in Chapter
4. For now, we can think of the top element of the table as representing the issue that
must be addressed by the next conversational move any discourse participant takes.
Finally, the projected set is a set of sets of propositions, which we can intuitively
think of as possible “future common grounds” in the discourse. The projected set is
derived from the common ground and the table in that the projected set is the set of
all common grounds that would result from updating the common ground with one
7

Other authors enrich the representation of the context further. For example, Gunlogson (2001,
2008) includes notions of the source of information in her model of the discourse, and Malamud
and Stephenson (2015) adds the notion of projected discourse commitments. These aspects of the
discourse model are largely irrelevant to my concerns, and therefore I exclude discussion of them
for the sake of brevity.
8
Farkas and Bruce (2010) take the table to be stack of pairs consisting of a syntactic structure
and a set of propositions. For my purposes, the inclusion of syntactic structures on the table are
unnecessary, and therefore I omit this detail.
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of the propositions at the top of the table.
The notion of a discourse commitment is central to this approach to accounting for
conventional discourse e↵ects, but I have not yet said what a discourse commitment
is. Gunlogson (2008) describes discourse commitments as constraints on the future
evolution of the discourse. In particular, once an agent ↵ has committed to some
proposition p, the discourse should not develop in such a way that ↵ comes to be
committed to some proposition inconsistent with p. Condoravdi and Lauer (2011)
and Lauer (2013) o↵er a slightly di↵erent perspective, according to which discourse
commitments are defined in terms of how an agent acts. Condoravdi and Lauer state
that a commitment on the part of an agent ↵ to act as though ↵ believes p rules
out any possible future state of the world in which all of the following hold: (i) ↵
performs an action, either linguistic or non-linguistic, that does not accord with the
commitment; (ii) the commitment is not voided before ↵ performs an action that does
not accord with the commitment; (iii) the commitment does not count as violated.9
Condoravdi and Lauer’s notion of a discourse commitment helps resolve a tension
identified in the previous section regarding the choices to have the common ground
represent what discourse participants act as if is common belief and to have common
belief depends upon these agents’ background beliefs. The tension lies in the fact that
although the common ground is meant to capture how agents act, an agent’s actions
are dictated by her filtered beliefs, not her background beliefs. I propose to resolve this
tension as follows. We can now think of the common ground as the set of propositions
that agents have commonly committed to believing, where a commitment to a belief
is cashed out in Condoravdi and Lauer’s terms. Importantly, these commitments
may become implicit. That is, agents may become unaware of their commitments or
9

Condoravdi and Lauer account for the conventional discourse e↵ects of assertions in a way similar
to that proposed by Farkas and Bruce (2010). They propose conventions that accompany the
utterance of declarative clauses, with the formulation of Lauer (2013) being the following:
(i)

Declarative Convention (following Lauer 2013)
A speaker who utters a declarative with content p thereby becomes committed to act as
though he believes p to be true.

We can see such a convention as roughly corresponding to the addition of the content of an assertion
to the speaker’s set of public discourse commitments on the model of Farkas and Bruce (2010).
Condoravdi and Lauer do not use a similar formalism of a table and projected sets, although there
is nothing incompatible with building such a formal model of the discourse on top of their notion
of commitment. See Lauer 2013 for a discussion of how a speaker’s public commitment to a belief
in p may cause other interlocutors to commit to a belief p that does not make use of Farkas and
Bruce’s formalism.
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the commitments of other agents and may make implicit assumptions that conflict
with their commitments. For this reason, an agent may act in such a way that does
not accord with her implicit commitments without realizing that she has violated her
commitment. Nonetheless, it is still the case that the commitment remains violated.
The key to resolving the tension here is to reconceive the common ground as what
discourse participants are (implicitly) committed to acting as if they believe, rather
than as what they actually act as if they believe.
Using this model of a discourse context, the conventional discourse e↵ect of an
assertion is as follows. First, the content of the assertion is added to the speaker’s set
of discourse commitments. This reflects the intuition that an assertion communicates
a belief on the part of the speaker. Second, the table is updated so that its top
element is the content of the speaker’s assertion. Finally, the projected set is updated
to include the current common ground with the content of the speaker’s assertion
added. These latter two e↵ects reflect the intuition that an assertion serves as an
inducement to other discourse participants to adopt a particular belief.
To illustrate with a concrete example, consider once again (1). Let CG, DCS , T ,
and P S denote the common ground, the speaker’s discourse commitments, the table,
and the projected set, respectively, before the utterance of (1). Then let CG0 , DCS0 ,
T 0 , and P S 0 denote these components of the discourse context after the utterance of
(1). Finally, let push(T, e) denote the result from adding e to the top of the stack T .
We then have the following:
(15)

a. CG0 = CG
b. DCS0 = DCS [ {{w|addressee caught the speckled geese in w}}
c. T 0 = push(T, {{w|addressee caught the speckled geese in w}})

d. P S 0 = {CG [ {{w|addressee caught the speckled geese in w}}}
These updates are intuitively understood as follows. The speaker’s discourse commitments are updated to reflect the speaker’s commitment that the addressee caught
the speckled geese. The table is updated to reflect that the current issue to be addressed is the speaker’s proposal to update the common ground with the proposition
that the addressee caught the speckled geese. Finally, the projected set is updated to
reflect the speaker’s expectation that the common ground will come to contain the
proposition that the addressee caught the speckled geese.
In order for the content of the speaker’s assertion to actually enter the common
ground, the assertion must be accepted by all other discourse participants. Acceptance of an assertion may be done explicitly, as in (16).
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(16) Bo: You caught the speckled geese.
Jack: Yes, that’s right.
Assertions are more typically accepted implicitly; we can usually assume that an
assertion that is not explicitly rejected is accepted by all discourse participants. Regardless of how an assertion is accepted, the e↵ects are the same. The content of the
original assertion is added to the common ground, this content is removed from the
speaker’s set of discourse commitments,10 the singleton set containing this content
is removed from the table, and the projected set remains unchanged. Letting CG00 ,
DCS00 , T 00 , and P S 00 denote the common ground, the speaker’s discourse commitments,
the table, and the projected set, respectively, after the acceptance of (1), we have the
following:
(17)

a. CG00 = CG [ {{w|addressee caught the speckled geese in w}}

b. DCS00 = DCS
c. T 00 = T

d. P S 00 = {CG00 }
As illustrated by example (14), not all assertions are accepted. If a speaker’s
assertion is rejected, the common ground remains unchanged, the issue raised by the
speaker’s assertion is removed from the table, and the projected set returns to its prior
state. However, the speaker’s discourse commitment to the content of her assertion
remains in place. Letting CG00 , DCS00 , T 00 , and P S 00 denote the common ground, the
speaker’s discourse commitments, the table, and the projected set, respectively, after
the acceptance of (1), we have the following:
(18)

a. CG00 = CG
b. DCS00 = DCS0
c. T 00 = T
d. P S 00 = {CG}

Note that in the case of (14b), Jack does more than reject Bo’s assertion. He also
asserts that he has caught no speckled geese. We can model Jack’s utterances as first
rejecting Bo’s assertion before o↵ering an assertion of his own. Assuming that Bo
accepts Jack’s assertion, the final representation of this context is one that resembles
10

Recall that on this model, each participant’s discourse commitments record only those commitments that are not part of the common ground.
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the original representation, but with the proposition that Jack has not caught any
speckled geese added to the common ground.11
Farkas and Bruce (2010) consider the possibility of an issue at the top of the
table being accepted, rejected, or retracted. All of these responses are assumed to
occur immediately after a speaker’s assertion, and each of these responses removes
the top item of table. The model of Bledin and Rawlins 2016, discussed in Chapter
2, is broadly in line with Farkas and Bruce’s model and similar proposals. However,
Bledin and Rawlins o↵er another possible response from an interlocutor, a resistance
move. A resistance move delays final consideration of the issue at the top of the table
until some other issue is resolved. Notably, a resistance move does not remove the
issue at the top of the table. For example, consider the following exchange, repeated
from (2) in Chapter 2:
(19) Alice: Charlie is coming to the party.
Bob: Diana might be there.
After Alice’s assertion, the top element of table, denoted top(T ), is as follows: top(T ) =
{{w|Charlie is coming to the party in w}}. Taking Bob’s assertion to be a resistance
move, this issue remains on the table, but the issue {{w|Diana might be there in w}}
is added to the top of the table. After this issue is addressed, the context returns to a
state in which again top(T ) = {{w|Charlie is coming to the party in w}}. This issue
must then be considered again for acceptance, rejection, retraction, or resistance.
Farkas and Roelofsen (2016) reframe the basic approach of Farkas and Bruce
(2010) in terms of Inquisitive Semantics. The major di↵erence between these two
proposals lies in the semantic type of the interpretation of declarative clauses. As
discussed in Chapter 1, Inquisitive Semantics takes the interpretation function J·K to
return the same semantic type for all syntactic clause types. In particular, all clause
types have interpretations of type hhs, ti, ti, i.e. functions from functions from possible
worlds to truth values to truth values. Alternatively, all clause types are interpreted
as sets of sets of possible worlds.12 Most work in Inquisitive Semantics assumes
that interpretations are downward closed, although as noted in §2.4.2, certain work
11

Note that in order for Bo to accept Jack’s assertion, she must retract her previous discourse
commitment to the proposition that Jack caught the speckled geese. This retraction, which counts
as a separate discourse move, may happen implicitly.
12
In the terminology of Inquisitive Semantics, a set of possible worlds is called a “possibility” or a
“classical proposition.” A set of sets of possible worlds is referred to as simply a “proposition”
(Ciardelli, Groenendijk, and Roelofsen 2011; Roelofsen 2013). However, to avoid confusion and
maintain consistency with the rest of this dissertation, I will continue to refer to sets of worlds as
“propositions.”
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within this framework makes alternative assumptions. Farkas and Roelofsen take
(falling) declaratives to denote a downward closed set of classical propositions with
a single alternative.13 This alternative corresponds to the classical interpretation of
the declarative clause. For example, the interpretation of (1) on this view would be
as follows:
(20) J(1)K = {{w|addressee caught the speckled geese in w}}#

Farkas and Roelofsen model a discourse context in terms of the discourse commitments of each participant of the discourse and a table that keeps track of the issue
to be resolved at the current moment in the context. Again, agents’ discourse commitments are taken to be a set of propositions, and the table is taken to be a stack
of sets of propositions.14 The conventional discourse e↵ects of uttering a declarative
clause are largely similar as those in Farkas and Bruce’s model, modified in order to
account for how Inquisitive Semantics interprets declarative clauses. As before, the
utterance of a declarative clause adds this clause’s interpretation to the top of the
table.15 The speaker’s discourse commitments are then updated as the union of the
speaker’s previous discourse commitments with the informative content of the interpretation of the speaker’s assertion. The informative content of a set of propositions
is defined as the union of all propositions in the set. Thus, despite taking a di↵erent
perspective on the semantic type of the interpretations of declarative clauses, Farkas
and Roelofsen’s approach is largely identical to Farkas and Bruce’s with respect to
the conventional discourse e↵ects of uttering declarative clauses.
As mentioned above, the approaches to the conventional discourse e↵ects based
on discourse commitments and the table can be seen as largely a refinement of the
approach presented in the previous section. Rather than directly entering the common
ground, the content of an assertion first enters a state in which it is only proposed
as an update to the common ground. The assertion must be accepted in order for it
to enter the common ground. If the assertion is not accepted, its content does not
enter the common ground, but the assertion still has lasting e↵ects on the context
in that the content of the assertion remains a commitment of its speaker. If the an
assertion is accepted, the resulting state of the discourse context is as it would be on
13

An alternative given a set p of classical propositions is {x 2 p|¬9y(y 2 p ^ x ⇢ y)}.
In contrast to the approach of Farkas and Bruce (2010), Farkas and Roelofsen do not model either
the common ground or the projected set explicitly. See Farkas and Roelofsen 2016 for an account
of how both can be derived from the participants’ discourse commitments and the table.
15
Note that since the common ground is not modelled explicitly by Farkas and Roelofsen, the
acceptance of the issue at the top of the table simply adds this issue to every discourse participant’s
set of discourse commitments.
14
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the simpler model discussed in the previous section. That is, the final state of the
context is the same as its initial state, with the exception that the common ground
now includes the content of the asserted declarative clause. In most cases, I assume
that the examples of assertions discussed in the coming sections are accepted by all
discourse participants. In these cases, there is nothing of substance that distinguishes
the analysis of the conventional discourse e↵ects of assertions presented in this section
from the analysis presented in the previous section.

3.1.3

Redundant Assertions

Given these perspectives on the conventional discourse e↵ects of assertions, what
would constitute a redundant assertion? First, consider what would constitute a
redundant assertion on the simple view presented in §3.1.1, according to which an
assertion directly updates the common ground with its content. As a first pass, we
can take a redundant assertion to be one whose content is already in the common
ground:
(21) Redundant Assertion (first version, to be revised)
An assertion of a declarative clause is redundant in a context with common
ground CG i↵ J K 2 CG.

However, as briefly discussed in §1.2, this definition of redundancy for assertions is
insufficient. According to the model presented in §3.1.1, there is no requirement that
the common ground is closed under entailment. As a consequence, the definition of
redundancy in (21) predicts any assertion whose content is entailed by the common
ground, but is not included in the common ground, to be non-redundant. To illustrate
this problem, consider (22).
(22) Jack: I caught two speckled geese.
Humpty Dumpty: I caught three speckled geese.
...
Bo: Jack caught two speckled geese and Humpty caught three speckled geese.

If we do not assume that the common ground is closed under entailment, then after
Jack’s and Humpty’s assertions in (22), it is both true that the common ground
entails the content of Bo’s assertion and that the content of her assertion is not in
the common ground. In this situation, Bo’s assertion is not classified as redundant
according to (21), which is at odds with intuition.
The shortcomings of (21) could be avoided by simply assuming that the common
ground is closed under entailment. However, not all theorists have endorsed this
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assumption and some, e.g. von Fintel and Gillies (2010), have taken the non-closure
of the common ground under entailment to have theoretical importance. That said,
we can come closer to capturing what should intuitively be a redundant assertion by
defining redundancy in terms of the context set, i.e. the set of worlds consistent with
the common ground, rather than in terms of the common ground itself.
(23) Redundant Assertion (second version, to be revised)
An assertion of a declarative clause is redundant in a context with context
set C i↵ C ✓ J K.

The definition of redundancy in (23) is equivalent to defining a redundant assertion
as one that is entailed by the common ground. On this definition of redundancy, Bo’s
assertion in (22) is classified as redundant.
We can next consider whether the more sophisticated perspectives on the conventional discourse e↵ects of assertions, discussed in §3.1.2, require a modification to
(23). In considering this issue, we now have to take into account the e↵ects of assertions on the discourse commitments of the speaker, the table, and the projected set.
In cases where the content of an assertion is already entailed by the common ground,
we can still rely on the definition in (23) to characterize this assertion as redundant.
The question is whether there are other assertions not classified as redundant by (23),
but which are redundant with respect to their e↵ects on components of the discourse
context other than the common ground.
One case of redundancy not captured by (23) is that in which an assertion adds
an issue to the top of the table that is already at the top of the table. To illustrate,
consider example (24):
(24) Bo: You caught the speckled geese.
Bo: You caught the speckled geese.
Suppose that before Bo’s second assertion in (24), Bo’s first assertion has neither
been accepted nor rejected by the other discourse participants. If we let CG, DCBo ,
P S, and T denote components of the discourse context immediately before Bo’s
first assertion in (24), then the corresponding components of the discourse context
0
immediately before her second assertion, denoted CG0 , DCBo
, P S 0 , and T 0 , are as
follows:
(25)

a. CG0 = CG
0
b. DCBo
= DCBo [ {{w|addressee caught the speckled geese in w}}

c. T 0 = push(T, {{w|addressee caught the speckled geese in w}})
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d. P S 0 = {CG [ {{w|addressee caught the speckled geese in w}}}
Given this state of the discourse context, Bo’s second assertion can have no e↵ect on
the common ground, Bo’s discourse commitments, or the projected set. Technically,
her second assertion does change the table by re-adding to the top of the table the issue
{{w|addressee caught the speckled geese in w}}. As a result, the top two issues on
the table are identical after Bo’s second assertion. Yet despite this change to the
formal representation of the discourse context, Bo’s utterance has no e↵ect on what
the table is meant to represent, i.e. the current issue that discourse participants are
addressing.
To capture the type of redundancy illustrated by (24), I propose that any assertion
that duplicates the top item on the table is redundant, even if its content is not already
entailed by the common ground. This proposal is captured by the following definition
for redundant assertions:
(26) Redundant Assertion (final version)
An assertion of a declarative clause is redundant in a context with context
set C and table T i↵ C ✓ J K or top(T ) = {J K}.

Note that although (26) does not make any explicit reference to the speaker’s discourse
commitments or the projected set, any assertion that duplicates the element at the
top of the table will also leave the speaker’s discourse commitments and the projected
set unchanged.
I will continue to use the definition of redundant assertions shown in (26) going
forward, but before moving on, there are two potential counterexamples that I wish to
address. To motivate the first case, recall that on the account proposed by Bledin and
Rawlins (2016), one possible response to a speaker’s assertion is a resistance move.
This resistance move adds a new issue to the table, but also leaves the issue proposed
by the first speaker’s assertion on the table. Now consider the following interaction.
(27) Alice: Charlie is coming to the party.
Bob: Diana might be there.
Alice: Yes, she might. Still, Charlie is coming to the party.
Let p = {w| Charlie is coming to the party in w} and let q = {w| Diana might be
there in w}. Alice’s first assertion adds to the top of the table the issue {p}. Taking
Bob’s utterance to be a resistance move, the issue {p} remains on the table, but the
issue {q} is added to the top of the table. Alice’s second utterance does two things.
First, she accepts Bob’s assertion, one consequence of which is the removal of {q}
from the table. This, in turn, means that the issue {p} is once again at the top of
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the table. But Alice makes another assertion with content p. If we take this to have
the same conventional discourse e↵ects of a standard assertion, this assertion should
add {p} to the top of the table, thereby duplicating the issue {p}.
It is unclear to me whether Alice’s assertion should be classified as redundant.
Her assertion is certainly felicitous in this context, as it clarifies that she remains
committed to p in spite of the issue that Bob has raised and that she still proposes p as
an update to the common ground. However, I do not take infelicity to be a necessary
consequence of redundancy, as discussed in Chapter 1. Thus, it may be the case
that Alice’s second assertion is both redundant and felicitous. There are additional
questions that the interaction in (27) raises. First of all, on the above analysis, Alice’s
second assertion neither accepts, rejects, retracts, nor resists the issue at the top of
the table, {p}. On the assumption that speakers must respond to a singleton issue
at the top of the table via acceptance, rejection, retraction, or resistance, Alice’s
utterance is predicted to be invalid. Since her utterance is not invalid, we might take
it to constitute a di↵erent type of move, such as a a “re-affirmation.” Alternatively,
we could take Alice to implicitly retract her prior assertion, thus removing {p} from
the top of the table, before her assertion adds {p} to the table once again. I remain
agnostic regarding the best way to treat cases like (27), although I suspect that a full
account of such interactions requires a more detailed theory of resistance moves of
the kind identified by Bledin and Rawlins.
The second potential counterexample to (26) suggests that there are additional
cases of redundant assertions not covered by this definition. Suppose an agent ↵
makes an assertion with content p, but this assertion is rejected by other discourse
participants. The only lasting e↵ect of ↵’s assertion is that the context is updated
to reflect ↵’s discourse commitment to p. Suppose that later in the conversation, ↵
makes another assertion with content p. If we expect this assertion to be rejected
again, then we expect the state of the context after the second rejection of ↵’s assertion
to be the same as the state of the context before ↵’s assertion. In such a situation,
we might wish to take ↵’s second assertion to be redundant. One way to capture this
type of redundancy would be to classify as redundant any assertion with the same
content of an assertion that was previously rejected.
However, I do not believe such a modification is wise, as it is not always the case
that if an assertion with content p is rejected in a conversation, a later assertion with
content p will also be rejected. For example, consider the following conversation:
(28) Bo: Humpty didn’t catch any speckled geese. He just caught regular geese
and then painted spots on them.
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Jack: Hmm. . . you might be right, but I’m not convinced just yet.
(Bo proceeds to show Jack evidence that Humpty caught regular geese and
painted spots on them.)
Bo: So, Humpty just caught regular geese and painted spots on them.
Jack: OK, you’re right.
Bo’s second assertion in (28) has the same content as her original, rejected assertion.
However, the second time around, Jack accepts Bo’s assertion. As a result, her
assertion changes the common ground and should not be seen as redundant.
Other types of utterances that, at least superficially, may appear to be redundant
assertions, are better classified as utterances that signal acceptance of an earlier
assertion by another agent. For example, consider the following exchange, which
appears in Farkas and Bruce 2010:
(29) Anne: Sam is home.
Ben: Yes, he is.
Anne: (Yes,) Sam is home.
Although both Anne’s and Ben’s assertions have the content that Sam is home and
Ben’s assertion follows Anne’s, Farkas and Bruce claim that his assertion is not redundant. Rather, Sam’s assertion functions as a way of signalling acceptance of
Anne’s initial assertion, so that its content will enter the common ground. More
generally, speakers often repeat the assertions of their interlocutors, with or without
an appended particle such as yes or right, to signal acceptance of their interlocutors’
assertions. In contrast, Anne’s second assertion is redundant, according to Farkas
and Bruce, in virtue of the fact that after Ben has signalled his acceptance of Anne’s
first assertion, it is already common ground that Sam is home.
I close this section by noting that the definition of redundant assertions in (26)
identifies two di↵erent types of redundant assertions. In the first group are assertions
whose contents are entailed by the common ground. The second group consists of
assertions that add to the table an issue that is already at the top of the table.
We can refer to the first group as uninformative assertions, as they cannot
a↵ect the informational content of the common ground, and to the second group as
unpropositive assertions, as they do not o↵er a new proposal regarding what
should be addressed in the discourse. In the following sections, I focus exclusively
on uninformative assertions. Only uninformative assertions have uses that can be
explained in terms of raising interlocutors’ awareness of an issue. Unpropositive
assertions are unlikely to a↵ect interlocutors’ awareness states since if an issue is
already at the top of the table, it is almost certain that interlocutors will already be
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aware of this issue. It also seems plausible that there are no felicitous uses of such
assertions, aside perhaps from giving additional emphasis to a point that a speaker
wishes to make.

3.2
3.2.1

Uninformative Assertions
Functions of Uninformative Assertions

Having now characterized what constitutes a redundant assertion, I turn my attention
to cases of uninformative assertions that are nonetheless felicitous. In §3.3, I discuss
the case of assertions of clarity, which have previously been argued to be necessarily
uninformative. But before delving into this particular case study, it is worthwhile
to consider other examples of felicitous, uninformative assertions. Some examples of
felicitous, uninformative assertions were presented above in Chapter 1. Consider, for
example, (30).
(30) As I mentioned earlier, I am an avid speckled goose catcher.
There is nothing infelicitous about uttering (30), but in any context in which it is true,
the speaker who utters (30) must have already asserted that she is an avid speckled
goose catcher. Assuming that this assertion was previously accepted, the content of
(30) is already in the common ground and an assertion of (30) is redundant.
Although my primary focus below is on the uses of uninformative assertions as
a means to raise awareness of issues, I wish to first highlight that uninformative
assertions have a variety of other uses. For example, uninformative assertions may be
used as a means of introducing a discourse referent that will serve as an antecedent
for a pronoun later in the discourse. Beaver (2001) o↵ers the following examples,
based on an example of Barbara Partee’s first published in Heim 1982, to illustrate
this use of uninformative assertions:
(31)

a. Exactly two of the three frogs are in the pond.
b. Therefore one of the frogs is out of the water.
c. Obviously, it is not swimming.

Suppose that (31a) is asserted and accepted in some context. After the acceptance
of this assertion, the common ground entails that one of the frogs is out of the water.
Thus, an assertion of (31b) would be uninformative in any context in which (31a) has
already been asserted and accepted. However, (31b) may be felicitously asserted after
(31a) in order to introduce a discourse referent referring to the frog that is out of the
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water. This discourse referent can then serve as the antecedent to the pronoun it in
(31c). The necessity of (31b), or some similar utterance, to establish this discourse
referent is shown by noting that (31c) would be infelcitous if it were immediately
asserted after (31a):
(32) # Exactly two of the three frogs are in the pond. Obviously, it is not swimming.
Although I classify this use of an uninformative assertion as unrelated to raising
awareness or drawing attention, in some broad sense we might take the contribution
of (31b) as having to do with directing an addressee’s attention to the one frog that
is out of the water. The object-based model of awareness of Board and Chung (2007)
could provide the basis for such a theory. A full exploration of this possibility is
beyond the scope of this dissertation, and therefore I leave this question open for
future research.
Uninformative assertions may also be used primarily to emphasize shared beliefs
between the speaker and listeners without the speaker having any further goals. Particularly when a speaker explicity acknowledges that an assertion is uninformative
via the use of a marker of uninformativity, discussed below in §3.2.2, a speaker can
emphasize that a belief in the content of this assertion is shared by all discourse participants. Emphasizing such shared beliefs can serve a speaker’s goals of being polite,
a topic that receives much more attention in §6.3. In addition to mere politeness
considerations, speakers may emphasize shared beliefs with their interlocutors for the
purpose of building a shared sense of camaraderie. Similar goals have previously
been argued to motivate the use of so-called “a↵ective demonstratives” (Acton and
Potts 2014; Chen 1990; Lako↵ 1974; Wolter 2006). We might think of uninformative
assertions’ ability to emphasize a shared perspective between discourse participants
as, in some sense, relying on the ability of assertions to draw attention to or raise
awareness of an issue. However, such uses are not a primary concern of mine, outside
their connection to the politeness-related uses discussed in Chapter 6.
Another use of uninformative assertions that is not directly related to issues of
awareness and unawareness is discussed by Horn (1991) and Ward (1985). Ward and
Horn discuss examples like the following, in which the content of the second assertion
is entailed by the first:
(33)

a. It’s odd that dogs eat cheese.
But they do (eat cheese).
b. Only Hercules can lift this rock.
But he can (lift it).
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c. I don’t know why I love you.
But I do (love you).
Horn notes that the felicity of such cases appears to rely on the first assertion in
each pair counting as evidence to reach some conclusion p and the second assertion
licensing an inference to the conclusion ¬p. Despite o↵ering an account of when
such assertions are felicitous, Horn o↵ers little in the way of an explanation of the
function of these uninformative assertions. Walker (1993a) builds upon Ward’s and
Horn’s work to argue for several di↵erent functions of uninformative assertions along
the lines of the examples in (33). One function identified by Walker is that explicit
assertion of some proposition entailed by the first assertion reinforces the speaker’s
claim in such a way that it is more likely both assertions will be accepted by an
addressee.16
For Walker, examples like (33) fall into a large category of what she calls informationally redundant utterances (IRUs; Walker 1993a,b). IRUs essentially
amount to assertions whose contents are already entailed by the common ground,
there are several cases of IRUs that I do not classify as redundant assertions. Walker
o↵ers three essential purposes served by IRUs, which she labels attitude, consequence, and attention. Attitude IRUs cover those IRUs that function as confirmations that one interlocutor correctly heard another’s assertion or as acceptances
of a previous assertion. For example, Ben’s assertion in (29) would be classified as
an attitude IRU. The following dialogue from Walker (1993a, p. 121) exhibits also
exhibits an attitude IRU, which is shown in bold text.
(34) R: . . . does that income from the certificate of deposit rule her out as a dependent?
H: Yes it does.
R: It does.
R’s second utterance in (34) is analyzed by Walker as confirming that R heard H’s
previous utterance. As discussed above, confirmations are not typically analyzed as
having the same conventional discourse e↵ects as run-of-the-mill assertions. Thus, I
do not take Attitude IRUs to be redundant assertions in the sense defined here.
16

Another possibility is that these cases serve primarily as ways for speakers to get listeners to accept
the latter of the two assertions and to anticipate an objection from the listener. To illustrate with
(33a), a speaker may wish to have the listener accept that dogs eat cheese but anticipates the
listener to resist accepting this because that would be odd. The first assertion may serve to show
the listener that the speaker knows that this would be odd, but that nonetheless it is true. My
thanks to Dan Lassiter (p.c.) for suggesting this use.
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Consequence IRUs include cases in which a conclusion that follows from the common ground is stated explicitly.17 Walker (1993a, p. 187) o↵ers the following example:
(35)

a. If John goes to France, he’ll miss Barbara’s birthday.
b. John is definitely going to France.
c. Then John will miss Barbara’s birthday.

This type of IRU may be viewed as addressing two types of unawareness identified
in Chapter 2, unawareness due to ignorance of an inference rule or unawareness due
to processing constraints, rather than the form of awareness that I am primarily
concerned with, unawareness due to inattention. Because (35a) makes reference to the
possibility that John will miss Barbara’s birthday, it’s implausible that immediately
before (35c) is uttered, a listener could fail to attend to the issue of whether John will
miss Barbara’s birthday. Therefore, the role of this assertion is not one of addressing
an attentional deficit on the part of the listener. However, if a speaker believes that
there is some chance a listener su↵ers from ignorance of an inference rule such as
modus ponens or would face a challenge in processing how (35c) follows from (35a)
and (35b), the speaker may try to overcome such issues by uttering (35c).
There may also be explanations for the use of Consequence IRUs like (35c) that do
not directly relate to question of awareness. For example, speakers may be following
some rhetorical norm to the e↵ect that in arguing for some conclusion, this conclusion
must be stated explicitly at the end of the argument. To illustrate with (35), it may be
odd for a speaker to assert (35a) and (35b) without asserting (35c) even if the speaker
takes the listener to be aware of the issue of whether John will miss Barbara’s birthday
and fully capable of reasoning that (35a) and (35b) follows from (35c).
The final type of IRU identified by Walker, Attention IRUs, are IRUs that draw
attention to some information that is already common ground and are therefore directly related to my interests. The following discourse illustrates an Attention IRU
(Walker 1993a, pp. 158–159):
(36) H: Well, it’s difficult to tell because we’re so far away from any of them. But
I would suggest this — if all of these are 6 month certificates and I presume
they are.
E: Yes.
17

Technically, this only applies to what Walker refers to as “Inference-Explicit IRUs.” Walker also
classifies the examples in (33) as a subclass of Consequence IRUs that she labels “Affirmation
IRUs.” However, in Walker’s own words, “[Affirmation and Inference-Explicit] IRUs have little
in common in terms of function” (Walker 1993a, p. 188). For this reason, their classification as
members of the larger class of Consequence IRUs is at least somewhat questionable.
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H: Then I would like to see you start spreading some of that money around.
E: Uh huh.
H: Now, in addition, how old are you?
...
H: But as far as the certificates are concerned, I’d like them spread
out a little bit. They’re all 6 month certificates.
E: Yes.
H: And I don’t like putting all of my eggs in one basket, and I would suspect
that February 25 would be a good time to put it into something that runs for
2 and a half years.. . .
The bolded assertion by H in (36) contains information that was already added to the
common ground by H’s previous assertions. Walker analyzes the function of the IRU
in (36) as that of drawing E’s attention to this information for discourse structural
reasons. In particular, Walker takes H to raise E’s awareness of H’s belief that E
should diversify E’s certificates in order to provide further elaboration on this topic.
Example (30) is also most naturally seen as an uninformative assertion whose purpose
is to raise awareness of some information already in the common in order to establish
it as a current discourse topic for further elaboration.
Given the awareness model introduced in Chapter 2, we can represent the e↵ect
of H’s utterance in (36) as follows. Let 2 LAt represent H’s initial assertion that
H would like E to spread out E’s certificates. Suppose that at time t H assigns
some probability to a world w such that 2 Uw,t
E . That is, H believes there is some
probability that E is unaware of H’s previous assertion that he would like E to spread
out E’s certificates. Therefore, H cannot o↵er specific recommendations about how
to do this, i.e. to purchase a certificate around February 25, and be sure that E will
be able to rhetorically relate these utterances to . In order to make sure that E
can infer these rhetorical relations, H re-asserts , thereby ensuring that there are no
worlds w with positive probability such that 2 Uw,t+1
.
E
Walker (1993a) not only identifies naturally occurring examples of each type of
IRU, but also provides computational results that reveal their utility in decision making. Walker makes use of the “Design-World” paradigm, in which agents communicate
and perform actions in order to arrange furniture within a floor plan of a house. In
this paradigm, agents receive utilities based on which pieces of furniture they are able
to fit in the house (Whittaker, Geelhoed, and Robinson 1993). Walker shows that
agents whose memory and inferential capacities are limited are able to perform better
on their tasks when they may send IRUs. Walker’s results can be seen as empirical
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evidence in support of the intuitions discussed in Chapter 2 that awareness-raising
utterances may improve listeners’ resolution to decision problems. I direct the reader
to Walker 1993a,b for a full discussion of the results of IRUs in Design-World simulations.

3.2.2

Markers of Uninformativity

Most of the uninformative assertions discussed in the previous section were not explicitly marked as being uninformative. However, in many cases, uninformative assertions
are explicitly marked as such. Example (30) is one such case, in virtue of the clauseinitial phrase As I mentioned earlier. Another example of an uninformative assertion
that is explicitly marked as uninformative is the following, which appeared earlier in
this chapter:
(37) As discussed in Chapter 1, Inquisitive Semantics takes the interpretation function J·K to return the same semantic type for all syntactic clause types.

On the assumption that the reader has read Chapter 1, that the Inquisitive Semantics
approach takes the function J·K to return the same semantic type for all syntactic
clause types should already be common ground. Thus, my use of (37) earlier in this
chapter is uninformative. Moreover, (37) explicitly notes that it is uninformative
by acknowledging that its content was added to the common ground in Chapter 1.
Although redundant with respect to its conventional discourse e↵ects, (37) has a useful
function in raising the reader’s awareness of information regarding assumptions made
within the framework of Inquisitive Semantics. This information is then rhetorically
related to claims about how Farkas and Roelofsen (2016) analyze the conventional
discourse e↵ects of assertions.
Other English expressions that serve the purpose of explicitly marking uninformative assertions include As you know, We both know that, Needless to say, As I just
mentioned, As discussed above, etc.18 Note that in most cases, these expressions only
require that the contents of the clauses that they appear in are mutual knowledge,
not that they are common knowledge. For this reason, such expressions may be used
in assertions that are not technically redundant as defined in §3.1.3. But in many
cases, these expressions are used in uninformative assertions, in the sense defined here.
For example (37) is truly uninformative on the assumption that the reader has read
Chapter 1. Example (38) is uninformative in the sense defined in §3.1.3, provided the
proper context.
18

See Chapter 6 for a more rigorous definition of what counts as an explicit marker of redundancy.
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(38) Bo: As you already know, I’m moving to Canada.
Example (38) entails that the addressee already knows that Bo is moving to Canada.
Of course, this is consistent with Bo’s upcoming move only being a mutual belief,
rather than a common belief. But (38) could also be used in a context in which
Bo had previously informed the listener of her upcoming move, thereby making this
proposition part of the common ground between Bo and the listener.
Cross-linguistically, certain types of discourse particles have been associated with
marking information as redundant in some way. Perhaps the most prominent examples within the linguistics literature are the unfocused variants of the German
discourse particles ja and doch. Kaufmann and Kaufmann (2012) write that these
two particles communicate that the contents of the clauses in which they appear are
“in some sense given, obvious, or uncontroversial” (210). Likewise, Grosz (to appear)
summarizes the conventional wisdom on the function of these particles as follows:
“[ja] conveys that the core proposition is, in some sense, unchallenged background
information . . . [doch] conveys that this proposition should be unchallenged, but some
conflicting information has been introduced into the discourse” (1). Grosz o↵ers the
following example to illustrate the contrast between ja and doch:
(39) Im
Juli 1978 war Thatcher (ja / doch) noch nicht Premierministerin.
in.the July 1978 was Thatcher ja doch still not prime.minister
“In July 1978, Thatcher (ja/doch) wasn’t prime minister yet.”
Example (39) entails that Thatcher was not prime minister in July 1978, whether or
not it contains ja or doch. Grosz writes that the version with ja would be appropriate
in a context in which “it is shared knowledge of the speaker and the hearer that
Thatcher wasnt yet prime minister in July 1978,” while the version with doch would
be appropriate if, for example, the information that “Thatcher hosted a dinner in 10
Downing Street in July 1978” had been recently introduced into the discourse (1).
Note that this general characterization of the meanings of these discourse particles does not require that they mark uninformative assertions, in the strict sense of
assertions whose contents are already in the common ground. The informal characterization of the German discourse particles is consistent with an analysis in which
the content of the clause including ja or doch is only mutually believed, rather than
commonly believed. Formal analyses of ja and doch, of which there are many, di↵er
with respect to whether their uses entail anything about the contents of the common
ground. However, there is no dispute that both particles can be used in assertions
whose contents are entailed by the common ground, just as we saw with English expressions that mark uninformativity. For example, Kaufmann and Kaufmann (2012)
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note that the following example is felicitous if it is already common ground that the
addressee can go to the doctor.
(40) Du kannst ja zum Arzt gehen.
you can
ja to.the doctor go
“(As we’ve already established), you can go to the doctor.”
Rojas-Esponda (2015) o↵ers an example along the following lines in which doch is
used in an assertion that otherwise communicates information already in the common
ground. Suppose that it has been established as common ground between Bo and
Jack (who are in Germany) that Nadine is in Italy. Later, Jack asks Bo if Nadine
is going to joining them for dancing that night (Geht Nadine heute Abend mit uns
tanzen? ). Bo may respond as follows:
(41) Bo: Nein. Nadine ist doch in Italien.
No. Nadine is doch in Italy.
“Bo: No. You know Nadie is in Italy.”
A full discussion of the data related to ja and doch would go well beyond the
scope of this chapter. Nonetheless, we have seen that these particles can be felicitously used in assertions whose content is otherwise already entailed by the common
ground. In such cases, there is a question of what purpose these assertions serve. The
model of awareness presented in Chapter 2 illuminates one function of such utterances. Although their content is already entailed by the common ground, they may
nonetheless serve the purpose of raising addressees’ awareness of some issue. The
awareness model may be particularly well-suited to handle a case like that shown in
(41). In short, this example can be analyzed as one in which Jack has made an implicit assumption that Nadine is not in Italy, despite implicitly knowing she is there.
Bo’s response in (41) does not simply answer Jack’s question, but also overturns his
implicit assumption that Nadine is not in Italy. Discourse particles similar to German ja and doch are attested in a wide range of languages, including Dutch, Greek,
Finnish, Hungarian, Mandarin, Japanese, Mandara, St’át’imcets, and Manado Malay
(Kratzer and Matthewson 2009; Stoel 2005; Zimmermann 2011). It is possible that
awareness-based analyses may shed light on the function of these particles, although
I leave such analyses for future research.
To close this section, I note that while speakers have means to explicitly mark uninformative assertions as such, they do not always do so. Walker’s IRUs, for example,
are uninformative but often without any explicit acknowledgment of their uninformativity. This raises the question of why a speaker would ever mark an assertion as
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uninformative, if there is no need to. I set this question aside for now, but return to
it in Chapter 6.

3.2.3

The Pretense of Uninformativity

Before taking on the case of assertions of clarity, the subject of §3.3, I wish to highlight
several cases in which speakers adopt a pretense of asserting something uninformative
when, in fact, their assertions are informative. These uses are not redundant assertions in the sense laid out in the beginning of this chapter, and I only provide a brief,
relatively informal characterization of the functions that adopting such a pretense
can serve. Still, it is worthwhile to comment on these cases and some functions they
serve, as they often employ the same markers of uninformativity that appear in truly
uninformative assertions.
One prominent case in which speakers adopt a pretense of uninformativity is
when they are attempting to coerce listeners into accepting some claim by treating
this claim as common knowledge or common belief. Such coercive uses of markers of
uninformativity are common in political debates and discussions. For example, consider the following from a 2013 appearance by Republican Senator Mitch McConnell
on Face the Nation.19
(42) And we all know that the unsustainable growth rate of entitlements is the
single biggest challenge confronting America’s future.
Of course, there were likely many people who heard McConnell’s statement who did
not believe that the growth rates of entitlements were the single biggest challenge
confronting America’s future. Moreover, McConnell knew that this was the case.
Assuming that McConnell’s use of we all was meant to include such listeners, he
could not have been speaking sincerely. Rather, he adopted a pretense of making an
uninformative assertion.
To see how McConnell’s statement may act to coerce a listener into believing that
the growth rate of entitlements is the biggest challenge confronting America’s future,
I consider more generally how adopting the pretense that a proposition p is common
19

Note that here I treat the expression we all know that p as a marker of uninformativity, despite the
fact that such an expression can be used truthfully and non-coercively in an informative manner.
So long as p is mutual knowledge, but not common knowledge, a speaker may make such an
assertion truthfully while still causing a non-trivial change to the common ground. That said,
this expression can also be used in cases in which p is common knowledge and I take it that in
example (42), McConnell is adopting the pretense that it is common ground that the growth rate
of entitlements is the greatest challenge facing America.
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ground may induce a listener to accept p. Suppose a speaker adopts the pretense that
p is common knowledge and makes an assertion that reflects this pretense. Since the
listener does not believe p, the listener can recognize that p is not, in fact, common
ground. Nonetheless, the listener may think that the speaker sincerely believed p to
be common ground.20 If the speaker has such a mistaken belief, it likely that p is
widely believed. After all, if p were instead controversial or widely disbelieved, then
we could expect the speaker to have encountered individuals who did not believe p,
which would disabuse the speaker of the notion that p was common ground. Thus,
the listener may infer that p, despite not being commonly believed, is widely believed.
If the listener takes a widely held belief to be more likely to be correct than a belief
that is not widely held, the above reasoning will make the listener more likely to
accept p than if the speaker had simply asserted p outright.
In the case of (42), the reasoning would go more or less as follows. Even though the
listener can recognize McConnell’s claim about entitlements is not common ground,
the listener may take McConnell to sincerely believe that it is common ground. The
listener may then reason that McConnell would be unlikely to have such a belief
if this were a controversial claim or one that was rejected by individuals that McConnell often interacted with. For this reason, the listener can conclude that although
McConnell’s claim is not common ground, there is a good chance that it is widely
believed. If the listener trusts the judgment of those who hold this belief, then this
may provide stronger grounds for the listener to believe this claim than McConnell’s
belief in the claim on its own would.21
In some cases, the coercive e↵ect of adopting a pretense that p is common ground
may be derived from the speaker structuring an utterance in such a way that p itself
is not the utterance’s at-issue content. For example, in (42), the at-issue content
of McConnell’s utterance has to do with what is common knowledge, not whether
20

The model of the common ground introduced above does not allow for discourse participants to
be mistaken about the contents of the common ground, at least according to their implicit, background beliefs. Nonetheless, discourse participants may adopt implicit assumptions according to
which their filtered beliefs about the common ground do not reflect reality. Some work, such
as Beaver 2001 and Roussarie 2011, have proposed models that allow for discourse participants
to be uncertain about the contents of the common ground. Such models would allow for discourse participants to be mistaken about the contents of the common ground without relying on
awareness-related notions, but I do not explore such models here.
21
On the one hand, we may take McConnell’s authority as the Senate Majority Leader to provide
some reasonable grounds for a listener to trust his judgment and those who he interacts with who
share this belief. On the other hand, politicians, particularly members of the opposite political
party, are widely distrusted in contemporary American society. For this reason, it is questionable
how successful McConnell was in adopting a pretense of uninformativity.
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growth in entitlements is a challenge confronting America. Ensuring that p is not
the at-issue content of an utterance may, in turn, make it harder for a listener to
challenge p, as simply rejecting the speaker’s claim does not suffice to reject p.
Coercive uses may achieve a goal of the speaker’s even if the listener does not
come to believe p. For example, a listener may find it advantageous to respond to a
speaker’s pretense that p is common ground by adopting a pretense of the listener’s
own to the e↵ect that the listener believes p. Such a pretense may help avoid social
conflict that could result over the disagreement about p or could help the listener
avoid appearing misinformed to others who do believe p. In such cases, the listener
may recognize that the speaker is not fully sincere and is adopting a pretense. When
this is recognized, the success of the speaker’s pretense will largely depend upon how
willing the listener is to go along with this pretense.
A speaker may also adopt the pretense that p is uninformative in order to communicate to the listener that p is the case while also appearing to take the listener
as well-informed with respect to p. This usage relates to matters discussed in §6.3
regarding politeness-related reasons for using markers of uninformativity. See this
section for a fuller account of this phenomenon. For now, we can say that a speaker
may seem some social utility in treating the listener as well-informed with respect to
p, even if the speaker does not believe the listener to be well-informed. This social
utility may simply be related to the speaker’s desire to be polite, but it may also be
related to a desire to build camaraderie with the listener. As noted above, in their
sincere uses, markers of uninformativity can be used by speakers to emphasize shared
beliefs between interlocutors as part of a process to build camaraderie. Even when
these beliefs are not shared, it is plausible that the pretense of such shared beliefs
could serve the same social function. The e↵ectiveness of such a move will likely depend upon how willing a listener is to identify with the speaker.22 Example (42) was
used to illustrate how adopting a pretense of uninformativity could be used in order to
coerce listeners into accepting a claim about the growth rates of entitlements. However, it is also plausible that McConnell aimed at presenting this claim as a shared
belief in order to build social cohesion with listeners who were likely to accept his
claim. These two goals are not mutually exclusive, and it seems reasonable to assume
that some combination of the two motivates his adopted pretense of uninformativity.
22

It was noted above that emphasizing shared beliefs or perspectives for the purpose of building
social cohesion has been used to explain the use of “a↵ective demonstratives” (Acton and Potts
2014; Chen 1990; Lako↵ 1974; Wolter 2006). Acton and Potts (2014) demonstrate that in the e↵ectiveness of a speaker’s a↵ective demonstratives in achieving this goal depends upon the willingness
of listeners to identify with the speaker.
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In other cases, a speaker may adopt the pretense that a proposition p is common
ground for the sake of resolving some uncertainty about what the speaker intended
to communicate by some prior utterance.23 Suppose a speaker asserts by which
the speaker intends to communicate the proposition p. However, due to some ambiguity, imprecision, or unclarity in , the speaker is not confident that the listener
fully understood the speaker’s intended meaning. In order to resolve this outstanding uncertainty regarding the speaker’s original intention, a speaker may utter some
assertion, e.g. As I said earlier, , where is some expression that the speaker takes
to unambiguously communicate the proposition p. In this case, the speaker would
be acting as if p was already common ground despite harboring some uncertainty
that the listener had correctly interpreted the speaker’s previous utterance in order
to allow p to enter the common ground.
Note that in these cases, a speaker could communicate p by simply uttering , i.e.
without using a marker of uninformativity. But in doing so, the speaker would not
clarify whether was meant to simply reiterate what was intended by or whether
was intended to communicate something in addition to whatever was meant by .
In using a marker of uninformativity, such as As I said earlier, the speaker can both
ensure that p is communicated and that the listener is no longer uncertain about
what was intended by the assertion of .

3.3

Case Study: Assertions of Clarity

In the previous section, I discussed a number of cases of uninformative assertions that
are nonetheless felicitous, proposing that the functions of some of these assertions may
be explained in terms of raising a listener’s awareness of some issue. In this section,
which is based upon an article currently in press at Journal of Semantics, I delve into
a particular type of assertion, assertions of the form It is clear that p, that has been
previously argued to be, at least at first glance, necessarily uninformative. Below,
I examine this claim, ultimately arguing that these assertions are not necessarily
uninformative. However, in other cases, it does appear that these assertions should
be uninformative. I then argue that the awareness model presented in Chapter 2
is able to make sense of these seemingly uninformative assertions of clarity, much
in the same way that considerations of awareness can provide an explanation of the
functions of the uninformative assertions considered above.
This section is organized as follows. After an introduction to the main claims that
23

My thanks to Chris Potts (p.c.) for suggesting such a case.
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have been made about clarity assertions (§3.3.1), I lay out some basic facts about
clarity statements that should be accounted for by a semantics for clear (§3.3.2). I
then discuss previous analyses of clarity assertions and their shortcomings (§3.3.3).
In §3.3.4 and §3.3.5, I o↵er a novel proposal for the semantics of clear that is partially based on the awareness model presented in §2.1.4. I then illustrate how these
semantics for clear predict that not all clarity assertions are uninformative (§3.3.6).
Finally, in §3.3.7, I apply the awareness model of §2.1.4 to explain the function of
clarity assertions when these assertions do appear to be uninformative.
The first discussion of the supposed necessary uninformativity of assertions of
clarity appears in Barker and Taranto 2003. Barker and Taranto introduce this as
“paradox of asserting clarity.” To illustrate this claim, consider the following scenario.
Little Jack Horner is in San Francisco and is looking for a good place to get pastries.
He enlists the help of his friend Little Bo Peep. They come across two bakeries:
Tartine and Arizmendi. When Jack and Bo approach the bakeries, there is a long
line outside Tartine, but there is no line outside Arizmendi. Bo utters the following:
(43) Bo: It’s clear that there is a wait at Tartine.
Intuitively, Bo’s utterance in (43) is true in the context described, so we can use
this situation as a starting point for understanding the truth conditions of clarity
statements.
First, for Bo’s utterance to be true, she must possess evidence that there is a
wait at Tartine. In the situation described above, her evidence consists in the line
of people waiting outside Tartine. Because she lacks evidence that there is a wait at
Arizmendi, Bo cannot felicitously assert (44) in the same context:
(44) Bo: # It’s clear that there is a wait at Arizmendi.
Bo’s utterance in (44) remains infelicitous even if Bo has private evidence that Arizmendi has a wait. Perhaps Bo’s friend Humpty Dumpty is inside Arizmendi and has
sent a text message to Bo saying that there is a wait. Still, it appears that Bo cannot
assert to Jack that it is clear that there is a wait at Arizmendi unless Jack has access
to the relevant evidence as well. Based on similar observations, Barker and Taranto
o↵er the following initial hypothesis about the truth conditions of clarity statements.
It is clear that p is true if and only if there exists some publicly available evidence,
i.e. evidence available to all discourse participants, that supports the conclusion that
p.
Now suppose we are in a context in which the clarity of p is truly asserted. It
follows that there is some publicly available evidence that supports the conclusion that
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p. Assuming that all discourse participants are rational, they should all conclude p
on the basis of the publicly available evidence. But if all discourse participants have
already concluded p, and can conclude that all other discourse participants have
concluded p, then p should already be part of the common ground. Moreover, if the
public accessibility of the evidence supporting p is common ground, then it should also
be common ground that it is clear that p. Following this type of reasoning, Barker
and Taranto conclude that any true assertion of clarity is necessarily uninformative.
For Barker and Taranto, the necessary uninformativity of clarity assertions is
puzzling, since they take the view that the only conventional discourse e↵ect that
assertions can serve is that of updating the common ground. Of course, I have shown
evidence that uninformative assertions are not necessarily infelicitous. This section
extends these observations about uninformative assertions in general to the special
case of clarity assertions. In doing so, however, I also argue that, contra Barker and
Taranto’s claims, clarity assertions are not necessarily uninformative.
A number of authors have previously considered the issue of clarity assertions
(Barker 2009; Barker and Taranto 2003; Bronnikov 2008; Taranto 2006; Wolf 2014;
Wolf and Cohen 2011), each of whom pursues the strategy of developing a lexical
semantics for clear according to which clarity assertions may be both true and informative. In part, I also follow this strategy in that I o↵er a new proposal for the
meaning of clear that predicts that, in certain contexts, clarity assertions can be
both truthful and straightforwardly informative. The semantics for clear that I propose take inspiration from genericity-based accounts of predicates of personal taste.
However, I argue that developing the correct semantics for clear is insufficient to
explain the function of clarity statements in all contexts. In those contexts in which
clarity assertions are expected to be uninformative, I propose that the function of
these assertions may be explained in terms of their e↵ects on interlocutors’ awareness
states.

3.3.1

The “Paradox of Asserting Clarity”

Before considering previous proposals regarding the semantics of clear and the function of clarity assertions, it is worth trying to restate the paradox somewhat more
formally to get a better idea of what the paradox is supposed to be. Note that the
original formulation of the paradox relies on informal, intuitive notions regarding
whether some proposition follows rationally from some body of evidence. The restatement below also relies on these intuitive notions, meaning that the restatement
is not fully formally precise. But note that the purpose of this restatement is not to
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show that the paradox of asserting clarity is, in fact, a logical paradox. In the end,
of course, we will want to show that clarity assertions are not paradoxical. Rather,
it is to make more apparent why our intuitions might lead us to believe that clarity
assertions should be uninformative.
Suppose that in a context with context set C, a speaker felicitously asserts that
some proposition p is clear. Let clear(p) denote the content of the speaker’s assertion.
If clarity assertions are truly uninformative, as claimed by Barker and Taranto (2003),
we should be able to show that C = C \ clear(p). Why should we think that clarity
assertions are uninformative in this way? We can motivate Barker and Taranto’s
claim by adopting the following:
(45)

a. An assertion of clear(p) is true if and only if there exists some set of
propositions e ✓ CG (the evidence) such that any agent who believes e
can rationally infer that p.
b. All discourse participants are rational and logically omniscient.
c. It is common ground that all discourse participants are rational and logically omniscient.

Of course, Chapter 2 provided arguments that the claims in (45b) and (45c) are
misguided. Nonetheless, these assumptions are crucial for motivating Barker and
Taranto’s claim that clarity assertions are uninformative. We have our initial set of
truth conditions for clear(p) in (45a). We can break these down into two parts: (i)
e is in the common ground; and (ii) any agent who believes e can rationally infer
that p. To show that clarity assertions are always uninformative, we must show that
whenever clarity is felicitously asserted, (i) and (ii) were already common ground
before the clarity assertion.
Suppose that a speaker makes a felicitous assertion of clarity. Following the truth
conditions for clarity in (45a), it follows that e was already in the common ground.
It then follows from the definition of the common ground that if e is in the common
ground, the proposition that e is in the common ground is also in the common ground.
Thus, whenever clear(p) is felicitously asserted, (i) was already common ground before
the assertion of clear(p).
Next, note that (45a) ensures that e is sufficient evidence for any agent to rationally infer p. By (45b), it follows that all discourse participants should have inferred
p from the evidence e. Assuming that rational agents can recognize that a particular
inference is rational, all discourse participants should also conclude that e is sufficient
evidence to rationally infer p. Finally, by (45c), all discourse participants can recursively reason about what the other discourse participants have inferred on the basis
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of e. In particular, all discourse participants should recognize that all other discourse
participants have inferred that p, that e is sufficient to infer p, that all other discourse participants have inferred p, etc. This ensures that (ii), the proposition that
any agent who believes e can rationally infer that p, is in the common ground. Thus,
the assumptions in (45) suggest that clear(p) must already be in the common ground
whenever clear(p) is truly asserted.
One may object that the initial observations regarding the felicity of clarity assertions do not justify (45a). At best, all we have seen is that the existence of publicly
available evidence supporting p is a necessary condition for the clarity of p, but perhaps it is not a sufficient condition for the clarity of p. Suppose we change (45a) to
the following:
(45)

a0 . If an assertion of clear(p) is true, then there exists some set of propositions
e ✓ CG (the evidence) such that any agent who believes e can rationally
infer that p.

On this modification, an assertion of the clarity of p still requires the presence of some
evidence in the common ground from which p can be rationally inferred. But the truth
of clear(p) may also depend on other factors, which we have not yet specified, that
may not be in the common ground.
However, even with the modified assumption in (45a0 ), assertions of clarity might
be puzzling in the following way. If clear(p) has been felicitously asserted, we know by
(45a0 ) that all discourse participants believe e and that all discourse participants can
rationally infer p. By (45b), it follows that all discourse participants have inferred p.
Finally, by (45c), it follows that all discourse participants have inferred that all other
discourse participants have inferred p. This ensures that p is in the common ground
before the clarity of p is asserted. While this falls short of showing that the assertion
of clear(p) is uninformative, we might still wonder what the purpose of asserting the
clarity of p is if p is already in the common ground.

3.3.2

Desiderata for a Semantics of Clarity

The discussion in the previous section relied on a first-pass hypothesis for the meaning
of clarity assertions. But in order to refine our understanding of the function of clarity
assertions, we will need a better handle on the truth conditions of clear. Here, I lay
out the phenomena that any semantic analysis of clarity statements must account for.
So far, I have only considered assertions of the form It is clear that p (simple
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clarity). However, other types of clarity statements are possible, which make explicit to whom a proposition is clear (personal clarity) or from what evidence the
clarity of a proposition follows (evidential clarity):24
(46)

a. Simple clarity
It’s clear that there is a wait at Tartine.
b. Personal clarity
It’s clear to me that there is a wait at Tartine.
c. Evidential clarity
It’s clear from the line outside that there is a wait at Tartine.
d. Personal-evidential clarity
It’s clear to me from the line outside that there is a wait at Tartine.

It is also useful to establish terminology for the arguments appearing in these expressions. Suppose we have a personal-evidential clarity expression of the form It is clear
to x from e that p. Call p the conclusion or prejacent of a clarity statement, x
the experiencer, and e the evidence. An ideal semantics for clear would provide
a meaning for each type of clarity expression and elucidate the relationship between
these di↵erent expressions.
Only assertions of simple clarity are standardly taken to be necessarily uninformative. In particular, assertions of personal clarity and personal-evidential clarity are
not obviously uninformative in the same way. Recall that the argument for the uninformativity of simple clarity assertions relied upon an assumption that the evidence
supporting a simple clarity assertion had to be possessed by all discourse participants.
In contrast, it is not hard to construct examples of personal and personal-evidential
assertions of clarity that rely on private evidence. Consider (47):
(47) Bo: It’s clear to me that Tartine has the best pastries in town, but I know
you’ve never been there.
The evidence for Bo’s assertion (presumably) consists in her experiences with pastries
from Tartine and other bakeries. This evidence is not shared by her interlocutor,
as Bo acknowledges. Therefore, there is no expectation that her interlocutor can
24

For the most part, I ignore adverbial clarity expressions, e.g. Clearly, there is a wait at Tartine,
but assume that a sentence of the form Clearly p is roughly equivalent in meaning to It is clear
that p. An alternative view is o↵ered by Wolf and Cohen (2011), who argue that adverbial clarity
statements require a di↵erent analysis than non-adverbial clarity statements. Building on the work
of Piñon (2006), Wolf and Cohen claim that adverbial clarity statements are speaker-oriented, so
Clearly p is roughly equivalent to It is clear to me that p. See Barker 2011 for some criticisms of
Wolf and Cohen’s treatment of clearly.
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make any conclusions regarding the quality of Tartine’s pastries, and (47) may be
straightforwardly informative.
There are important relationships between the conclusion, experiencer, and evidence of clarity expressions that should be captured by our semantics for clear. First,
the experiencer must have knowledge of the evidence, as shown by the infelicity of
(48):
(48) # It is clear to Bo from the line outside that there is a wait at Tartine, but
Bo does not know whether there is a line outside Tartine.
Second, the evidence must support the conclusion, as noted above. Thus, it is infelicitous to assert the clarity of p on the basis of evidence that is completely irrelevant
to p:
(49) # It is clear from the fact that nine is divisible by three that there is a wait
at Tartine.
Moreover, even if the evidence is relevant to p, the clarity of p cannot be asserted
if this evidence is somehow an insufficient basis for one to conclude p. For example,
suppose that Bo is in the running for a promotion at work and we have evidence
sufficient to conclude that it is clear that Bo will receive the promotion. Suppose
that this evidence includes the fact that Bo was employee of the month last month,
but that this fact alone is not sufficient to conclude that she will be promoted. In
this case, (50) is infelicitous.
(50) # It is clear from the fact that Bo was employee of the month last month that
she will be promoted.
Thus, any semantics for clear must capture the fact that the clarity of p from e requires
that e is sufficient to conclude p. I refer to this as the evidential sufficiency
requirement.
If an experiencer must be in possession of the evidence, and this evidence must
be sufficient to conclude p, then we should also expect the experiencer to believe the
conclusion of a clarity expression. As a first pass, this seems correct, as suggested by
the infelicity of (51):
(51) # It is clear to Bo that there is a wait at Tartine, but Bo does not believe
there is a wait at Tartine.
As I discuss below, according to at least one analysis of clarity expressions, the clarity
of p to x does not entail that x believes p. Still, all analyses must find some way of
explaining the infelicity of examples like (51).
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Barker and Taranto (2003) and Barker (2009) note that clear is vague, which we
can confirm by showing that clear exhibits the properties standardly associated with
vague predicates: (i) the truth conditions of sentences containing vague predicates
are contextually variable; (ii) vague predicates have “borderline cases” in which it is
difficult to say whether the predicate truly applies or not; and (iii) vague predicates
give rise to Sorites paradoxes (Kennedy 2007).
The contextual variability of vague predicates is usually tied to the fact that the
interpretation of a vague predicate depends upon a contextually relevant comparison
class. To see such contextual variability in the case of clear, consider the following:
(52) It is clear that P does not equal NP.
It is currently unknown whether P equals NP, although most computer scientists
believe that P does not equal NP (Rosenberg 2012). In a discussion about proven
mathematical results, (52) would likely be judged false on the basis of the fact that
it is not currently known whether P equals NP. But in a discourse in which the P
versus NP problem is compared to other unanswered mathematical questions, we
might judge (52) to be true, since many experts share the strong intuition that it is
true.
Borderline cases and the Sorites paradox can be illustrated with the following
example. Suppose we want to determine whether a coin is fair or not. After flipping
the coin once, it comes up heads. In this context, (53) is uncontroversially false.
(53) It is clear that the coin is unfair.
We then flip the coin ninety-nine more times, and it comes up heads each time.
After these coin flips, (53) is uncontroversially true. The more interesting question
is whether (53) is true at some intermediate point, e.g. is it clear that the coin is
unfair after it has been flipped 10 times? At such a borderline case, it is difficulty to
say whether the proposition that the coin is unfair is clear or not. Finally, a Sorites
paradox for clear can be constructed by first taking as a premise that if it is clear
that a coin is unfair after coming up heads x times in a row, then it is clear that coin
is unfair after coming up heads x 1 times in a row.25 Next, we take as a premise
that it is clear that a coin is unfair after coming up heads 100 times in a row. We
can then conclude that it is clear that a coin is unfair after coming up heads just
once. While both premises are plausible, the conclusion is not. Thus, clear has the
standard properties associated with vague predicates.26
25
26

See Barker 2009 for an alternative Sorites paradox for clear.
Interestingly, clear patterns with maximum-standard absolute adjective (Kennedy and McNally
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Having set out some initial desiderata for the semantics of clear, in the next section
I consider several previous proposals for the meaning of clarity statements. In each
case, we will consider how well these proposals address the properties of clear noted
here and how well they are able to resolve the paradox of asserting clarity.

3.3.3

Previous Proposals

Barker and Taranto (2003)
Barker and Taranto (2003) propose that a proposition p is clear to an agent so long
as the agent’s degree of belief or credence in p exceeds some contextually relevant
threshold.27 Simple clarity is derived from personal clarity by taking the implicit experiencer argument to default to the set of all discourse participants. Let d(c)(JclearK)
be a function from contexts c to degrees of likelihood. Then, we have the following
definitions for personal and simple clarity:28
(54)

a. It is clear to x that p is true in a context c i↵ the maximal degree to which
x judges that p is likely to be true is at least as great as d(c)(JclearK).
b. It is clear that p is true in a context c i↵ the maximal degree to which all
discourse participants judge that p is likely to be true is at least as great
as d(c)(JclearK).

Barker and Taranto attempt to resolve the paradox of asserting clarity by leveraging
the distinction between mutual belief in a proposition p and common belief in p.
2005).
(i)

a.
b.
c.
d.

It
It
It
It

is
is
is
is

100% clear/??unclear that Mindy is a doctor.
completely clear/??unclear that Mindy is a doctor.
perfectly clear/??unclear that Mindy is a doctor.
fully clear/??unclear that Mindy is a doctor.

According to Kennedy and McNally (2005), for some maximum-standard absolute adjective a to
be truly predicated of an entity x, x must be maximally a, i.e. exhibit a maximum degree of the
scale denoted by a. From this, Kennedy and McNally claim that maximum-standard absolute
adjectives should not exhibit vagueness. Exceptions to this generalization, such as bald, have been
noted (Kennedy 2007, fn. 30), and it seems that clear is another exception.
27
The proposals put forward in Taranto (2005) and Taranto (2006) are largely similar to that o↵ered
in Barker and Taranto (2003). For this reason, I do not discuss them separately.
28
Absent from Barker and Taranto’s proposal is any discussion of the role of evidence in the truth
conditions for clarity, the evidential sufficiency requirement, or a proposal for the truth conditions
of evidential clarity statements.
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Given the semantics in (54), a proposition p is clear in a context so long as it is
mutually believed by all discourse participants. Since mutual belief is a weaker notion
than common belief, mutual belief in p does not entail that either p or clear(p) is
commonly believed. In this way, Barker and Taranto attempt to avoid the conclusion
that assertions of clarity are necessarily uninformative. However, once the clarity of p
is asserted, all discourse participants know that p is mutually believed, and they know
that all other discourse participants know that p is mutually believed, etc. Thus, an
assertion of clear(p) converts the mutual belief in p into common belief in p.
Let’s consider this proposal in terms of the assumptions laid out in (45). Although
their proposed truth conditions for clear do not make reference to the evidence supporting clarity statements, Barker and Taranto’s prose indicates that they accept
(45a0 ), which states that the evidence supporting a clarity assertion is in the common
ground and that any rational agent in possession of this evidence can conclude the
prejacent. They also state their commitment to (45b), which states that all discourse
participants are rational and logically omniscient. On the basis of these two assumptions, it follows that whenever clear(p) is truly asserted, p must be a mutual belief
of all discourse participants.
For their proposed solution to work, Barker and Taranto must reject (45c), which
states that it is common ground that all discourse participants are rational and logically omniscient. By rejecting (45c), it is possible for p to be a mutual belief but
not a common belief. Note, however, that Barker and Taranto o↵er no justification
for their (implicit) rejection of (45c), but their commitment to (45b). A plausible
motivation for rejecting (45c) is that, as discussed in Chapter 2, it is psychologically
unrealistic to assume perfect rationality and logical omniscience on the part of all discourse participants. But if we use this reasoning to reject (45c), we can use the same
reasoning to reject (45b). Barker and Taranto’s stance, in which (45b) is accepted,
but (45c) is rejected, is not well-motivated.
Barker (2009)
Barker (2009) o↵ers a revised analysis of clarity that moves away from the beliefbased account of Barker and Taranto (2003). This move is motivated by the following
arguments that belief is neither necessary nor sufficient for clarity. First, Barker notes
that even in a discourse in which all participants strongly believe that God exists,
they may still judge (55) to be false.
(55) It is clear that God exists.
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Thus, mutual belief in p is not a sufficient condition for the clarity of p. Next, Barker
claims that a speaker could felicitously assert (56) while holding a private belief that
there is life on Mars.
(56) It is clear that Mars is barren of life.
According to Barker, a speaker who asserts (56) claims that it is rational, given
the evidence, to conclude that Mars cannot support life. It would be very odd for a
speaker to assert this without actually believing that Mars is barren of life, but Barker
maintains that a speaker who asserts (56) may hold an irrational belief that there is
life on Mars. Thus, according to Barker, belief in p is not a necessary condition for
the clarity of p.
Barker o↵ers a new set of truth conditions for clarity claims, based on the idea
that a proposition is clear so long as it is well-justified by the common ground. The
notion of how well a proposition is justified by the common ground is formalized
in the style of Kratzerian analyses of modality (Kratzer 1981, 1991). Let C be the
context set, and let g : W ! }(}(W)) be a stereotypical ordering source from worlds
w to assumptions about the normal course of events in w. At a world w, the ordering
source g(w) imposes a partial order on worlds g(w) such that w0 g(w) w00 if and
only if {p 2 g(w)|w00 2 p} ✓ {p 2 g(w)|w0 2 p}. Next, let µ(w) be a function
mapping worlds to degrees such that µ(w0 )  µ(w00 ) only if w0 g(w) w00 . Finally,
let d(w)(JclearK) be a function that maps each world w onto the necessary degree of
justification required for a proposition to be clear in w. Simple clarity is defined as
follows:29
(57) It is clear that p is true at a world w in a context with context set C i↵
8w0 2 C (µ(w0 )  d(w)(JclearK) ! w0 2 p).
That is, a proposition is clear so long as it is true in all of the most normal worlds
consistent with the common ground. Barker takes both the evidence and the contents of g(w) to be part of the common ground. Thus, the common ground settles
every proposition’s degree of justification up to a positive monotonic transformation.
However, this does not settle whether a proposition is clear, as Barker contends that
29

Barker does not provide a formal definition of personal clarity, but writes that personal clarity
may rely on evidence that is possessed by the experiencer, but is not part of the common ground,
and that personal clarity involves a personal standard for clarity, rather than one that is in the
common ground. Thus, for a personal clarity statement to be true, all worlds consistent with
experiencer’s body of evidence must be at least as normal as the experiencer’s personal standard
for clarity. Barker, though acknowledging the existence of evidential clarity statements, does not
comment on how the truth conditions for evidential clarity expressions di↵er from (57).
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discourse participants may be in doubt about the contextual standard d(w)(JclearK).
Assertions of clarity provide information about this standard, since following a felicitous assertion of the clarity of p, d(w)(JclearK) can be no greater than the degree of
normality of most normal non-p-world.
In addition, Barker takes the value of d(w)(JclearK) to play a key role in which
propositions may enter the common ground. We can say that a proposition p has
a degree of justification dp at a world w when dp is the smallest value such for all
w 2 p, µ(p)  dp . Then, only propositions whose degrees of justification are equal to
or exceed d(w)(JclearK) may be part of the common ground. A speaker who asserts
the clarity of p ensures that p and all other propositions as well-justified as p may
enter in the common ground. In this way, the proposal of Barker (2009) maintains
Barker and Taranto’s (2003) idea that asserting the clarity of p is a way to ensure that
p enters the common ground. However, in the revised proposal, this is accomplished
indirectly by setting the standard d(w)(JclearK).30
To provide an illustration of how Barker’s proposal would work, suppose Bo and
Jack are in a context such that for all w 2 C, g(w) contains only two propositions:
p, the proposition that if there is a line outside a bakery, there is a wait in the
bakery, and q, the proposition that the croissants at Tartine are fresher than those
at Arizmendi. For every world w 2 p \ q, the value of µ(w) will be the same. Let
dp\q denote this value. Likewise, the value of µ(w) will be the same for every world
w 2 p \ (W \ q). Let dp denote this value. We have dp\q < dp . Now suppose that Bo
and Jack see the line outside Tartine. As a result, the proposition that there is a line
outside Tartine enters the common ground. Bo then utters that it is clear there is a
wait at Tartine. The immediate e↵ect of this utterance is to set d(w)(JclearK) to a
value that is no greater than dp . As a result, p, and everything entailed by p, enters
the common ground.31
30

Although it is argued in Barker 2009 that the only function of clarity assertions is to set the
standard d(w)(JclearK), it is proposed in Barker 2011 that clarity assertions may have another
function. According to Barker (2011), interlocutors may disagree about the ordering source g(w),
a position that is intended to account for cases discussed by Wolf and Cohen (2011) in which
interlocutors conclude that contradictory propositions are clear on the basis of the same bodies
of evidence. If interlocutors shared the ordering source g(w), as assumed in Barker 2009, such
situations would be impossible. On the revised view presented in Barker 2011, clarity assertions
may serve to inform discourse participants about the appropriate ordering source for the normality
of worlds in addition to resolving the contextual standard for clarity d(w)(JclearK).
31
Of course, the value of µ(w) will also be the same for every world w 2 q \ (W \ p). We can denote
this value with dq . Worlds in p \ W \ q and q \ W \ p are incomparable with respect to g(w) , so
depending on the choice of µ, we may either have dp > dq or dp < dq . Thus, under some choices
of µ, the assertion of the clarity of p will also inadvertently cause q and everything entailed by q
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Barker’s approach can be viewed as a rejection of (45a), the assumption that if an
assertion of clear(p) is felicitous, there exists evidence in the common ground sufficient
for any agent to conclude p. Barker makes the follow, more nuanced assumption:
(43) a00 . If an assertion of clear(p) is felicitous, there must be some set of propositions e ✓ CG (the evidence) and some degree d such that any agent who
believes e can rationally infer that p is justified to at least degree d.
If we assume (45a00 ), along with (45b) and (45c), it follows that in any context in
which it is felicitous to assert clear(p), it is common ground that p is justified to
degree d. But this does not ensure that either p or clear(p) is in the common ground,
since Barker does not assume that the value of d(w)(JclearK) is part of the common
ground. By asserting clarity, a speaker sets an upper bound on d(w)(JclearK) and
ensures that p and clear(p) enter the common ground.
Bronnikov (2008) o↵ers several arguments against Barker’s core proposal that the
purpose of clarity assertions is to set the value of d(w)(JclearK). First, Bronnikov
notes that it is felicitous to assert the clarity of a necessarily true proposition (58).
(58) Take an integer n that is divisible by 9. It is clear that n is divisible by 3.
Any standard of clarity is consistent with it being clear that n is divisible by 3 if n
is divisible by 9, so asserting the clarity of this proposition cannot tell us anything
about d(w)(JclearK). Thus, Barker’s proposal leaves us with no explanation for the
function of an assertion of (58).
Second, Bronnikov points out that Barker’s proposal has trouble handling cases
involving multiple clarity assertions whose conclusions follow from similar bodies of
evidence. Suppose that Bo and Jack see a woman walk by wearing a white coat and
a stethoscope. Bo may felicitously utter (59a). Next, a man walks by dressed the
exact same way. Jack may felicitously utter (59b).
(59)

a. Bo: It’s clear that she’s a doctor.
b. Jack: It’s clear that he’s a doctor too.

Since our evidence for concluding that the woman and man are doctors is highly
similar, all the worlds in which the woman is a doctor should be just as normal as
the worlds in which the man is a doctor. According to Barker, once Bo utters (59a),
she sets the standard for clarity such that all worlds in which the woman is a doctor
to enter the common ground. To avoid this consequence, we can require that a proposition enters
the common ground so long as it is true at every world w such that µ(w) < d(w)(JclearK) for any
choice of µ.
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are at least as normal as this standard. Given this, once we see the man wearing a
white coat and a stethoscope, it should immediately follow that all worlds in which
the man is a doctor are at least as normal as the standard. But then (59b) should
have no e↵ects on the contextual standard for clarity, and thus no discourse e↵ects
whatsoever. Nonetheless, (59b) is felicitous.
Wolf and Cohen (2011)
Wolf and Cohen (2011) o↵er an analysis of clarity that is reminiscent of Barker and
Taranto’s original analysis in that the truth conditions of clear depend on the beliefs
of individual agents.32 Wolf and Cohen have two main reasons for adopting a beliefbased analysis of clarity. First, examples such as (51) suggest that personal clarity
statements reflect the beliefs of the experiencers. Second, Wolf and Cohen argue that
clearly patterns with a class of adverbs described in Piñon (2006) that signal the
strength of a speaker’s belief in the proposition that they modify. If we assume that
clearly also modifies the strength of a speaker’s belief and that clearly and clear are
closely related, then clear too should have something to do with belief. At the same
time, Wolf and Cohen also follow Barker (2009) in assuming that mutual belief of all
discourse participants is neither a necessary nor sufficient condition for simple clarity
to be true in a given context. As a result, a statement of simple clarity cannot be
reduced to a statement about the beliefs of the speaker or of discourse participants.
Wolf and Cohen reconcile the arguments for and against incorporating belief into
the semantics of clarity by developing a notion of “objectivized belief.” For personal
clarity statements, only the beliefs of the explicit experiencer are relevant for determining clarity. However, when an experiencer argument is implicit, the relevant
beliefs are not those of any particular discourse participants, but are rather the beliefs
of “good reasoners” or experts. Formally, let R be a set of reasoners. Each reasoner
r 2 R is associated with a weight vr such that vr
vr0 if and only if r is at least a
0 33
good a reasoner as r . For each r 2 R, Pr (p) is the subjective probability r assigns
32

The approach to clarity assertions advocated in Wolf (2014) is largely similar to that presented in
Wolf and Cohen (2011). Due to these similarities, I do not discuss Wolf (2014) separately.
33
Wolf and Cohen suggest that R should include all reasoners in the domain of individuals, but this
ignores the fact that most reasoners will not have the relevant evidence to assess the prejacent of a
clarity statement. For example, when Bo and Jack look at the line outside Tartine, most reasoners
will not have access to this knowledge. To make sense of such cases, we must either restrict the
set of reasoners R to those reasoners who possess the relevant evidence or have a reasoner r’s
reasoning weight vr to depend upon whether r has access to the relevant evidence.
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to the proposition p.34 We then define Pjustification as follows:
Pjustification (p) =

X

vr Pr (p)

r2R

That is, a proposition’s “justification probability” is a weighted sum of the subjective
probabilities assigned to this proposition by all reasoners. Again let d(c)(JclearK) be
a function from contexts c to degrees of likelihood. We have:35
(60)

a. It is clear that p is true in a context c i↵ Pjustification (p)
b. It is clear to x that p is true in a context c i↵ Px (p)

d(c)(JclearK).
d(c)(JclearK).

That is, a personal clarity statement is true if and only if the experiencer’s degree of
belief in the conclusion is greater than this standard. A simple clarity statement is
true if and only if the weighted sum of subjective probabilities of the conclusion over
all individual reasoners is greater than the contextual standard for clarity.
Barker (2011) summarizes Wolf and Cohen’s proposal as one according to which
“asserting clarity entails facts about what an expert would believe.” (192). We can
view this proposal as a rejection of each of the assumptions in (45). Rather than
assuming that if an assertion of clear(p) is felicitous, any agent can conclude p on
the basis of evidence in the common ground, Wolf and Cohen claim that an assertion
of clear(p) is felicitous so long as good reasoners would conclude p. Because Wolf
and Cohen believe that agents can be weighted in terms of how good they are at
reasoning, it follows that not all agents are fully rational, contra the claims in (45b)
and (45c).
Wolf and Cohen’s proposal su↵ers from several shortcomings. First, they provide
no motivation for why simple clarity makes reference to weighted beliefs but personal
clarity does not. In addition, one of Bronnikov’s critiques of Barker’s proposal also
applies to Wolf and Cohen’s. On Wolf and Cohen’s account, when Bo asserts in
(59a) that it is clear that a woman wearing a white coat and stethoscope is a doctor,
she informs Jack that good reasoners would conclude that the woman is a doctor.
Jack then asserts in (59b) that it is clear that a man wearing a white coat and a
stethoscope is a doctor. Jack’s assertion should only be informative if there is a
possibility that good reasoners would conclude that the woman is a doctor, but not
34

Although Wolf and Cohen make use of subjective probabilities, the proposal would be essentially
the same if it made reference to non-probabilistic credences or degrees of belief instead.
35
As with the proposal of Barker and Taranto (2003) and Barker (2009), Wolf and Cohen’s proposal falls short by failing incorporate the evidence supporting a clarity statement into the truth
conditions of clear.
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the man. There is nothing logically inconsistent about good reasoners having such
beliefs, but it would require us to make rather odd assumptions about the beliefs of
good reasoners. More plausibly, if Bo’s assertion tells us that good reasoners would
conclude that the woman is a doctor, we should already know that good reasoners
would conclude that the man is a doctor. But this leaves us without an explanation
for the function of Jack’s assertion, so long as we assume, as Wolf and Cohen do, that
the function of Jack’s assertion is to be informative in some way.
Wolf and Cohen’s proposed solution to the paradox of asserting clarity also su↵ers
from a more general problem. In short, on their proposal, purpose of simple clarity
assertions is to inform one’s interlocutor about what good reasoners would conclude.
But it is not obvious why we should care what experts would conclude, particularly if
we are discussing conclusions that the discourse participants should be able to draw
on their own. When Bo and Jack encounter the line outside Tartine, why does it
matter that experts can conclude that there is a wait at Tartine? Surely Jack should
be able to conclude this on his own, so it is still mysterious what role Bo’s clarity
assertion is playing if we assume that its function is somehow tied to its ability to
inform Jack of something.36
Bronnikov (2008) & The Missing Inference Hypothesis
Although Barker and Taranto (2003) and Barker (2009) opt for the approaches to clarity assertions described above, they also consider an alternative option: the “missing
entailment hypothesis” or “missing inference hypothesis.” Barker (2009) characterizes
this proposal as follows:
Perhaps an assertion of clarity merely calls to the attention of the addressee some important fact already entailed by the common ground, but
which has somehow not yet been added to the common ground. The
evidence is available, the conclusion follows, but for some reason the addressee is hesitating to make that last step to the final conclusion. Perhaps
they have a logic deficit, and can’t compute the consequences of their own
beliefs (257–258).
36

Moreover, if we make the adjustment discussed in fn. 33 to restrict the relevant set of reasoners
to those in possession of the relevant evidence, clarity statements may not even reflect the views
of experts. If Bo and Jack are the only reasoners in possession of the relevant evidence, a simple
clarity statement is simply about what Bo and Jack believe. In this case, it is even more mysterious
what role the clarity assertion is playing.
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A missing inference approach to clarity assertions can be seen as a rejection of (45b)
and (45c), the assumptions that all discourse participants are rational and logically
omniscient and that it is common ground that all discourse participants assume other
participants to be rational and logically omniscient. On this view, asserting clear(p)
when p can be inferred from the common ground addresses deficiencies in discourse
participants’ rationality.
Barker and Taranto (2003) argue against this approach because they assume that
the common ground is closed under logical entailment. But this objection only works
against a missing entailment hypothesis of clarity, as opposed to a missing inference
hypothesis. Even on the assumption that the common ground is closed under entailment, it is possible that there is some proposition p that is not entailed by the
common ground, but which a rational agent would plausibly infer from the common
ground. Barker (2009) o↵ers another criticism of the missing inference hypothesis, by
noting that it would resemble von Fintel and Gillies’s (2011) proposal about epistemic
must. Barker points out that clear and must di↵er in at least two respects. First,
Barker claims that assertions of clarity depend on publicly available evidence, whereas
assertions including epistemic must can be based on private evidence. Second, clear
is gradable, whereas must is not. Whether or not these empirical observations are
correct,37 it is hard to see how these di↵erences are relevant to whether a missing
inference hypothesis can be pursued for clear.
The missing inference hypothesis is very much reminiscent of the discussion in
Chapter 2 of the ways in which agents may fail to be fully aware of all issues. Below,
I develop a version of the missing inference account of clarity based on the awareness
model presented in Chapter 2. But before presenting my account, I discuss a version
of the missing inference hypothesis put forward by Bronnikov (2008). Bronnikov
proposes that It is clear to x from e that p is true if and only if x has performed a
sound inference with e as premises and p as conclusion. In addition, this inference
must be neither too difficult nor trivial. The prohibition against inferences that are
too difficult stems from the intuition that if some inference is sound, but requires a
great deal of mental e↵ort to perform, its conclusion is not clear. The requirement
that inferences are non-trivial is meant to capture the fact that clarity assertions
are infelicitous if the prejacent has been explicitly stated in the preceding linguistic
discourse:
37

We will see below that it is possible to assert simple clarity on the basis of private evidence.
Although epistemic must is non-gradable in standard theories of modality following Kratzer (1991),
several contemporary theories of modality take modals to be highly similar to gradable adjectives
(Lassiter 2016; Portner and Rubinstein 2016).
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a. Mindy is a doctor.
b. # Therefore, it is clear that Mindy is a doctor.

Bronnikov formalizes this proposal using a dynamic logic for inferences adapted
from Duc (2001). Bx p is true if and only if x believes p. For a set of agents X,
BX p is true if and only if 8x 2 X(Bx p). Note that the contents of agents’ beliefs are
syntactic formulas, and there is no assumption that agents’ beliefs are closed under
logical entailment or rational inference. Thus, even if p entails q and Bx p is true, it
does not follow that Bx q. The formula hai' is true if and only if ' holds after the
action a is performed. This can be generalized for sets of actions: hAi' means that
' holds after some subset of actions a ✓ A are performed.
Now let A represent the set of all actions and let X represent the set of discourse
participants in some context. Inferences are a subset of actions and are further partitioned into three sets depending on their difficulty relative to some particular agent.
Let T rivialx ✓ A, Easy x ✓ A, and Dif f icultx ✓ A represent the sets of trivial, easy,
and difficult inferences, respectively, performed by x. We then have the following:
(62) It is clear to x that p presupposes ¬hT rivialx iBx p and is true i↵ hEasy x iBx p.
(63) It is clear that p presupposes ¬hT rivialX iBX p and is true i↵ hEasy X iBX p.

On this view, a speaker asserting simple clarity indicates that an inference is available
to the other discourse participants. Again, since agents’ beliefs are not closed under
entailment or rational inference, addressees may possess evidence sufficient to draw
some inference yet fail to do so.
Bronnikov argues that this proposal does not succumb to the two phenomena
that proved problematic for Barker (2009): assertions of the clarity of necessarily
true propositions (58) and sequential clarity assertions based on similar bodies of
evidence (59). Since agents’ beliefs are syntactic objects and are not closed under
logical entailment, an agent could fail to believe a necessarily true proposition. If a
speaker believes that an addressee does not believe a necessarily true proposition, the
speaker may use a clarity assertion to indicate that this proposition may be soundly
inferred. In the case of sequential clarity assertions, even if two propositions p and
q are based on similar bodies of evidence, there is no guarantee that an agent who
believes p will believe q. Each of p and q must be inferred independently in order for
an agent to believe both. Thus, assertions of the clarity of p and q indicate that two
distinct inferences are available to interlocutors.
Despite Bronnikov’s success in handling these issues, Bronnikov’s proposed truth
conditions face several problems. First, Bronnikov informally claims that It is clear
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to x from e that p is true if and only if x has performed a sound inference with e
as premises and p as conclusion. Although this characterization takes the evidential
sufficiency requirement seriously, Bronnikov’s formal truth conditions make no reference to the evidence argument of clear. Thus, Bronnikov’s formal proposal does not
satisfy the evidential sufficiency requirement.
Second, Bronnikov adopts the position that when the value of x is is left implicit,
it defaults to the set of all discourse participants. It follows that if we let X be the
set of all discourse participants and assume that It is clear that p is true, we have
hEasy X iBX p. Bronnikov writes that this formula should be interpreted to mean that
every individual in X has performed an easy inference after which they all believe
p. But if this is the correct interpretation of hEasy X iBX p, then any context in
which clear(p) is asserted and is true, every discourse participants must have already
concluded p before clear(p) was asserted. This result undermines Bronnikov’s claim
that clarity assertions highlight an inference that an addressee has failed to infer and
seems to recreate the paradox of asserting clarity.
One approach to resolving this issue would involve giving a di↵erent interpretation to hAi'. Assume now that hEasy X iBX p means that for every individual x 2 X,
there exists an easy inference for x which, if performed, would result in x believing
p. Perhaps only the speaker of a simple clarity assertion has actually performed the
relevant inference, but the inference is available to all participants. This reinterpretation of hAi' means that a speaker can assert the clarity of p truthfully in a context
in which an inference whose conclusion with p has not been performed by all discourse participants, but is available to all discourse participants. Unfortunately, this
interpretation of hAi' generates a new problem for personal clarity claims. Suppose
a speaker, denoted by S, asserts It is clear to me that p, which on Bronnikov’s account presupposes that ¬hT rivialS iBS p. On the current interpretation of hAi', this
presupposition means that there is no trivial inference available to the speaker after
the performance of which the speaker would believe p. But presumably a speaker
who asserts It is clear to me that p already believes p, in which case there is a trivial
inference available to the speaker that takes p as the premise and p as the conclusion.
It seems that there is no way to given a consistent interpretation to hAi' that gives
the desired result for both simple and personal clarity.
In addition to these concerns, Bronnikov’s emphasis on inference rules is problematic for cases in which it seems inappropriate to say that inference is involved at
the time clarity is asserted. For example, there are cases in which the speaker and
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addressee presumably reached the conclusion of a clarity assertion well before clarity was asserted. Consider the following example from the Corpus of Contemporary
American English (COCA; Davies (2008)):
(64) It is clear that we have a highly polarized, very sharp, and I think at times,
too sharp level of anger expressed across the political aisles in this country.
Example (64) was spoken by journalist Juan Williams on Sean Hannity’s television
program in 2011. Presumably, both Williams and Hannity had already come to the
conclusion that there was a highly polarized level of anger in American politics. On
Bronnikov’s account, Williams was signaling to Hannity that Williams had performed
some type of inference or that such an inference was available. This seems to miss the
point of Williams’s assertion, which was more plausibly an attempt to draw Hannity’s
attention to something Hannity already believed.
It is also incorrect to take the lexical semantics of clear to presuppose that the
inference involved is not trivial. If I look outside the window and see that it is pouring
down rain, I can truthfully assert that it is clear that it is raining. If any inference
is involved in this case, it is the relatively trivial inference from my observation that
water is falling from the sky to the conclusion that it is raining. It may be the
case that to assert that it is clear that it is raining would be pragmatically odd in
many contexts in which the speaker and interlocutor have direct evidence of the rain.
Nonetheless, this oddness should not be explained via the truth conditions of clear.

3.3.4

A New Semantics for Clarity

While none of the proposals discussed above are fully satisfactory, they do provide
useful insights that will assist in developing a new semantics for clear. I follow Barker
and Taranto (2003), Bronnikov (2008), and Wolf and Cohen (2011) in taking clarity
to be essentially tied to the beliefs of the experiencer. If the experiencer argument
includes more than one individual, then the prejacent must be clear to all members
of the experiencer. In order to account for the vagueness of clear, I follow Barker and
Taranto (2003), Barker (2009), and Wolf and Cohen (2011) in taking the truth of a
clarity statement to depend on some contextually relevant threshold d(c)(JclearK).
Incorporating the evidential sufficiency requirement, we have the following initial,
informal proposal for the meaning of personal-evidential clarity statements:
(65) Truth conditions for personal-evidential clarity (first version, to be revised):
It is clear to x from e that p is true at a world w and a context c i↵ for
all i 2 x, i possesses the evidence e at w, i’s degree of belief in p at w is
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at least d(c)(JclearK), and i’s degree of belief in p at w would be less than
d(c)(JclearK) if x were not in possession of e.
The truth conditions for personal, evidential, and simple clarity statements can be
derived from those in (65) by establishing how the evidence and experiencer arguments
of clear are interpreted when left implicit. Negated clarity statements suggest that
implicit evidence arguments are interpreted existentially:
(66) It is not clear to me that Mindy is a doctor.
Example (66) entails that there is no evidence from which it is clear to the speaker
that Mindy is a doctor. This is consistent with taking implicit evidence arguments
to receive an existential interpretation that scopes under negation.38
Assuming that implicit evidence arguments receive an existential interpretation,
we face the following question. If the experiencer argument of clear includes more
than one individual and the evidence argument is left implicit, is it the case that
the prejacent is clear to each member of the experiencer on the basis of the same
body of evidence or is it possible that these experiencers’ bodies of evidence di↵er?
This question can be reframed in terms of quantifier scope. Suppose x is a set of
individuals, and let clear(i, e, p) denote that p is clear to i from e. Then, we have two
candidates for the truth conditions of It is clear to x that p:
(67)

a. 8i 2 x(9e(clear(i, e, p)))

b. 9e(8i 2 x(clear(i, e, p)))
Bronnikov (2008) argues for (67b) on the basis of the following example. Suppose
three individuals have each read a di↵erent novel by Dostoevsky, and all three have
concluded that Dostoevsky is a genius. Bronnikov claims that it is not the case that it
is clear to all three that Dostoevsky is a genius. Rather, according to Bronnikov, for
it to be clear to all three that Dostoevsky is a genius, all three must share the same
body of evidence for reaching this conclusion. In contrast, my own judgments are
38

It is not uncommon for implicit arguments to be interpreted existentially. Condoravdi and Gawron
(1996) provide the following example:
(i)

There was a piece of bread on the table, but John didn’t eat.

It is a priori plausible that the implicit argument of eat would be interpreted as the contextually
salient piece of bread. If this were the case, then (i) would be true in a situation in which John
did not eat the piece of bread, but ate something else. However, (i) is not compatible with such a
situation. To arrive the correct interpretation for (i), the implicit object of eat must be interpreted
existentially.
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that in the situation described by Bronnikov, it is clear to all three that Dostoevsky
is a genius. Thus, I assume the scope ordering shown in (67a).
While the interpretation of implicit evidence arguments of clear is relatively
straightforward, the interpretation of implicit experiencer arguments poses a greater
challenge. Most authors have taken the implicit experiencer argument to be interpreted as including all discourse participants, but Barker (2009) points out that this
is not always the case. Suppose Bo shows up to a faculty meeting drunk. Bo knows
that Jack knows that she is drunk, but is unsure as to whether the other meeting
attendees knows this. Bo can turn to Jack and ask the following:
(68) Bo: Is it clear that I’m drunk?
Bo is not asking whether it is clear to the discourse participants, which including only
herself and Jack, that she is drunk. Rather, she seems to be asking whether it is clear
to everyone else in the meeting that she is drunk, even though these individuals are
not participants in the discourse. A similar point can be made with past tense clarity
statements, such as the following web examples:
(69) Even in the nineteenth century it was clear that racial discrimination in jury
selection a↵ected the due process rights of African Americans.
(70) Six months later, Hitler invaded Czechoslovakia, in outright defiance of the
Munich agreement. It was clear that Hitler’s next target was Poland, and
Britain and France pledged themselves to its defense.
The statements in (69) and (70) do not entail that the prejacents were clear to the
authors or their readers in the nineteenth century or 1936, respectively. Rather, these
examples are understood as claiming something about what was clear to a certain set
of experiencers at the time.
One way to account for the existence of these “exocentric” uses of clear is to
assume that an implicit experiencer argument takes some contextually-determined
value that is often, but not always, a set of individuals that includes all discourse
participants. However, this view is challenged by the following situation suggested
by an anonymous reviewer of a version of this chapter that is in press. Suppose one
hundred people are in a room looking at a photograph of a woman. Ninety-nine of
the individuals conclude on the basis of the photograph that it is clear that she is
a doctor, while there is one dissenter. If we took the implicit argument of clear to
default to some contextually relevant set of individuals, then it would be plausible
to assume that all individuals in the room would be members of this contextually
relevant set. Given the one dissenter, it would not be clear in this context that the
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woman is a doctor. However, the reviewer and I share the judgment that in this
situation, it may be felicitous to assert that it is clear she is a doctor.39
This example may be seen as evidence for Wolf and Cohen’s objectivized belief
model, according to which leaving an experiencer argument implicit forces us to consider the weighted beliefs of reasoners. On this view, the views of the majority in the
room can outweigh those of the lone dissenter. However, as noted above, this analysis
o↵ers no explanation for why experiencers’ reasoning abilities are weighted when the
experiencer argument is left implicit, but not when it is explicit.
Both the objectivized belief analysis and the contextualist analysis run into problems accounting for examples in which it appears that counterfactual situations are
relevant for determining the clarity of propositions. Consider the following scenario,
based on an example from Kripke (1980). Suppose Bo uncovers documents that lead
her to believe that a mathematician named Schmidt was the true author of Gödel’s
famous incompleteness theorems. Gödel stole the proofs from Schmidt and passed
them o↵ as his own. Bo is the only one who is in possession of these documents when
she utters the following:
(71) Bo: It is clear from these documents that Gödel was a fraud.
Since the only individual in possession of the relevant evidence is Bo, on the contextualist account the only plausible value for the implicit experiencer argument is
Bo. On the objectivized belief account, to make sense of this example we must either
restrict the set of reasoners to include only Bo or give very little weight to the beliefs
of reasoners who are not in possession of the relevant documents.40 On either view,
(71) should be true if and only if (72) is true:
(72) Bo: It is clear to me from these documents that Gödel was a fraud.
In the context described, (72) is certainly true. Despite this, we may still have doubt
about the truth-value of (71). For example, it may be that Bo has misinterpreted the
documents and that others would not reach the same conclusion as her. To evaluate
the truth of (71), it seems necessary to consider what other agents would conclude
if they were in possession of the relevant evidence. Thus, the truth conditions of
clarity statements with implicit experiencers appear to depend upon counterfactual
situations.
39

A reviewer points out that such a situation might license one to say that it is clear that the woman
is not a doctor. In particular, if the view of the one dissenter is privileged by the context, then the
dissenter’s perspective may be the only one that is relevant. See the discussion of example (77)
below for a case in which the viewpoints of some perspectives are privileged.
40
See fn. 33 for reasons why Wolf and Cohen’s proposal may in general require such adjustments.
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I propose that we can make sense of the above phenomena by first noting the
similarities between clear and predicates of personal taste (PPTs). The idea that
clear and PPTs may be related is not novel; both Barker (2009) and Wolf and Cohen
(2011) suggest that clarity statements may be related to PPTs, although they stop
short of claiming that clear is a PPT. Like clear, statements involving PPTs may or
may not be relativized to a particular experiencer:
(73) This cake is tasty (to me).
Thus, the semantic analyses both of PPTs and of clear require an account of how
the use of these predicates relativized to particular experiencers relates to their nonrelativized, simple uses. PPTs and clear are similar in other respects as well. As
noted above, a proposition p may be clear due to the judgments of a large majority
of relevant individuals, even if there remain dissenters who hold that p is not clear.
Similarly, we find that a PPT may be applicable in a context in which most experiencers agree that it applies, notwithstanding some dissent. Consider the following
example, modified from Keshet (2005):
(74) Bo: The chili is tasty.
Jack: No, the chili is not tasty.
Bo: Wait, how can you say that? The beans are bursting with flavor and the
meat is cooked to perfection!
Jack: Well, it’s too spicy, for one thing.
Bo: Let’s ask someone else. . . .
Keshet points out that because a discourse like that in (74) is coherent and rational,
it makes sense to base one’s judgment on the applicability of a PPT on the opinions
of people in general, despite the existence of some dissenters.
PPTs and clear are also alike in that they both exhibit exocentric uses. In most
situations, a speaker’s assertion that chili is tasty implies that the chili is tasty to
the speaker. Yet there are other cases in which a speaker may assert that a PPT
holds of some entity without implying that the PPT relativized to the speaker holds
of that entity. Consider the following example, based on an example from Stephenson
(2007):41
(75) Bo: This brand of cat food is tasty. Whenever I feed it to Spot, she eats the
whole bowl.
41

Stephenson’s original example was suggested by Kai von Fintel (p.c.).

CHAPTER 3. UNINFORMATIVE ASSERTIONS

114

In (75), Bo is not committed to finding the cat food tasty to herself. Rather, she
asserts something more or less equivalent to the proposition that the cat food is tasty
to cats.
Of course, simply pointing out the similarities between clear and PPTs does not
resolve the issue of how to account for implicit experiencer arguments of clear. What
is needed is some theory that accounts for the above PPT data that can be extended
to clear. Unfortunately, there is no consensus regarding the correct semantic analysis
of PPTs. Here, I draw on recent genericity-based analyses of PPTs in addressing
the issue of how to resolve implicit experiencer arguments of clear (Anand 2008;
Keshet 2005; Moltmann 2010; Pearson 2013). To motivate this choice, I demonstrate
below how a genericity-based account is well-suited to handle many of the issues
that arise when determining how to resolve implicit experiencer arguments. While I
take inspiration from genericity-based analyses of PPTs, I do not directly adopt any
previous proposal.42 Let clear(x, e, p, w, c) be true if and only if the proposition that
p is clear to x from e at world w in context c, following the definition in (65). Let
Acc be an accessibility relation between worlds, and let Rel(w, c) be a function from
worlds w and contexts c to the set of relevant individuals in w and c. Finally, let gen
be a generic quantifier (Krifka et al. 1995). Then, a clarity statement in which the
experiencer is left implicit is interpreted as follows:
(76) Truth conditions for evidential clarity:
It is clear from e that p is true at a world w and a context c i↵
genw0 genx (Acc(w, w0 ) ^ x 2 Rel(w0 , c) ! clear(x, e, p, w0 , c))
In other words, a proposition p is clear on the basis of some evidence e if and only
if it would (in general) be clear (in general) to relevant experiencers. As discussed
above, if the the evidence argument is also left implicit, it receives a narrow scope
existential interpretation.
One question raised by this analysis is that of determining who counts as a relevant
individual. In the case of PPTs, Pearson (2013) points out that, at a minimum,
relevant individuals must have direct experience with the entity of which the PPT is
predicated. For example, in evaluating the tastiness of a particular type of chili, only
individuals who have tasted the chili in question will be relevant. But there are other
constraints on who counts as a relevant individual. Generally speaking, only cats are
relevant experiencers for judging the tastiness of cat food, even if Bo may have once
accidentally tasted her cat’s food.
42

In particular, the proposal below is indebted to Pearson’s (2013) argument that PPTs involve
genericity and quantification over both worlds and individuals.
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We can observe similar constraints in the case of clear. Relevant experiencers
should only include individuals in possession of the relevant evidence. For example,
when Bo and Jack discuss whether it is clear that there is a wait at Tartine, the
relevant set of individuals should include only those who know that there is a long
line outside Tartine. In addition, just as the context may dictate whether it is the
tastes of humans or the tastes of cats are relevant for determining whether some food
is tasty, context may dictate exactly what types of reasoners’ beliefs are relevant for
determining whether some proposition is clear. Barker (2011) provides an example
in which two chess grandmasters are watching a game when one utters the following:
(77) It is clear that white will win in nine moves.
Most individuals, even those who know the rules of chess, are probably not able
to conclude that white will win in nine moves. But given a context in which both
interlocutors are grandmasters, we can take the relevant individuals to only include
those with expert knowledge of chess.
Let’s now consider how the proposal in (76) handles some of the properties of
clarity statements discussed above. Exocentric uses arise when the contextually relevant set of individuals includes non-discourse participants. Note that even if the
relevant evidence is only possessed by discourse participants in the actual world, the
definition in (76) requires that we consider what relevant, non-discourse participants
would conclude in accessible worlds in which they do possesses the evidence. This
explains why in the case of (71), the truth of Bo’s statement depends on whether it
is true in general that other experiencers would conclude that Gödel was a fraud in
those worlds in which they are relevant in virtue of possessing the evidence.
The proposal in (76) also explains why it may be felicitous to assert the clarity
of p, even when p is not clear to some relevant individuals. Because generics allow
for exceptions (Krifka et al. 1995), p may be clear to the relevant experiencers in
general even if it is not clear to all of them. In fact, it may be the case that the
speaker herself does not believe the prejacent of her own clarity assertion. Thus, the
current proposal is consistent with Barker’s (2009) claim that a speaker may assert
(78), repeated from (56), while still privately believing that there is life on Mars.
(78) It is clear that Mars is barren of life.
Still, a speaker who does believe there is life on Mars can only assert (78) if she
is prepared to acknowledge her beliefs diverge greatly from those of most relevant
people. In his discussion of (78), Barker also notes that simple clarity statements
have a normative quality, in that they imply that p is what is rational to conclude.
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The proposal in (76) is in a position to explain this quality of clarity statements with
implicit experiencer arguments. Assume that whenever individuals in general would
conclude that p is likely on the basis of some evidence, it is rational to conclude p on
the basis of this evidence. Then, given the proposal in (76), whenever p is clear, it is
rational to conclude p.
The irrationality of a speaker who asserts the clarity of p but does personally
believe that p is clear o↵ers one explanation of why simple assertions of clarity imply that the speaker believes the prejacent. Another explanation for this implication
comes from consideration of what licenses a speaker to make a simple clarity claim,
i.e. what licenses an individual to make a claim about what is clear to people in
general. Here, another comparison with PPTs is instructive. López de Sa (2008) discusses a principle known as the “Presupposition of Commonality,” which states that
individuals are roughly similar in their tastes. Pearson (2013) invokes this principle
to explain how speakers are able to make simple claims involving PPTs (e.g. This
chili is tasty) when, on her analysis, such claims are about the tastes of people in
general. Usually, speakers are licensed to make such claims because they have direct
knowledge of their own tastes and can generalize to the tastes of others by assuming
the Presupposition of Commonality. In other words, because I know this chili is tasty
to me and I know that my tastes are similar to those of others, I can claim that
this chili is tasty to people in general. Then, when a speaker asserts that the chili is
tasty simpliciter, listeners can reason that the speaker’s claim about what is tasty to
people in general was motivated on the basis of the speaker’s own tastes. Extending
this type of reasoning to the case of clarity assertions, we assume that individuals
are roughly similar in their reasoning and inferential capacities. In many cases, this
assumption allows a speaker to reason from the fact that a proposition p is clear to
the speaker to the stronger claim that p is clear simpliciter. Listeners can then reason
that if a speaker asserts the simple clarity of p, it is likely the case that p is clear to
the speaker.
Before moving on, I note that one of the hallmark features of PPTs is that they
lead to cases of faultless disagreement (Lasersohn 2005). Consider the first two lines
of (74). Bo and Jack seem to have a genuine disagreement about whether the chili
is tasty, but supposing they have each spoken genuinely, it does not appear that
either has said something false. Given the similarities between clear and PPTs, we
would expect clear to also be involved in cases of faultless disagreement. While there
are genuine cases of faultless disagreement involving clear, in some cases it may be
more difficult to detect faultlessness in disagreements over clarity claims that it is in
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disagreements involving PPTs. Suppose Bo and Jack see a woman wearing a white
coat and smoking a cigarette, at which point they have the following exchange:43
(79) Bo: It’s clear that she’s a doctor, since she’s wearing a white coat.
Jack: No, it’s not clear that she’s a doctor, since she’s smoking.
One may have the sense that in the disagreement between Bo and Jack shown in (79),
one of the two is, in fact, wrong. In other words, we may think that disagreement is
not faultless.
To explain why some disagreements over clarity assertions may not appear to be
faultless, first recognize that when individuals disagree about the clarity of p, they
often disagree about the truth of p itself. If p does not contain any element that would
give rise to faultless disagreement, such as a PPT, then a disagreement about the truth
of p should not be faultless; one of the two speakers must be wrong. Now assume the
version of the Presupposition of Commonality for clear, stating that individuals are
similar in their inferential and reasoning capacities. It follows that if some relevant
individual believes that p is false, then it is implausible that relevant individuals will
in general assign p high enough degrees of belief such that p is clear to them.44 To
illustrate this line of reasoning with the example in (79), note that Jack’s utterances
suggests that he believes that the woman is not a doctor. Since Jack believes she is
not a doctor and we assume that the reasoning capacities of people in general do not
greatly di↵er from those of Jack, it is hard to imagine that people will in general find
it clear that she is a doctor. Thus, we may have the sense that in this situation Bo
is at fault. Indeed, this line of reasoning is discussed by Barker and Taranto (2003)
and Barker (2009), who claim that if an interlocutor disagrees with a speaker’s claim
that p is clear, then p is not clear.
That said, modifying (79) provides a straightforward case of faultless disagreement. Consider a situation in which Bo and Jack are looking at a woman dressed in
a white coat and have the following exchange:
(80) Bo: It’s clear that she’s a doctor, since she’s wearing a white coat.
Jack: While I agree she’s likely a doctor, it’s not clear that she is.
Now Bo and Jack are in agreement that the woman is likely a doctor; their disagreement is simply over whether it is clear that she is. As a consequence, in (80), it
appears that both Bo and Jack to have said something true, i.e. to have a faultless
43
44

This example is based on a similar situation discussed by Wolf and Cohen (2011).
As we have seen, this can be overcome if p is clear to a large body of relevant individuals.
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disagreement. Thus, the prediction that clarity statements should give rise to cases
of faultless disagreement just as PPTs do is borne out.

3.3.5

The Semantics of Clarity Under Unawareness

In the previous section, I gave the following definitions for personal-evidential and
simple clarity:
(81) It is clear to x from e that p is true at a world w and a context c i↵ for
all i 2 x, i possesses the evidence e at w, i’s degree of belief in p at w is
at least d(c)(JclearK), and i’s degree of belief in p at w would be less than
d(c)(JclearK) if x were not in possession of e.
(82) It is clear from e that p is true at a world w and a context c i↵
genw0 genx (Acc(w, w0 ) ^ x 2 Rel(w0 , c) ! clear(x, e, p, w0 , c))
The model of agents’ awareness states introduced in Chapter 2 makes it possible to
say more precisely what it means for an agent to have a degree of belief greater than
some threshold and for a body of evidence to cause an agent to have a particular
degree of belief in a proposition.
Recall that on this model, agents’ degrees of belief are represented in terms of a
subjective probability distribution. Also recall that on this model an agent has two
such distributions: one according to the agent’s background model and one according
to the agent’s filtered model. Which of these probability distributions should correspond to the degrees of belief that play a role in (81)? To gain some insight into
this question, we can consider a situation in which an agent’s background probability
distribution and filtered distribution render di↵erent judgments about the clarity of
some proposition. Suppose Bo and Jack work as job recruiters for a large company
and identify résumés to pass on to their boss, Humpty Dumpty. Humpty has never
hired a job applicant who majored in linguistics, leading to a mutual belief between
Bo and Jack that Humpty has something against linguistics majors and will never
hire one. One day, Bo comes across an impressive résumé from a linguistics major,
but forgets about Humpty Dumpty’s bias. She shows it to Jack, and the following
interaction follows:
(83) Bo: This applicant looks good. I think we should pass it up to Humpty.
Jack: It’s not worth our time. It’s clear that Humpty has a bias against
linguistics majors.
Bo: Oh, right.
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Before Jack says anything in (83), it does not seem appropriate to say that
Humpty’s bias is clear to Bo. After all, if this were clear to her, she would not have
suggested showing Humpty Dumpty the résumé. This suggests that an agent’s filtered
probability distribution are relevant for interpreting clarity claims. One might object
that on a habitual or generic interpretation, It is clear to Bo that Humpty Dumpty
has a bias against linguistics majors is true. But note that this is only true if Bo
does not regularly operate with an implicit assumption that Humpty does not have
such a bias. That is, even on the interpretation according to which it is clear to Bo
that Humpty Dumpty has a bias against linguistics majors, this interpretation still
relies on considering what Bo habitually believes according to her filtered probability
distribution.
Next, what does it mean for a body of evidence e to cause an agent x’s degree of
belief in some proposition p to exceed some threshold ✓? As a first pass, we could
assume something along the following lines:
(84) Let ↵ be an agent with a filtered subjective probability distribution at index i
Pai↵ . Let E↵i be a set of propositions representing ↵’s total body of evidence at
i. We say that some body of evidence e ✓ E↵i causes ↵’s subjective probability
in p to be greater than ✓ i↵ Pai↵ (p|E↵i ) > ✓ and Pai↵ (p|E↵i \ e) 6> ✓.
Incorporating this into our existing semantics for personal-evidential clarity gives the
following:
(85) Truth conditions for personal-evidential clarity (second version, to be revised):
Let ↵ be an agent with filtered subjective probability distribution at index i
i
Pai↵ . Let E↵i be ↵’s total body of evidence at i, and let ✓clear
be the contextually
relevant threshold for clarity. Then It is clear to x from e that p is true at i
i↵:
i
i
8↵ 2 x(Pai↵ (p|E↵i ) > ✓clear
^ Pai↵ (p|E↵i \ e) 6> ✓clear
)
The definition for evidential clarity remains the same, with the definition in (85) used
to interpret clear(x, e, p, w, c).
Unfortunately, (85) faces its own problems.45 First, consider that it does not seem
particularly odd for a speaker to make multiple assertions of personal clarity with the
same prejacent, but di↵erent bodies of evidence:
(86) Bo: Why do you think it’s clear that Dostoevsky is a genius?
Jack: It’s clear to me from reading The Brothers Karamazov. And it’s also
clear to me from reading Crime and Punishment.
45

My thanks to Deniz Rudin (p.c.) for drawing my attention to this issue.
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The proposal in (85) predicts Jack’s statement in (86) to be true only if reading both
The Brothers Karamazov and Crime and Punishment were necessary for Jack to come
to believe that Dostoevsky is a genius. This is because for Jack’s statement to be true,
it must be the case that removing evidence related to The Brothers Karamazov from
Jack’s total body of evidence, but leaving evidence related to Crime and Punishment
in his total body of evidence, would lead him to no longer believe that Dostoevsky is
a genius. The same must also be true if we were to remove evidence related to Crime
and Punishment, but keep evidence related to The Brothers Karamazov. Thus, both
pieces of evidence would be needed for Jack to believe that Dostoevsky is a genius.
But Jack’s utterance also seems compatible with an interpretation such that he would
believe Dostoevsky to be a genius had he only read either of the two novels.
To illustrate another problem with (85), suppose we are in a world wDostoevsky in
which all relevant individuals have read the complete works of Dostoevsky. Further
suppose that reading any work by Dostoevsky is sufficient evidence for concluding
that Dostoevsky is a genius. In such a world, it seems plausible that a speaker could
assert the following felicitously:
(87) It’s clear from reading Crime and Punishment that Dostoevsky is a genius.
However, the proposal in (85) predicts (87) to be false in the context described.
First, note that according to (85), it is not clear to anyone in wDostoevsky from reading
Crime and Punishment that Dostoevsky is a genius. This is because the individuals
in wDostoevsky would believe Dostoevsky to be a genius even if they had not read
Crime and Punishment. Next, since there is no explicit experiencer argument in
(87), its truth value depends upon the beliefs of relevant individuals in general in
worlds accessible from wDostoevsky . A defender of (85) might point out that in some
of these worlds, it may be the case that the relevant individuals have not all read
the complete works of Dostoevsky. In those worlds, it would be true according to
(85) that it is clear to the relevant individuals from reading Crime and Punishment
that Dostoevsky is a genius. Unfortunately, to save (85) it is not enough for there
to be some worlds accessible from wDostoevsky where reading Crime and Punishment
makes it clear to the relevant people that Dostoevsky is a genius. Rather, it must be
the case that this is true about worlds accessible from wDostoevsky in general, and this
seems implausible.
To resolve these issues, I propose the following adjustment. Rather than saying
that the evidence e must cause the experiencer to believe p relative to the rest of the
experiencer’s evidence, E \ e, we say that e must cause the experiencer to believe p
relative to some core subset of E:
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(88) Truth conditions for personal-evidential clarity (final version):
Let ↵ be an agent with filtered subjective probability distribution at index i
Pai↵ . Let E↵i be ↵’s total body of evidence at i, and let E↵i ✓ E↵i be some core
i
set of ↵’s evidence at i. Let ✓clear
be the contextually relevant threshold for
clarity at i. Then It is clear to x from e that p is true at i i↵:
i
i
8↵ 2 x(Pai↵ (p|E↵i ) > ✓clear
^ Pai↵ (p|E↵i \ e) 6> ✓clear
)
Note that the definition in (88) does not tell us what this core evidence consists in.
One way to think of core evidence is as the evidence that we can assume a “normal”
reasoner would possess.46 In general, what will count as core evidence will be highly
context dependent. In the examples focusing on Dostoevsky, this evidence will include
propositions relating to the human condition necessary for appreciating great works
of literature but will likely exclude evidence about Dostoevsky’s work in particular.
In example (77), this evidence will include the propositions regarding the rules of
chess.

3.3.6

Informative Clarity Assertions

Given the semantics for clarity statements proposed above, it follows that simple
clarity assertions may be both truth and informative, contra the claim that clarity
assertions are necessarily uninformative. On the semantics proposed above, (45a) and
(45a0 ) are no longer valid. Recall that these assumptions claim that the existence of
evidence e in the common ground such that any rational agent can conclude p from e
is either at least a necessary, and perhaps also sufficient, condition for clear(p) to be
true. The new claim is roughly that an assertion of clear(p) is felicitous so long as
there is some evidence e such that in general the relevant individuals would conclude
p from e. This allows for cases in which not all relevant individuals conclude p from
e, such as the scenario described above in which ninety-nine out of one hundred
discourse participants agree it is clear that a woman in a photograph is a doctor. In
these cases, p may not be mutually believed by all discourse participants even though
clear(p) may be felicitously asserted. The addition of clear(p) to the common ground
in these cases may inform those dissenters about the beliefs of individuals in general.
The assertion of the clarity of p may even serve as an inducement for those hold-outs
46

This way of thinking about how some body of evidence causes an agent to have a particular belief
is not dissimilar from philosophical approaches to causation according to which an event causes
some result if that result would not obtain in the most normal counterfactual situations in which
the causal event did not take place (Hall 2007; Halpern and Pearl 2005; Hitchcock 2007; Hitchcock
and Knobe 2009; Lewis 1973).
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to change their views.
Simple clarity assertions can also be informative in situations in which not all
discourse participants are relevant. In such cases, we have no reason to believe that
discourse participants will already believe the prejacent or even have access to the
relevant evidence that justifies belief in the prejacent. Consider the following attested
examples from COCA:
(89)

a. It is clear that Maliki has come out as the winner in the political crisis
he provoked. He has made it more difficult for his Shia rivals to dissent
while simultaneously confining his Sunni opponents in a position suitable
for exerting pressure and exploiting divisions within their ranks.
b. And it is clear that even in flush times, the Olympics carry a considerable
financial burden. The 1992 Barcelona Games left Spain with a $6.1 billion
debt. Athens estimated that the 2004 Games would cost $1.6 billion, but
in the end it was $16 billion. Meanwhile, it took Montreal nearly 30 years
— until 2005 — to pay o↵ the $2.7 billion it owed after the 1976 Summer
Games.

The examples in (89) come from news contexts in which, intuitively, the relevant
individuals are experts who have access to the relevant evidence. Importantly, the
addressee(s) in these contexts cannot be assumed to already possess the evidence,
since this evidence is provided immediately after clarity is asserted. Note that in
these cases, a clarity assertion updates the common ground information about the
beliefs of the implicit experiencer, and possibly with information about the evidence
supporting those beliefs. Depending on how trustworthy we take the experiencer to
be, the prejacent may also enter the common ground, but this is not guaranteed.
In §3.2.3, I discussed cases in which a speaker adopts the pretense that some
proposition p for certain rhetorical purposes. Speakers may adopt the pretense that
some proposition p is clear for similar e↵ect. For example, suppose a speaker asserts
that p is clear despite not truly believing in the clarity of p. If a listener takes the
speaker to be sincere in her assertion of the clarity of p, the listener may be more
likely to accept p than if the speaker had made an outright assertion that p was
the case. This is because the clarity of p entails that relevant individuals would,
in general, come to believe that p is highly likely if they were in possession of the
relevant evidence. If the listener takes the judgments of other individuals to be a
reliable guide of correctness, then the clarity of p is strong grounds for the listener to
believe p. The e↵ect of adopting this pretense is particularly strong when the listener
does not have access to the relevant evidence that bears on whether p is the case. In
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such a situation, the listener cannot evaluate for herself whether the speaker’s claim
of the clarity of p holds up to scrutiny. Given the potential of speakers to adopt a
pretense that a proposition is clear for rhetorical reasons, it is possible that such a
pretense is being adopted in the examples in (89). That is, the authors of these claims
may not truly believe that the prejacents to clear are, in fact, clear. Rather, these
authors may simply wish to make it more likely that readers will come to accept these
claims by presenting them as being clear.
It was also mentioned in §3.2.3 that a speaker may adopt the pretense that some
proposition p is common ground in order to inform the listener of p while simultaneously treating the listener as well-informed with respect to p. A speaker may be
motivated to act in this way out of politeness concerns or in order to build some
sense of camaraderie with the listener. Clarity assertions may be used in a similar
way. In simple or evidential clarity claims, this usage requires that the listener infers that the speaker intends the listener to be included in the implicit experiencer
argument of clear. If the listener does make this inference, then the speaker’s claim
entails that the listener is among a group of individuals who, in general, would come
to believe the prejacent of clear on the basis of the relevant evidence. So long as the
speaker considers this the correct conclusion to reach from the evidence, the listener
can conclude that the speaker takes the listener to be a good reasoner.47
Setting aside the potential for speakers to adopt a pretense that a proposition
is clear, in more straightforward cases we see that simple clarity assertions may be
informative. However, the most interesting types of clarity assertions are those in
47

Adopting the pretense that some proposition is clear to the listener may also backfire. Listeners
may come away with the sense that they are poor reasoners or unintelligent if they do not find some
proposition clear that the speaker claims is clear. The potential for this e↵ect can be observed in
meta-commentary regarding mathematical texts, such as the following advice on writing proofs
from Schwarz 2015:
When writing proofs, it is extremely common to arrive at a point where you need to
show a result that just feels obvious, only to find that it’s surprisingly hard to show.
When this happens, it can be tempting to justify the result by writing “clearly, X
is true” or “X is obviously true.” Resist the temptation to do this! When someone
is reading over your proof, words like “clearly” and “obviously” come across as belittling. The reader might look at it and say “wow, apparently it’s clearly true, but
I guess I’m not smart enough to see why. . . ” or “something must be wrong with
me, because I don’t see this as obvious. . . .” Given that the main reason why you
might want to mark something as “clearly” or “obviously” true is that it just seems
true even though you can’t prove it, this sort of writing can often be perceived as
insulting or condescending (69).
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which the speaker is making a sincere clarity claim, i.e. is not adopting the pretense
that a projection is clear, and that are not obviously informative in the ways described
above. We can find examples of clarity assertions in which all discourse participants
are relevant, they all have access to the necessary evidence, and there is no reason
to think that any of them would fail to conclude that the prejacent is the case. For
example, consider our original motivating example in which Bo and Jack encounter a
line outside Tartine when Bo asserts that it is clear there is a wait at Tartine. Both
Bo and Jack can be assumed to be relevant experiencers, and the evidence supporting
Bo’s assertion is available to both of them. It seems reasonable to think that Jack
can conclude that there is a wait at Tartine on his own, so Bo’s assertion may very
well be uninformative. In the next section, I discuss how such cases can be handled
using the model of awareness presented in Chapter 2.

3.3.7

Clarity Assertions & Awareness

To illustrate how assertions of clarity may be utilized in order to raise addressees’
awareness of some issue, I return to the original example in which Jack is looking
for pastries and Bo is accompanying him. When they arrive outside Tartine and
Arizmendi, Tartine has a long line outside, but Arizmendi does not. Bo then utters
the following:
(90) Bo: It’s clear that there is a wait at Tartine.
The awareness model introduced in Chapter 2 first allows us to resurrect Barker and
Taranto’s (2003) claim that an assertion of the clarity of p converts mutual belief
in p to common belief in p. Suppose that before Bo utters (90), Bo and Jack have
seen the line outside Tartine and conclude from this evidence that it is extremely
likely that there is a wait at Tartine. That is, it is mutually believed that there is
a wait at Tartine. Due to unawareness, Jack may have failed to consider the issue
of whether Bo believes that there is a wait at Tartine, perhaps even maintaining an
implicit assumption that Bo does not believe there is a wait at Tartine. In this case,
it would not be commonly believed that there is a wait at Tartine. By uttering (90),
Bo makes Jack aware that she believes there is a wait at Tartine, thereby adding the
proposition that there is a wait at Tartine to the common ground.48
48

As we’ve seen, it is possible for a speaker to assert the clarity of some proposition p without
believing in p, although this requires the speaker to be committed to having abnormal beliefs. If
we assume that Bo takes herself to have normal beliefs, then her assertion in (90) does commit
her to believing that there is a wait at Tartine.
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The awareness model also allows us to consider the possibility that there being
a wait at Tartine is not even a mutual belief. Due to unawareness, a discourse
participant may fail to explicitly believe p despite having access to the evidence
necessary to conclude p and having the inferential resources required to conclude p
on the basis of the evidence. A failure on the part of an agent to explicitly believe p
in a context that would, under full awareness, cause the agent to believe p may take
several di↵erent forms. An agent may fail to explicitly believe p while maintaining an
implicit assumption that p is false, but an agent may also fail to explicitly believe p
while making no such assumption. In addition, an agent who fails to explicitly believe
p may be unaware of the evidence supporting p or may be aware of this evidence, but
unaware of what follows from it. Below, I consider each of these possibilities.
To model Bo and Jack’s interaction in these terms, I first define the set of worlds
as follows: W = {w1 , w2 , w3 , w4 , w5 , w6 , w7 , w8 }. Jack’s decision problem, that of
where to buy pastries, will depend on a number of factors. For the sake of simplicity,
I limit the issues considered here to whether there is a wait at either Arizmendi or
Tartine and which bakery makes better pastries. Let p = {w1 , w3 , w5 , w7 } be the
proposition that there is a wait at Tartine, let q = {w1 , w2 , w3 , w4 } be the proposition
that there is a wait at Arizmendi, and let r = {w1 , w2 , w5 , w6 } be the proposition that
Tartine has better pastries than Arizmendi. Let i be the index of the actual world
at the time that Bo and Jack approach the two bakeries. For Jack’s background
i
i
model, we have MiJack = hPJack
, UJack
i. Let A = {Tartine, Arizmendi}, where
Tartine is the action of going to Tartine and Arizmendi is the action of going to
Arizmendi. In defining Jack’s utility function, I assume that Jack would prefer not
to wait for his pastries and would prefer to get the best pastries. However, if he
cannot accomplish both with a single action, he prefers not waiting over getting
i
better pastries. Therefore, I define UJack
as follows:

i
UJack
(a, w) =

8
1
>
>
>
>
>
>
>
>
>
>
0.75
>
>
<
>
0.5
>
>
>
>
>
>
>
>
>
0.25
>
>
:

if (a = Tartine ^ w 2 (W \ p) \ r)_
(a = Arizmendi ^ w 2 (W \ q) \ (W \ r))
if (a = Tartine ^ w 2 (W \ p) \ (W \ r))_
(a = Arizmendi ^ w 2 (W \ q) \ r)
if (a = Tartine ^ w 2 p \ r)_
(a = Arizmendi ^ w 2 q \ (W \ r))
if (a = Tartine ^ w 2 p \ (W \ r))_
(a = Arizmendi ^ w 2 q \ r)

The definitions for clarity statements in (88) make reference to conditioning on
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i
some contextually relevant, core body of evidence. So rather than define PJack
dii
i
i
rectly, I consider PJack (·|EJack ), where EJack is Jack’s core body of evidence at i.
i
For the moment, let’s assume that EJack
contains the evidence of the line outside
i
Tartine. Since EJack includes the proposition that there is a line outside Tartine,
i
i
i
PJack
(p|EJack
) should be relatively large. We also assume that EJack
contains the
i
i
proposition that there is no line outside Arizmendi, so PJack (q|EJack ) should be
relatively small. Finally, let’s assume that Jack thinks that Tartine probably has
i
i
better pastries than Arizmendi, so PJack
(r|EJack
) is large. In particular, I assume
i
i
i
i
i
i
PJack (p|EJack ) = PJack (r|EJack ) = 0.75 and that PJack
(q|EJack
) = 0.25.
i
We next consider Jack’s awareness state at i, aJack = hUiJack , viJack , AiJack i. I
first consider a situation in which Jack is unaware of the possibility of a wait at
either Tartine or Arizmendi. Since the contents of agents’ sets of unmentionables
are syntactic proposition letters in some language L, let , , ⇠ 2 AtL be atomic
proposition letters with the following valuations: V( ) = p, V( ) = q, V(⇠) = r.
Then we have UiJack = { , }. For this first example, I also suppose that Jack makes
certain implicit assumptions. Let viJack ( ) = viJack ( ) = F, i.e. Jack implicitly
assumes that there is no wait at either Tartine or Arizmendi. Given the constraint
in (34) in Chapter 2, Jack’s awareness state does not require him to be unaware of
either the action or going to Tartine, nor the action of going to Arizmendi. Jack
is still aware of ⇠, which allows him to distinguish between worlds that di↵er with
respect to whether Tartine or Arizmendi has better patries. Thus, I take Jack to be
fully aware of the actions available to him, i.e. A = ;.
In Jack’s filtered model MiJack aiJack , we have WaiJack = {w6 , w8 }. We also have
i
i
i
PaiJack (r|EJack
) = 0.75, although PaiJack (p|EJack
) = PaiJack (1|EJack
) = 0, given Jack’s
implicit assumption that there is no wait at either Arizmendi or Tartine. Jack’s
filtered utility function UaiJack is defined as follows:

UaiJack (a, w) =

⇢

1
0.75

if (a = Tartine ^ w 2 p) _ (a = Arizmendi ^ w 2 W \ p)
if (a = Tartine ^ w 2 W \ p) _ (a = Arizmendi ^ w 2 p)

i
Let DJack
be Jack’s decision problem at i. Since there are only two worlds that Jack
entertains, w6 and w8 , and since each is distinguished by a proposition that Jack is
aware of, namely r, then there are two states relevant to Jack’s decision problem: one
corresponding to w6 and one corresponding to w8 . With PaiJack and UaiJack defined as
above, we calculate the expected utility of each action as follows:

EUiJack (Tartine) = 0.75 ⇥ 1 + 0.25 ⇥ 0.75 = 0.9375
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EUiJack (Arizmendi) = 0.75 ⇥ 0.25 + 0.25 ⇥ 1 = 0.4375
Thus, we expect Jack to choose to go to Tartine despite the fact that it has a long
line.
Now consider the e↵ect of Bo’s assertion that it is clear there is a wait at Tartine.
On the proposal o↵ered here, her assertion is true so long as, in general, relevant
individuals would assign a sufficiently high subjective probability to p. Even if, in
the actual world, Jack is making an implicit assumption that rules out all p-worlds,
relevant individuals would, in general, not make such an assumption. Thus, Bo’s
assertion that p is clear is true in this context, despite Jack’s awareness state. Intuitively, although Bo does not assert that there is a wait at Tartine, her utterance
should raise awareness of this proposition. If we let 2 AtL represent Bo’s utterance
in (90), we have 2 P( ). For this example, I also assume that Bo’s assertion raises
Jack’s awareness of propositions relating to waits at bakeries in general, so 2 P( ).
Since there are no propositions of which Jack is unaware, his filtered model is now the
same as his background model. If we have i = hw, ti, let i0 = hw, t + 1i. Supposing
i0
that Bo utters (90) at time t in world w, DJakc
is Jack’s decision problem under his
new awareness state. Calculating expected utility of each action gives the following
values:
0
EUiJack (Tartine) ⇡ 0.621
0

EUiJack (Arizmendi) ⇡ 0.689
As expected, after Bo’s assertion, going to Arizmendi is the preferred action.
The above example rests on a number of assumptions that do not reflect all cases
i
in which clarity is asserted. I took Jack’s core body of evidence EJack
to include the
fact that there was a line outside Tartine, and I took Jack to hold implicit assumptions
that and were false. I now consider circumstances in which one or both of these
assumptions do not hold. First, I consider the same situation described above, but ini
stead I suppose that EJack
does not contain the information that there is a line outside
Tartine and no line outside Arizmendi. For whatever reason, Jack fails to recognize
the presence of a line at Tartine and an absence of a line at Arizmendi.49 Given his
49

This may seem to be an unreasonable assumption, since it is hard to imagine how Jack could fail
to notice the line outside Tartine and absence of line at Arizmendi. But note that, in general, it is
not unreasonable to think that agents could fail to recognize evidence available to them. Suppose
Bo and Jack are looking at a photograph of a woman and are trying to learn as much as they can
about her from the photograph. The woman in the photograph happens to be writing with her
left hand, and Bo utters, “It’s clear that she’s left-handed.” It is plausible that Jack could have
failed to notice the relevant evidence supporting Bo’s assertion. He simply may not have been
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failure to recognize this evidence, Jack’s background subjective probability distribui
i
i
i
i
i
tion is now as follows: PJack
(r|EJack
) = 0.75, PJack
(p|EJack
) = PJack
(q|EJack
) = 0.5.
We will again assume that Jack makes the implicit assumption that both and
are false. Note that because Jack has failed to recognize the evidence that supports Bo’s clarity claim, he no longer counts as a relevant experiencer in the actual
world. Thus, his beliefs are irrelevant to the truth of Bo’s assertion. When Bo utters (90), Jack’s assumptions are overturned, but this is not the end of the story.
If these assumptions are overturned and there is no other e↵ect of Bo’s utterance,
Jack’s subjective probability that there is a wait at Tartine will return to its value
i
i
according to PJack
(·|EJack
), which is 0.5. Of course, if Jack accepts Bo’s assertion,
it is unlikely that his own beliefs about the probabilities of p and q will remain unchanged. In particular, it is plausible to think that upon accepting Bo’s assertion,
the subjective probability that Jack assigns to p will be revised upward, after which
going to Arizmendi will be the preferred action.50
Note that in accepting Bo’s assertion, Jack is also likely to become aware that there
is a line outside Tartine. Bo’s assertion entails that there is some body of evidence
that causes some group of experiencers to assign a high probability to the proposition
that there is a wait at Tartine. Jack will naturally interpret Bo as being one, and
perhaps the only, experiencer for whom this is true in the actual world. As we saw
in the discussion of informative clarity assertions, it is possible that a speaker may
assert simple clarity when the evidence is not available to the addressee.51 However,
in most circumstances, Bo will not possess private evidence for her belief that there is
a wait at Tartine, and Jack will consider whether her assertion may be based on some
contextually available evidence. This triggers Jack to reconsider the contextually
available evidence, in which case he should notice the line outside Tartine. It is also
likely that Jack will notice the lack of a line outside Arizmendi, which in turn will
cause the subjective probability he assigns to q to be revised downward. After these
revisions, we can expect Jack to treat going to Arizmendi as the optimal action.
So far, we have only considered cases in which Jack assumes that the proposition
whose clarity is asserted is false. However, our awareness model allows us to consider
a case in which an addressee makes no implicit assumptions about the proposition’s
focusing on which hand the woman was writing with as he scrutinized the photograph.
Again, it is technically possible for an agent to accept the clarity of p without believing p, but this
is unexpected in normal circumstances.
51
In Bo and Jack’s case, we could imagine a scenario in which there is no visible line outside Tartine,
but Bo walks in to see what it looks like inside. Upon entering, she sees that the building is packed.
She comes back outside and announces to Jack that it is clear there is a wait at Tartine. In this
case, her assertion is felicitous despite being based on privately held evidence.
50
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truth value.52 Suppose that Jack is unaware of the propositions that there is a wait
at Tartine or Arizmendi, but does not make any implicit assumptions that these
i
propositions are false. Assume for now that Jack’s core evidence EJack
contains the
information that there is a line outside Tartine. Then Jack’s filtered model will be
as described above, with the exception that for his awareness state we have UiJack =
{ , } and viJack = ;.
Since there are no worlds that Jack rules out by reason of unawareness, his filtered
i
distribution PaiJack is the same as his distribution under full awareness PJack
. In
i
i
particular, this means that PaiJack (p|EJack ) = 0.75 and PaiJack (q|EJack ) = 0.25, i.e.
that he still believes it is likely that there is a wait at Tartine, but unlikely that
there is a wait at Arizmendi. This ends up being reflected in Jack’s decision problem.
Since Jack is unaware of and , the worlds under consideration are aggregated into
two states: one in which ⇠ is true and one in which ⇠ is false or, alternatively, one
state consisting of the worlds in r and one consisting of the worlds not in r. Let
i
S = {s1 , s2 }, where s1 = r and s2 = W \ r. We have PaiJack (s1 |EJack
) = 0.75 and
i
PaiJack (s2 |EJack ) = 0.25. We also have the following utility function on action-state
pairs:
8
if s = s1
< 0.470
UaiJack (a, s) ⇡
0.212
if s = s2 ^ a = Arizmendi
:
0.141
if s = s2 ^ a = Tartine

That is, if we are in s1 , the utility of going to Tartine and going to Arizmendi are the
same. If we are in s2 , then going to Arizmendi has a higher utility. Thus, Jack will
choose to go to Arizmendi even though he is unaware that there is a wait at Tartine.
This result may seem unintuitive, based on the following line of reasoning. If
Jack is unaware of the proposition that there is a wait at Tartine, then he should
go to Tartine; after all, they have the better pastries. But so long as Jack possesses
the evidence regarding lines outside Tartine and Arizmendi and does not make any
implicit assumptions about the waits at the two bakeries, he will implicitly believe
that there is a wait at Tartine. Bo’s assertion that it’s clear there is a wait at Tartine
cannot have any e↵ect on Jack’s decision problem. Although unintuitive at first
glance, this result should not be surprising given how we have modelled the situation.
As described, Jack recognizes that there is a line outside Tartine, and might respond
52

Yet another option is that the addressee may assume that the prejacent is true. But this case
will usually not be of interest. If an agent makes an implicit assumption that some proposition
letter is true, the agent’s behavior will be consistent with a belief in p = V( ). If this implicit
assumption is overturned, the agent will continue to act as if p were very likely. Thus, asserting
the clarity of p to someone who assumes that p is true will likely have few consequences.
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to the situation accordingly:
(91) Jack: Oh, there’s a huge line outside Tartine. I had better go to Arizmendi.
The proposition that Tartine has a wait, , is among Jack’s set of unmentionables,
and therefore he cannot assert something along the lines of There will be a wait at
Tartine. But he does believe that there is a line outside Tartine and understands the
consequences of this for his decision problem. In such a situation, Bo’s utterance does
seem like it would be superfluous.
Finally, we consider the case is one in which Jack is unaware of the proposition
that there is a wait at Tartine, makes no implicit assumption about this proposition,
but also has failed to incorporate the evidence about the line into his core evidence
i
EJack
. Such a situation would be highly similar to the situation described above in
which Jack fails to recognize the evidence and makes an implicit assumption that
is false. Bo’s utterance would raise Jack’s awareness of the proposition that there
is a wait at Tartine. In accepting Bo’s assertion, Jack would likely come to believe
that there is a wait at Tartine. In addition, without any reason to suspect that Bo
had some private knowledge about waits at Tartine, Jack would conclude that she
based her assertion on contextually available evidence. He would then reconsider the
evidence available to him, updating his evidence with the fact that there is a line
outside Tartine.
To close this section, I revisit several examples discussed above which proved
problematic for previous analyses of clarity statements. First, recall that Bronnikov
(2008) was able to account for repeated assertions of clarity based on similar bodies
of evidence. For example, suppose a woman walks by wearing a white coat and a
stethoscope, after which Bo utters (92a). Immediately afterwards a man walks by
dressed in the same way and Jack utters (92b).
(92)

a. Bo: It’s clear that she’s a doctor.
b. Jack: It’s clear that he’s a doctor too.

There is nothing in the awareness model presented in Chapter 2 that requires that
awareness of the issue of whether one individual is a doctor entails awareness of the
issue of whether another individual is a doctor. Thus, Bo may seek to raise Jack’s
awareness of the issue of whether it is clear that the woman is a doctor. Doing so does
not entail that Bo is aware that the man is a doctor, and therefore Jack’s assertion
may play the role of raising Bo’s awareness of this issue. Moreover, as we saw above,
due to limitations on their awareness states, agents may fail to recognize evidence that
is available to them. Thus, each of Bo’s and Jack’s assertions in (92) may address

CHAPTER 3. UNINFORMATIVE ASSERTIONS

131

the other’s failure to recognize evidence that either the woman or man walking by is
a doctor. In these cases, these assertions are both awareness-raising and informative.
Bronnikov also points out that clarity assertions are generally infelicitous when
they involve “trivial” inferences (93).
(93)

a. Mindy is a doctor.
b. # Therefore, it is clear that Mindy is a doctor.

On the account o↵ered here, (93b) is, strictly speaking, true. Any relevant experiencer
will believe that Mindy is a doctor on the basis of the evidence that Mindy is a doctor.
The oddness of asserting (93b) according to the present account is that (93a) has
already raised awareness of the proposition that Mindy is a doctor before (93b) is
uttered. For this reason, (93b) serves no obvious purpose; it is neither informative,
nor awareness-raising. Thus, we expect it to be infelicitous.
Bronnikov also raises the issue of asserting the clarity of necessarily true propositions (94).
(94) Take a number n that is divisible by 9. Then it is clear that n is divisible by
3.
Here, we can see the role of the clarity assertion as that of raising awareness of
the proposition that n is divisible by 3, which discourse participants may have been
unaware of despite knowing n to be divisible by 9. One could ask what purpose raising
awareness would serve in this case, since any agent who believes that n is divisible
by 9 must, at least implicitly, believe that n is divisible by 3. Stated di↵erently, we
cannot imagine discourse participants to hold an implicit assumption that n is not
divisible by 3 once they know that n is divisible by 9. In this case, what is the purpose
of raising awareness that n is divisible by 3?
A similar issue arises if we consider (64), repeated below as (95), which was argued
to be problematic for Bronnikov’s proposal.
(95) It is clear that we have a highly polarized, very sharp, and I think at times,
too sharp level of anger expressed across the political aisles in this country.
It was noted above that the purpose of asserting clarity in (95) appears to be that
of raising awareness of a proposition that the addressee implicitly believed, but was
unaware of. The present account can make sense of such a change in awareness, but
(95) is a case in which the addressee is not obviously making an implicit assumption
that the prejacent of the clarity assertion is false. Again, we face the question of why
it is worth raising awareness of a proposition even if the addressee does not make an
implicit assumption that the proposition is false.

CHAPTER 3. UNINFORMATIVE ASSERTIONS

132

One way to explain such cases is to see them as serving the purpose of raising
awareness of an issue for discourse structural reasons. For example, (95) raises awareness of the issue of political polarization in order to establish this as a discourse topic
to which future utterances will be rhetorically related. Example (94) may constitute
part of a larger proof in which it is important to establish that n is divisible by 3.
By raising awareness of this proposition, it can then be rhetorically related to future
steps in this proof. Example (94) can also be seen as an assertion that attempts to
deal with a di↵erent type of unawareness, that of failing to know the validity of some
inference rule or failing to draw some inference due to processing constraints. As
discussed in Chapter 2, my focus is on unawareness due to inattention, rather than
unawareness as ignorance of particular inference rules. Therefore, I do not o↵er a full
analysis of the function of (94), but I am open to the possibility that a model similar
to that proposed by Bronnikov (2008) could be of use here.

3.4

Chapter Summary

After the extended discussion of assertions of clarity, it is worthwhile to reiterate
the central claims of this chapter. This chapter opened with a discussion of theories
of the conventional discourse e↵ects of assertions. In §3.1.3, I o↵ered a definition
of assertions that are redundant according to their conventional discourse e↵ects.
This definition identifies two types of redundant assertions: uninformative assertions
and unpropositive assertions. Intuitively, we can think of uninformative assertions as
assertions whose content is already entailed by the common ground and unpropositive
assertions as assertions that duplicate an existing proposal to update the common
ground.
In §3.2, I focused on the case of uninformative assertions and discussed the functions these assertions can have despite their redundancy. I also noted the existence
of ways for speakers to explicitly mark assertions as uninformative, including the
German discourse particles ja and doch. In §3.3, I presented a case study of a form
of assertion, assertions of clarity, that has been previously argued to be necessarily
uninformative. In this section, I argued against previous accounts of the function of
clarity assertions, o↵ered a novel proposal for the semantics of clear, and provided
an account of functions that clarity assertions can serve. My account of clarity assertions allows these assertions to be straightforwardly informative, but also presents an
analysis of the awareness-raising functions that they have when this is not the case.
There remain a number of outstanding issues regarding uninformative assertions
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that I have not discussed or have only briefly touched on in this chapter. For example,
§3.2.1 covered a number of uses of uninformative assertions that seem to involve
responses to the possibility of listeners exhibiting forms of unawareness other than
unawareness due to inattention. This section also noted cases in which a more finegrained model of unawareness due to inattention than that proposed in §2.3.3 might
be relevant. I leave these issues for future research. In addition, it was noted in
§3.2.2, a large number of languages possess discourse particles similar to ja and doch.
It remains to be seen whether an awareness-based analysis of the function of these
discourse particles is tenable.

Chapter 4
Rhetorical Questions
Interrogative clauses, as exemplified by (1), are the second of the three major clause
types identified by Sadock and Zwicky (1985).
(1) Did you catch the speckled geese?
When discussing interrogative clauses, it can be difficult to use terminology that
clearly distinguishes between syntactic clause types, the interpretations of clauses
of this type, and the speech act performed when using these clauses. Informally,
all three can be referred to as “questions.” Groenendijk and Stokhof (1996) adopt
terminology according to which the syntactic clause type exemplified by (1) is referred
to as an “interrogative clause” and the interpretation of a clause of this type is
referred to as a “question.” This terminology has been at least partially accepted by
subsequent authors, but still this leaves unresolved the issue of how to refer to the
speech act performed by an utterance of an interrogative clause. Below, I use the
term “question” to refer to both the interpretation of an interrogative clause and the
speech act performed in uttering an interrogative clause, with the intended meaning
disambiguated by the context.
As a starting point for understanding how to model the conventional discourse
e↵ects of questions, I first first note an utterance of (1) intuitively has the e↵ect
of eliciting some sort of response from the addressee. In addition, this response is
intuitively expected to provide an answer to the question being asked. That is, an
utterance of (1) should elicit a response that either entails that the addressee did
catch the speckled or entails that the addressee did not. In addition, one would
usually conclude from a speaker’s utterance of (1) that the speaker does not already
know whether the addressee caught the speckled geese and that the speaker is seeking
an answer to this question in order to become informed about whether the addressee
134
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caught the speckled geese.
These core intuitions will be reflected in each of the approaches regarding the
conventional discourse e↵ects of questions in the following sections. As in Chapter 3,
before discussing the details of these theories, I note that there are several cases that
require special attention. These special cases involve uses of interrogative clauses that
are not prima facie associated with the same discourse e↵ects as normal informationseeking questions. One such special case was already mentioned in Chapter 1. There I
noted the existence of examples like (2), which are syntactically interrogative clauses,
but which function in most contexts as requests for the addressee to perform an
action.
(2) Can you close the window?
I do not claim here that the action-requesting e↵ects of utterances like (2) cannot
be derived from the conventional discourse e↵ects of questions. But the issue of how
exactly to addressee the e↵ects of “indirect speech acts” (Searle 1979) performed by
utterances of sentences like (2) are not straightforward. I set aside these issues for
the remainder of this chapter.
Another case that I do not address at length are so-called “exam questions” or
“quiz questions.” Like standard questions illustrated by (1), these questions elicit
an response from the addressee. However, in the case of exam questions the speaker
already knows the answer to the question and the speaker’s purpose in asking this
question to determine whether the addressee also knows the answer. As in the case
of requests to act, such as (2), I do not claim that exam questions must be analyzed
as having distinct conventional discourse e↵ects from standard, information-seeking
questions. Rather, because a general theory of exam questions is not germane to my
central concerns, I largely set aside the issue of how to account for such questions.
One exception to this is a discussion in §4.3 regarding a specific type of exam question.
These exam questions are used by Biezma and Rawlins (2017) as evidence against
theories of rhetorical questions discussed below, and are therefore relevant to the
larger claims of this chapter.
The central focus of this chapter, rhetorical questions, has been seen by some
authors as a case in which utterances of clauses with interrogative syntax are not
associated with the conventional discourse e↵ects of standard, information-seeking
questions. A prominent traditional view on rhetorical questions, which is discussed at
greater length in §4.2.1, is that rhetorical questions are best analyzed not as questions
at all, but rather as assertions (Banuazizi and Creswell 1999; Borkin 1971; Han 1998;
Han and Romero 2002; Krifka 1995; Ladusaw 2003; Lee 1994; Sadock 1971). However,
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I argue below, following Rohde 2006 and Caponigro and Sprouse 2007, that analyzing
rhetorical questions as having the same conventional discourse e↵ects as standard,
information-seeking questions has greater empirical motivation that this traditional
view. For this reason, a discussion of theories of the conventional discourse e↵ects of
questions in general is directly relevant to the later discussion of rhetorical questions.
The remainder of this chapter is organized as follows. In §4.1, I discuss theories
regarding the interpretation of interrogative clauses and the conventional discourse
e↵ects of uttering such clauses. At the end of this section, I lay out what would
constitute a redundant use of an interrogative clause on these theories. In §4.2, I discuss rhetorical questions, including traditional analyses that take rhetorical questions
to be non-redundant with respect to their conventional discourse e↵ects and more
recent views that analyze rhetorical questions as redundant. I argue in favor of the
latter analysis. I close in §4.3 with a discussion of how modelling rhetorical questions’
e↵ects on agents’ awareness states o↵ers an explanation of their function given that
they are redundant with respect to their conventional discourse e↵ects.

4.1
4.1.1

The Interpretation & Conventional Discourse
E↵ects of Interrogatives
Questions Under Discussion

I begin by considering a Questions under Discussion (QUD) framework for understanding the conventional discourse e↵ects of questions, which takes the standard approach to mapping clause types to conventional discourse e↵ects discussed in Chapter
1. The QUD framework takes interrogative clauses to be interpreted as functions of
type hhs, ti, ti, i.e. functions from functions from possible worlds to truth values to
truth values. Alternatively, these clauses are interpreted as sets of sets of propositions,
each of these propositions intuitively corresponding to an answer to the question that
the interrogative clause can be used to ask (Groenendijk and Stokhof 1984; Groenendijk 1999; Hamblin 1958, 1973; Karttunen 1977).1 For the sake of concreteness,
I will follow Groenendijk and Stokhof (1984) in assuming that the interpretation of
an interrogative clause is a partition over logical space, making these interpretations
1

An alternative to this view that also has currency in contemporary linguistic theory is the “structured meaning” perspective. See Aloni et al. 2007; Blutner 2012; Cooper and Ginzburg 2012;
Ginzburg 2005; Ginzburg and Sag 2000; Krifka 2001 for analyses of the meaning of interrogative
clauses that follow this approach.
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formally equivalent to subject matters as defined in §2.3.1.2 On this view, the interpretation of (1) would be as follows:
(3)

a. J(1)K = P.P = w.addressee caught the speckled geese in w _ P =
w.addressee did not catch the speckled geese in w

b. J(1)K = {{w|addressee caught the speckled geese in w}, {w|addressee did
not catch the speckled geese in w}}

If we interpret interrogative clauses as sets of propositions, partial and complete
answers to questions are defined as follows:

(4) Answerhood
Let q be some question. Then a proposition p constitutes a partial answer to
q i↵ 9r(r 2 q ^ (r ✓ p _ p \ r = ;)). The proposition p constitutes a complete
answer to r i↵ 9r((r 2 q ^ r ✓ p) ^ 8s(s 2 q ^ s 6= r ! p \ s = ;)).
In other words, a proposition p constitutes a partial answer to a question q just in
case that p entails some possible answer to q or the negation of some possible answer
to q. A proposition p is a complete answer to q just in case that for every possible
answer to q, p entails that answer or entails its negation. Alternatively, we can think
of a partial answer to q as a proposition that entails some non-trivial union of cells in
the partition induced by q and a complete answer to q as a proposition that entails
exactly one cell in the partition induced by q. Given the definition of answerhood in
(4), we say that one question q1 entails another question q2 if and only if giving an
answer (either partial or complete) to q1 yields a complete answer to q2 .
The QUD approach, as developed in work such as Büring 1999; Ginzburg 1996,
and Roberts 1996, 2012, takes the high-level view that conversations are structured
around questions and pursuing answers to these questions. We can model this idea by
including in the formal representation of a conversational discourse a stack of question
called the QUD stack, which represents the topic of the discourse or what the discourse
is about at a given time.3 In addition, the representation of the context includes a
common ground of the type discussed in §3.1.1 and §3.1.2. The QUD stack not only
represents the topic of conversation, but also constrains the future development of the
discourse in the following way. Discourse participants’ contributions to the discourse
are considered felicitous only if they address the element at the top of the QUD stack.
2

For the sake of simplicity, I ignore the possibility of questions with presuppositions, which can be
modelled as a partition of a subset of logical space (Groenendijk 1999).
3
My formal presentation of the QUD approach towards understanding the conventional discourse
e↵ects of questions is based on Roberts 1996, 2012, but I do not present Roberts’s full formal model
for the sake of brevity.
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Participants can address this element either by asserting an answer (either partial or
complete) to this question or by partaking in a “strategy” for answering this question.
A strategy consists in adding to the QUD stack a question that is entailed by the
question currently at the top of the QUD stack. A question q remains on the QUD
stack until the common ground entails a complete answer to q or it is determined
that q is unanswerable.
To illustrate this approach, suppose Jack and Humpty are both owners of speckled
geese, which have just escaped from their cages. Search parties are sent out to find
the speckled geese. After some time, Bo wants an evaluation of the situation and
begins a conversation by uttering (5)
(5) Bo: Whose speckled geese have been caught?
There are four possible (complete) answers to this question: either both Jack’s and
Humpty’s geese have been caught, only Jack’s geese have been caught, only Humpty’s
geese have been caught, or neither Jack’s nor Humpty’s geese have been caught. If
we let j and h denote the propositions that Jack’s geese have been caught and that
Humpty’s geese have been caught, respectively, the interpretation of (5) is as follows:
(6) J(5)K = {j \ h, j \ W \ h, W \ j \ h, W \ j \ W \ h}

If we let QU D denote the QUD stack in the context of Bo’s utterance in (5), as a
result of her question, (6) becomes the top element of QU D. In turn, a complete
answer to Bo’s question, such as Jack’s assertion in (7), would be a licit response to
Bo’s question.
(7) Jack: My speckled geese have been caught, but Humpty’s have not.
Assuming that the content of Jack’s assertion enters the common ground, the common
ground now entails exactly one of the propositions within the interpretation of Bo’s
question (j \ W \ h). Because Bo’s question has been completely answered, it is
removed from QU D.
Again, a complete answer like (7) is not the only licit response to Bo’s question. In
addition, a partial answer, such as Jack’s assertion in (8a) would be a licit response.
In contrast, a completely unrelated assertion such as (8b) would not be.
(8)

a. Jack: My speckled geese have been caught.
b. Jack: # It’s a great day for a picnic.

It would also be licit to respond to Bo’s question by uttering an interrogative clause
whose interpretation is entailed by (6). For example, Little Miss Mu↵et could respond
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to Bo’s question by uttering (9a) as part of a strategy to answer Bo’s question. The
interpretation of (9a) is shown in (9b).
(9)

a. Mu↵et: Have Humpty’s geese been caught?
b. J(9a)K = {h, W \ h}

Mu↵et’s question in (9a) constitutes part of a strategy to answer Bo’s original question
because its content is entailed by (6). More intuitively, we can think of Mu↵et’s
question as helping to answer Bo’s question because a complete answer to Mu↵et’s
question would constitute a partial answer to Bo’s question. The e↵ect of Mu↵et’s
utterance is to add (9b) to QU D. After (9a) is completely answered, (6) will again
be at the top of QU D. Now, however, completely answering Bo’s original question
is an easier task because we already know whether or not Humpty’s geese have been
caught in virtue of (9a) having been completely answered.
I initially laid out several intuitions regarding what the conventional discourse
e↵ects of questions should be. The first of these was that a question serves as an
inducement for an addressee to respond with an answer to the question. This aspect
of questioning is captured by the QUD framework in that any assertion in response to
a question at the top of the QUD stack is only considered felicitous if it constitutes at
least a partial answer to this question. Note, however, that the QUD framework also
makes sense of other responses to questions, namely that of asking narrower questions
that constitute a strategy for addressing a larger question. The QUD framework does
not directly reflect the intuition that speakers who asks a question does not know the
answer to that question. As we’ll see below, it is important that this is not directly
encoded into the conventional discourse e↵ects of questions, as I will argue that
rhetorical questions’ answers are known to the speaker, but that rhetorical questions
have the same conventional discourse e↵ects as other questions. However, with some
basic pragmatic reasoning we can see how a speaker’s asking of a question could
implicate that the speaker does not know the answer to the question. In short, on
the QUD framework, a question directs the conversation to develop in such a way
that the answer to the question becomes common ground. However, if the speaker
already knew the answer to the question, the speaker could more easily ensure that
this answer become common ground simply by asserting the answer. Since the speaker
does not assert the answer, we can infer that the speaker does not already know the
answer.
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Discourse Commitments & Inquisitive Semantics

The idea of a QUD stack clearly resembles that of the table discussed in above in
§3.1.2. Indeed, one way to see the table is as an extension of the idea of a QUD stack
to account for how non-questions change the topic of the conversation as well. For
this reason, the discussion of the QUD approach above covers the key parts of more
recent analyses of the conventional discourse e↵ects of questions in terms of discourse
commitments. Still, it is worth spelling out the specifics of how these analyses account
for the e↵ects of questions.
Following the model presented in §3.1.2, which in turn is based on that of Farkas
and Bruce 2010, we can model the conventional discourse e↵ects of questions as
follows. As in the standard QUD framework, we assume that interrogative clauses
are interpreted as functions of type hhs, ti, ti or as sets of sets of possible worlds.
As a result of asking a question, the question’s denotation is added to the top of
the table and the projected set is updated to include every possible update to the
common ground with one complete answer to the question. However, the discourse
commitments of all discourse participants and the common ground remain unchanged.
Discourse participants must respond to the question at the top of the table, with valid
responses being the same as those posited in the basic QUD framework. That is, a
discourse participant must respond to a question at the top of the table by either
o↵ering an answer to the question or by asking a question entailed by the question at
the top of the table as part of a strategy. A question will only be removed from the
table once the common ground entails a complete answer to the question or entails
that the question is unanswerable.
This perspective on the table also explains why assertions’ e↵ects on the table are
modelled in terms of adding to the table a set containing the interpretation of the
asserted clause. In Chapter 3, it was noted that it might be more straightforward to
instead directly add the interpretation of the asserted declarative clause to the table.
However, if we want to have the table only contain objects of the same semantic type
and want to have the interpretations of interrogative clauses to be added to the table,
then it is necessary to also have assertions add objects of type hhs, ti, ti to the table.
As an illustration of this perspective on the conventional discourse e↵ects of questions, suppose CG, T , DC↵ , and P S denote the common ground, the table, the
discourse commitments of agent ↵, and the projected set immediately before Bo’s utterance in (5). Then let CG0 , T 0 , DC↵0 , and P S 0 denote these aspects of the context
immediately after her utterance. We have the following:
(10)

a. CG0 = CG
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b. T 0 = push(T, {j \ h, j \ W \ h, W \ j \ h, W \ j \ W \ h})
c. DC↵0 = DC↵ for all ↵

d. P S 0 = {CG[{j\h}, CG[{j\W\h}, CG[{W\j\h}, CG[{W\j\W\h}}
Responses to Bo’s question that take the form of an assertion, such as (7), would
then be modelled as discussed in §3.1.2. Responses to Bo’s question that take the
form of questions, such as (9a) would then be modelled as having similar e↵ects as
Bo’s original question.
The Inquisitive Semantics approach pursued by Farkas and Roelofsen (2016) offers a largely similar account of the conventional discourse e↵ects of questions. The
key di↵erence is that this approach assumes that the interpretations of interrogative
clauses are downward closed sets of classical propositions, rather than just sets of
classical propositions. However, in all other key respects, the conventional discourse
e↵ects of questions are largely similar to those described in Farkas and Bruce 2010.
Note that, as discussed in Chapter 1, the Inquisitive Semantics approach takes the
conventional discourse e↵ects of both assertions and questions to be formalized in
the same way. In each case, the interpretation of the uttered clause is added to the
table. In the case of an assertion, this means that a set of classical propositions
with one alternative is added to the table, whereas in the case of a question, a set
of classical propositions with multiple alternatives is added to the table. In addition,
the informative content of the clause’s interpretation, i.e. the union of the classical
propositions within the clause’s interpretation, is added to the speaker’s set of discourse commitments. In the case of an assertion, this has the e↵ect of adding to the
speaker’s discourse commitments the single maximal alternative of the interpretation
of the declarative clause that was asserted. However, since interrogative clauses are
interpreted as partitions over W, the informative content of this interpretation is
simply W. Thus, the update to the speaker’s discourse commitments from a question
is trivial.

4.1.3

Redundant Questions

Given these perspectives on the conventional discourse e↵ects of questions, I now
consider what would constitute a redundant question. Büring’s constraint in example
(1) of Chapter 1 suggests that one way in which a question can be redundant is if it
“asks a known thing.” Given the theories of conventional discourse e↵ects considered
above, we can motivate Büring’s constraint as follows. The purpose of asking a
question is to direct the future development of the conversation in such a way that
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the answer to the question enters the common ground. However, if the answer to
the question is already in the common ground, then attempting to constrain the
development of the conversation in this way has no e↵ect. Moreover, on the views
discussed in the previous section, asking a question whose answer is already entailed
by the common ground cannot have any lasting e↵ect on the discourse context. Recall
that on these proposals, a question is removed from the QUD stack or from the table
as soon as the common ground entails a complete answer to the question. Therefore,
if the common ground entails a complete answer to a question before it is asked, the
question should immediately be removed from the QUD stack or table as soon as it
is asked.
Following this line of reasoning, I o↵er the following as a first pass at a definition
of a redundant question:
(11) Redundant Question (first version, to be revised)
An utterance of an interrogative clause
is redundant in a context with
context set C i↵ there is some proposition p such that p ✓ C and p is a
complete answer to J K.

In defining redundant assertions in Chapter 3, I noted that there were two types
of redundant assertions, uninformative assertions and unpropositive assertions. Unpropositive assertion are those whose content is identical to the proposition that was
at the top of the table before the assertion was made. The core intuition behind
classifying unpropositive assertions as redundant was that if the current issue being
addressed in the discourse is whether to accept or reject a proposition p, it makes no
sense to assert something that also requires an acceptance or rejection of p. There are
analogous situations in the case of questions. In the following example, Bo’s second
utterance is redundant, as it adds to the QUD stack or table a question that is already
at the top of QUD stack or table.
(12) Bo: Did you catch the speckled geese?
Bo: Did you catch the speckled geese?
Therefore, I extend the definition of redundant questions as follows:
(13) Redundant Question (final version)
An utterance of an interrogative clause
is redundant in a context with
context set C and table T i↵ there is some proposition p such that p ✓ C and
p is a complete answer to J K or top(T ) = J K.

While I remain open to the possibility that other types of questions may be plausibly classified as redundant, I do not consider any additional cases here. Therefore, I
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will use (13) as the definition of redundant questions for the remainder of this chapter.
As in the case of redundant assertions, this definition of redundancy identifies two
types of redundant utterances. In keeping with the terminology introduced in Chapter 3 for redundant assertions, I refer to the second type of redundant questions, those
that duplicate the element at the top of the table, as unpropositive questions.
However, it does not make sense to refer to the first type of redundant question as
an uninformative question since most non-redundant questions are also, intuitively,
uninformative. Rather, I refer to questions whose answers are already entailed by
the common ground as uninquisitive questions. The remainder of this chapter
focuses on uninquisitive questions, rather than unpropositive questions.

4.2

Rhetorical Questions

Below, I follow previous work in arguing that felicitous uninquisitive questions are
exemplified by many cases of what have traditionally been referred to as rhetorical
questions. To introduce rhetorical questions, I illustrate some of their core characteristics with example (14).
(14) Bo: I don’t care what advice Jack has to o↵er me. After all, what does he
know about catching speckled geese?
Bo’s question in (14) is syntactically an interrogative clause, but does not seem to
require a response from the addressee. In addition, Bo’s question in (14) seems to
communicate that Jack does not know anything about catching speckled geese. In
these ways, Bo’s question di↵ers from normal, information-seeking questions that
require some response from an addressee and do not seem to communicate their
answers. In general, rhetorical questions are often descriptively characterized as those
questions that do not require responses and that seem to communicate what their
answers are.
Caponigro and Sprouse (2007) o↵er three diagnostics for identifying rhetorical
questions, the first two of which were originally noted by Sadock (1971). First, an
interrogative clause that begins with after all, such as (14), can only be used rhetorically. Second, any use of an interrogative clause that is followed by a declarative
clause that begins with yet is a rhetorical question. Example (15) illustrates such a
rhetorical question.
(15) What did Jack know about catching speckled geese before I started teaching
him? Yet now he’s one of the greatest speckled goose catchers in the world!
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The question in (15) does not require a response, just as the question in (14) does
not. In addition, (15) appears to communicate that Jack knew nothing about catching speckled geese before the speaker met him. The final diagnostic for rhetorical
questions, first noted by Borkin (1971), is that any question containing a strong Negative Polarity Item (NPI), such as lift a finger, bat an eye, budge an inch, etc., is a
rhetorical question. Example (16) illustrates such a rhetorical question.
(16) Who lifted a finger to help me catch the speckled geese?
Again, (16) does not require an answer and seems to communicate that no one lifted
a finger to help the speaker catch the speckled geese.
Although these diagnostics identify sufficient conditions for classifying particular
uses of interrogative clauses as rhetorical questions, they are not necessary conditions. That is, there are rhetorical questions that do not meet any of the diagnostics
considered above. The following question, which appears in a footnote in Han 1998,
illustrates such a rhetorical question.
(17) Is the Pope Catholic?
In addition to lacking any overt marking of rhetoricity, example (17) is notable in
another respect. While (17) is similar to the rhetorical questions discussed above
in that it does not require a response from an addressee, unlike the other rhetorical
questions considered above, it does not suggest its own answer. That is, a listener
who did not already know that the Pope is Catholic would not be able to infer that
the Pope is Catholic simply on the basis of (17). In contrast, a listener who did not
know whether anyone had helped the speaker of (16) to catch the speckled geese could
infer from (16) that no one helped the speaker do so.4
Other examples of rhetorical questions that do not meet any of the diagnostics
discussed by Caponigro and Sprouse are shown in (18):
(18)

a. How (the Hell) could you do that?
b. What (the Hell) is wrong with you?
c. What (on Earth) were you thinking?

While each of the examples in (18) may include an NPI, they may also function as
rhetorical questions without these NPIs.5 Like the examples considered above, the
4

As we will see below, depending on the context, (16) may imply that someone did help the speaker
catch the speckled geese.
5
When the examples in (18) lack NPIs, they may require a particular prosody in order to receive a
rhetorical reading.
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examples in (18) do not require responses. However, rather than implying a particular
answer, these rhetorical questions also seem to imply that they are unanswerable.
For example, (18a) implies that there is no explanation, or at least no reasonable
explanation, for how the listener could have done what she did. Example (18b) seems
to imply that the speaker cannot fathom what is wrong with the listener that could
explain the listener’s behavior.
Summing up, in some cases there are explicit signs that a question is intended
to be rhetorical, but in other cases rhetorical questions are not explicitly marked as
such. Regardless of whether they are explicitly marked, rhetorical questions do not
require a response from the addressee. Some rhetorical questions, particularly those
that are explicitly marked as rhetorical, also suggest their own answers. In other
cases, rhetorical questions may make no such suggestion or may suggest that they are
unanswerable.

4.2.1

Rhetorical Questions as Non-Redundant Utterances

In this section, I consider a variety of analyses that take rhetorical questions to be
non-redundant. Due to space limitations, I am unable to fully discuss all analyses
of rhetorical questions along these lines. Instead, I follow the approach of Rohde
(2006) and Caponigro and Sprouse (2007), who broadly categorize approaches to
rhetorical questions into two groups.6 First, there are authors who treat rhetorical
questions as being syntactically interrogative clauses, but as having the conventional
discourse e↵ects typically associated with assertions. Second, there are authors who
treat rhetorical questions as normal questions that place certain restrictions on their
possible answers.
The first view is articulated by authors including Banuazizi and Creswell (1999),
Borkin (1971), Han (1998), Han (2002), Krifka (1995), Ladusaw (2003), Lee (1994),
and Sadock (1971), and is based on the intuition that most rhetorical questions imply
a negative answer. For example, (14) implies that Jack knows nothing about catching
speckled geese and (16) implies that no one lifted a finger to help the speaker catch
the speckled geese. We can observe a similar pattern in polar questions, such as (19),
6

Caponigro and Sprouse (2007) identify a third approach, exemplified by work such as Ladusaw
1979 and Gutiérrez Rexach 1997, according to which rhetorical questions are questions that have no
answers. I do not address this view at length, as it is unrepresentative of most contemporary views
on rhetorical questions. While there are some rhetorical questions that do seem to be unanswerable,
such as those in (18), in §4.2.2 I show that rhetorical questions can be answered. Thus, the view that
all rhetorical questions can be characterized as questions that lack answers faces major empirical
problems.
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which implies that Jack did not help catch the speckled geese.
(19) I don’t owe Jack anything. After all, did he ever help to catch the speckled
geese?
Given that rhetorical questions often imply a negative answer, many authors have
concluded that the conventional discourse e↵ects of rhetorical questions are the same
as those of an assertion of a negative statement.
To illustrate such an approach, consider the proposal of Han (2002). According to
Han, rhetorical questions come to have a di↵erent interpretation than non-rhetorical
questions via a “post-LF derivation.” This derivation causes the wh-phrase in a
rhetorical question to be interpreted as the bottom element of a Boolean algebra
induced from the powerset of the atomic elements that the wh-phrase ranges over.
In practice, for wh-questions, this means that the wh-phrase is interpreted as the
empty set. For example, Han gives (20b) as the post-LF derivation for the rhetorical
question in (20a).
(20)

a. After all, what has John done for you?
b. JwhatK = JnothingK = X w.¬9x(thing(x) ^ X(x)(w))
Jhas John done for youK = x v.done(John, x, v)
JwhatK(Jhas John done for youK) = w.¬9x(thing(x) ^ done(John, x, w))

In the case of polar questions, Han assumes the presence of a silent whether in such
questions that is a variable ranging over positive and negative polarity, which are part
of a Boolean algebra in which the negative polarity is the bottom element. In short,
this amounts to the claim that rhetorical polar questions include a silent, clause level
negation. An example is shown in (21a) and (21b).
(21)

a. After all, did I tell you that writing a dissertation was easy?
b. JwhetherK = P w.¬P (w)
JI told you writing a dissertation was easyK = v.told(speaker,
addressee, writing a dissertation is easy, v)
JwhetherK(JI told you writing a dissertation was easyK) =
w.¬told(speaker, addressee, writing a dissertation is easy, w)

If we accept that Han is correct on these points, then rhetorical questions are
interpreted as propositions, i.e. as functions of type hs, ti or as sets of possible worlds.
This is not sufficient to show that rhetorical questions are assertions or that they have
the same discourse e↵ects as assertions, but we can come to this conclusion by making
the assumption that any utterance of a clause that denotes a proposition has such
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conventional discourse e↵ects.7 Therefore, an utterance of a rhetorical question would
be redundant only if it met the conditions for a redundant assertion. While this view
does not rule out the possibility of redundant rhetorical questions, it is not the case
that, on this view, rhetorical questions are in general redundant.
Proposals along these lines have been critiqued in several ways. Caponigro and
Sprouse (2007) point out that on Han’s (2002) proposal, wh-phrases have completely
di↵erent interpretations in rhetorical and non-rhetorical questions, but there is no
principled explanation o↵ered for why these phrases should be interpreted in these
radically di↵erent ways. Caponigro and Sprouse, along with Rohde (2006), also point
out that these analyses have difficulty accounting for the fact that rhetorical questions
do not always have negative answers. For example, (17) implies that the Pope is
Catholic. Example (22), which implies that Jack helped the speaker, also illustrates
that rhetorical questions can have non-negative answers.8
(22) I’ll need to do something nice for Jack at some point. After all, who helped
me catch the speckled geese when no one else would?
Above, it was noted that there are also rhetorical questions that suggest that they
are unanswerable (18). Perhaps such cases could be accounted for in a Han-style
analysis, although the exact details of such an account are non-trivial.
A final problem for these analyses, noted by Caponigro and Sprouse (2007), is
that rhetorical questions can be embedded. For example, suppose that Bo is the boss
at her office and is universally disliked by all of her coworkers. She knows about her
coworkers’ attitudes towards her, and one day, fed up, she utters (23).
(23) Should I even ask who would give a damn if I stopped coming to work?
Han would seem to be forced to say that the embedded question in (23) is actually
interpreted as a proposition, but then it is unclear how this meaning could compose
with ask to yield the correct meaning for the full clause.
7

Such an assumption seems to undergird Han’s argument, although she does not clearly delineate
between the interpretation of rhetorical questions, the speech acts performed in uttering them, and
their conventional discourse e↵ects.
8
Han (2002) addresses these cases briefly, accounting for (22) by taking it to only be felicitous in
a context in which it is presupposed that there is a unique individual who helped the speaker to
catch the speckled geese. Therefore, the bottom element of the Boolean algebra induced by the
power set of the possible answers to this question is not the empty set, but rather the set containing
the unique individual presupposed to have helped the speaker. However, Han o↵ers no systematic
account of rhetorical questions like (17), instead arguing that they must be treated as exceptional
cases.
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The second type of traditional approach to rhetorical questions takes these questions to have the same conventional discourse e↵ects as non-rhetorical questions, but
to simply have a restricted set of possible answers. Ladusaw (1980) presents one such
account. Ladusaw assumes that speakers should only ask questions, rhetorical or not,
that can be answered by an utterance that involves minimal modifications to the form
of the original question. Consider a rhetorical question containing a strong NPI, such
as (24).
(24) Did Jack lift a finger to help?
On Ladusaw’s proposal, minimally modified answers to this question would be the
following:
(25)

a. * Yes, Jack lifted a finger to help.
b. No, Jack did not lift a finger to help.

The positive answer to (24) in (25a) is unacceptable because it contains an unlicensed
NPI. In contrast, the negative answer to (24) in (25b) is acceptable, since the NPI
is licensed. Since any acceptable positive answer to (24) would require the NPI to
be deleted, such a positive answer would involve greater modification to the original
form of the question than the minimally modified negative answer shown in (25b).
Because of the preference for minimally modified answers, the negative answer in
(25b) is implied as the preferred response to (24).
A similar approach is o↵ered by van Rooy (2003). On this analysis, a strong NPI
in a rhetorical question invokes a scale of relevant alternatives to the NPI, with the
NPI representing the minimal value on this scale. For example, the NPI lift a finger
in (24) invokes a scale consisting of amounts of help, with lift a finger denoting the
minimal amount of help. In addition, van Rooy takes lift a finger to have an at least
reading and to presuppose that it is settled whether Jack did x amount of help for
any value of x on the scale of relevant alternatives to lift a finger. That is, for every
value of x, the common ground either entails that Jack did x amount of help or that
Jack did not do x amount of help.9 Now suppose that it is common ground that Jack
had done x amount of help where x is some alternative to lift a finger. Then it would
also be settled that Jack had lifted a finger to help, on the assumption that lift a
finger has an at least reading. This, in turn, would make the question asking whether
Jack had lifted a finger to help redundant. Since van Rooy assumes that felicitous
questions cannot be redundant, it follows that it cannot already be settled that Jack
9

I direct readers to van Rooy 2003 for arguments to the e↵ect that such an interpretation of lift a
finger is plausible.
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did x amount of help for any value of x. Instead, it must be settled that Jack did not
do x amount of help for any value of x. As a result, the question in (24) allows for
two possible answers. Either Jack did the very minimal amount possible to help (i.e.
he “lifted a finger to help”) or Jack did nothing to help. Regardless of the answer,
the question entails that Jack did very little to help, thus giving rise to the question’s
rhetorical nature.
One drawback of these two approaches is that both rely on properties of strong
NPIs. But as we have seen above, there are rhetorical questions that do not contain
strong NPIs. Caponigro and Sprouse (2007) argue that another shortcoming with
these approaches is that that if rhetorical questions allowed for multiple answers, we
would expect rhetorical questions to require an answer. However, a key property of
rhetorical questions is that they do not require an answer from the addressee. For
example, rhetorical questions immediately followed by yet, such as (15), are one case
in which a rhetorical question goes unanswered. Caponigro and Sprouse point out
that addressee can respond to questions as Jack does in (26), which seems to confirm
the implied answer to the rhetorical question, but does not o↵er an answer to the
question.
(26) Bo: Who cares about you?
Jack: (frowning) Yeah, you’re right.
That said, the approaches of Ladusaw (1980) and van Rooy (2003) do explain why
some answer to a rhetorical question is heavily implied. The strength of this implication may be strong enough that no explicit answer to the rhetorical question is
needed.
Another drawback of van Rooy’s proposal, in particular, is that his argument
crucially relies on the assumption that a redundant question would be infelicitous.
However, as we have seen throughout this dissertation, redundancy alone does not
render an utterance infelicitous. The general approach pursued by van Rooy may
be salvaged if we can provide another reason for a speaker to disprefer the use of a
question containing a strong NPI when the question would be redundant. One line
of argument might go as follows. Consider once again the case of a speaker asking
if Jack lifted a finger to help. Suppose that van Rooy is correct that this question
presupposes that Jack has done x amount of help for all values of x greater than the
minimal value. One possibility is that it is settled that Jack has not done x amount
of help for any amount x greater than the minimal value. This is the case considered
by van Rooy, and in this case the speaker’s question is non-redundant. Alternatively,
suppose that it has been settled that Jack has done x amount of help for some value
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of x greater than the minimum. Now, the speaker’s question is redundant and we
must find some reason for the speaker to ask the question unrelated to the question’s
conventional discourse e↵ects.
One plausible reason for the speaker to ask such a question would be to raise
awareness of the amount of work that Jack has done. However, if this were the
speaker’s goal, then the speaker could have accomplished this goal with a more succinct expression, e.g. by using a question that does not contain an NPI. Therefore,
if the speaker does use a question containing a strong NPI, pragmatic reasoning may
lead us to conclude that the speaker’s goal was not that of raising awareness that Jack
had done some non-minimal amount of work to help. For this reason, the question
containing a strong NPI may only be appropriate in contexts in which it is settled
that Jack has not done any amount of work to help, except possibly the bare minimum. I note that this only constitutes a sketch of an account that would preserve
van Rooy’s basic claims about the use of strong NPIs in questions. I leave further
exploration of this issue for future work.
Although Caponigro and Sprouse present their proposal, discussed in the following
section, as an alternative to the approaches of Ladusaw and van Rooy, I do not
see these perspectives as mutually exclusive. I take the proposal by Caponigro and
Sprouse to constitute a general theory of what constitutes a rhetorical question. The
proposals of Ladusaw and van Rooy, in contrast, are better seen as proposals regarding
the interpretive e↵ects of NPIs in questions. In turn, these interpretive e↵ects may
make questions containing NPIs better suited for rhetorical uses than other questions.

4.2.2

“Rhetorical Questions as Redundant Interrogatives”

Rohde (2006) and Caponigro and Sprouse (2007) o↵er similar analyses of rhetorical questions. Both proposals share a core thesis that is summarized in the title
of Rohde’s article, “Rhetorical Questions as Redundant Interrogatives.” In short,
these two approaches take rhetorical questions to have the standard interpretations
we would expect for any interrogative clauses and to have the same conventional
discourse e↵ects as other questions. The only di↵erence between rhetorical and nonrhetorical questions is that the answers to rhetorical questions are already entailed by
the common ground, i.e. rhetorical questions are uninquisitive questions in the sense
of §4.1.3.10
10

Rohde’s (2006) proposal is slightly more complex than this in that she requires all discourse participants to have highly similar subjective probability distributions over the answer to a rhetorical
question and for these distributions to be heavily biased towards one answer. As a consequence
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First, note that this analysis does not su↵er from several of the drawbacks of
the analyses discussed in the previous sections. Since rhetorical questions have the
same types of interpretations as other interrogative clauses, there is no need to make
stipulations specific to rhetorical questions about how wh-phrases are interpreted.
Similarly, there is no need to stipulate that rhetorical questions have di↵erent conventional discourse e↵ects than other questions. We also have no expectation that
rhetorical questions should only allow for negative answers, nor any reason to think
that rhetorical questions should not be embedded. Because this account of rhetorical
questions is not based on the presence of any particular type of lexical item within
the rhetorical question, the account is not limited to explaining the rhetorical nature
of, for example, only those questions that contain strong NPIs.
Positive evidence for this perspective comes from the fact that by taking rhetorical
questions to be uninquisitive, we have a natural explanation for why they do not
require answers. On the models of the conventional discourse e↵ects of questions
presented in §4.1, as soon as an uninquisitive question is asked, it is removed from the
QUD stack or the table in light of the fact that its answer is entailed by the common
ground. Thus, there is no reason for an addressee to respond to the question with an
answer. Note, however, that an addressee may respond to a rhetorical question. For
example, in (26), Jack responds to Bo’s rhetorical question in a manner similar to
what we would expect if he were confirming an assertion. But discourse participants
can also respond to rhetorical questions with an answer to the question, as in (27).
(27) Bo: After all, who cares about you?
Jack: (Frowning) Nobody.
On the view that rhetorical questions are uninquisitive, responses to rhetorical questions, either along the lines of (26) or along the lines of (27), simply constitute an
acknowledgment that the speaker’s rhetorical question was heard and that the listener
recognizes that the answer to the rhetorical question is common ground.
of this view, Rohde allows for a rhetorical questions to be felicitous even if discourse participants
do not have identical beliefs regarding the answer to the question, so long as they are similar
enough. This would seem to be in tension with the claim that the answers to rhetorical questions
are in the common ground, but Rohde writes “Like regular interrogatives, [rhetorical questions]
invoke an answer set, but they are redundant interrogatives because they serve only to reiterate
information already in the Common Ground” (152). The resolution between these two, seemingly
incompatible viewpoints seems to reside in the following statement: “An implicit assumption here
is that all worlds participate in the answer partition and in the Common Ground. Commitment
updates do not eliminate worlds; they just reduce the probability on untrue worlds to a minimum
likelihood” (Rohde 2006, p. 151). It is unclear to me exactly what Rohde has in mind here and she
does not present a more fully fleshed out account of her proposal regarding the common ground.
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Rohde (2006) provides additional support for the claim that rhetorical questions
are uninquisitive on the basis of data from the Switchboard corpus (Jurafsky et al.
1998), which includes annotations identifying questions as rhetorical. First, Rohde
notes that the rhetorical nature of many of the questions classified as such in the
Switchboard corpus derives from a sense that their answers or obvious. For example,
Rohde highlights the following two examples.
(28)

a. I mean, can you force somebody to be a good productive citizen?
b. Who would steal a newspaper?

About these examples, she write that their “felicity [. . . ] depends on the shared sense
of absurdity associated with stealing a newspaper or forcing someone to be a good
citizen” (Rohde 2006, p. 140).
Rohde also provides two crucial pieces of quantitative data to support the claim
that rhetorical questions are questions whose answers are already entailed by the common ground. First, she shows that responses to rhetorical questions in the Switchboard corpus closely resemble responses to assertions in the corpus and do not resemble responses to polar or wh-questions. While more than 60% of responses to
non-rhetorical polar questions were either a yes or a no response and more than 70%
of responses to non-rhetorical wh-questions were assertions, roughly 60% of responses
to both rhetorical questions and assertions were backchannels (e.g. uh huh, right,
mmhmm) or statements of agreement. While these data could be interpreted as evidence for the claim that rhetorical questions have the same conventional discourse
e↵ects as assertions, we have seen above difficulties for pursuing such an analysis.
Instead, we can see these data as consistent with taking rhetorical questions to be
uninquisitive questions. On such a view, backchannels and agreements signal that
the listener has heard the speaker and acknowledges that the answer to the rhetorical
question is already entailed by the common ground.
The second piece of quantitative evidence cited by Rohde in favor of treating
rhetorical questions as uninquisitive comes from the presence of the phrase you know
in rhetorical questions. Rohde argues that this phrase “serves to emphasize the prior
joint commitment to a shared answer” (Rohde 2006, p. 155). She illustrates this
point with example (29), which she writes was uttered in the context of discussing
the “futility of trying to buy only American-made products” (Rohde 2006, p. 155).
(29) So its like, what are you going to do, you know?
While only 5% of non-rhetorical polar and wh-questions contained the phrase you
know, more than 25% of rhetorical questions contained this phrase.
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These arguments account for most of the cases of rhetorical questions considered
here, but one set of cases that are not considered by either Rohde or Caponigro and
Sprouse and those rhetorical questions that seem to imply that they are unanswerable.
Such questions were illustrated with the examples in (18) above, and are repeated in
(30) below.
(30)

a. How (the Hell) could you do that?
b. What (the Hell) is wrong with you?
c. What (on Earth) were you thinking?

Of course, if a question is unanswerable, then its answer cannot be common ground.
For this reason, the rhetorical questions in (30) are not captured by the proposals of
Rohde (2006) and Caponigro and Sprouse (2007).
One response to the problematic data in (30) would be to search for an alternative
theory of rhetorical questions. However, I adopt a di↵erent perspective. In the
introduction to §4.2, I noted that the only characteristic that united all questions
intuitively classified as rhetorical is that these questions do not require an answer. I
suspect that there does not exist an alternative, more formal characterization that
can account for all cases of intuitively rhetorical questions. Rather, there may be
multiple, distinct reasons that we can formalize that explain why certain questions
do not require answers. One reason that a question does not require an answer is that
its answer is already entailed by the common ground. Another reason may be that the
question implies that it has no answer. For my purposes, all that matters is that there
exist rhetorical questions that are uninquisitive questions in the sense defined in §4.1.3.
That is, there are rhetorical questions that have the same conventional discourse
e↵ects as regular questions, but whose complete answers are already entailed by the
common ground. In the following section, I discuss the awareness-related purposes
that such rhetorical questions can serve.

4.3

Rhetorical Questions & Awareness

While the arguments put forward by Rohde and Caponigro and Sprouse provide evidence that rhetorical questions are in many cases uninquisitive, these authors have
given less thought to the question of why a speaker would bother uttering an uninquisitive rhetorical question. That is not to say that that these authors have completely
ignored these issues. Rohde (2006) briefly states two reasons why a speaker might
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utter a rhetorical question. The first is to “synchronize commitments” between discourse participants, which Rohde takes to be important for “affirming linguistic and
cultural community” and for “the upkeep and maintenance of the Common Ground”
(161). The second purpose for uttering a rhetorical question mentioned by Rohde is
that of repeating some previously agreed upon information for the purpose of drawing
out new conclusions from that information. Caponigro and Sprouse (2007) o↵er an
explanation for the function of rhetorical questions similar to Rohde’s second proposed function. Caponigro and Sprouse claim that rhetorical questions’ “goals seems
to be more to highlight a proposition in the CG, as the starting point of a discourse
or its natural ‘obvious’ conclusion” (11).
Each of these proposed functions of rhetorical questions can be related to functions
previously proposed for uninformative assertions in Chapter 3. For example, Rohde’s
proposal that uninquisitive questions operate as a way to affirm a sense of community
is similar to the use of uninformative assertions to emphasize shared beliefs as part of
a camaraderie-building process, discussed in §3.2.1. Rohde’s claim that uninquisitive
questions can be used to draw out a conclusion already entailed by the common
ground and Caponigro and Sprouse’s claim that uninquisitive questions can reveal
the obvious conclusion to a discourse amount to claims that uninquisitve questions
can have functions similar to those of Walker’s (1993a) Consequence IRUs. Recall
that these were uninformative assertions that drew out a conclusion already entailed
by the common ground. In §3.2.1, I argued that this function can be understood as
ways to counteract two types of unawareness identified in Chapter 2 — unawareness
due to ignorance of an inference rule and unawareness due to processing constraints.
Rohde’s and Caponigro and Sprouse’s claims regarding the function of uninquisitive rhetorical questions can also be understood in terms of speakers’ attempts to
manage unawareness due to inattention. The claims that uninquisitve rhetorical questions may serve as the starting or ending point for an argument or discourse can be
seen as statements that rhetorical questions can play an important role in coherently
structuring the beginnings and ends of discourses. As I argued in §2.2.2, it is critical
to draw awareness to some issue in order for it to participate in discourse structural
relations. Therefore, these uses of rhetorical questions may be taken to involve raising
awareness of known information in order to establish particular discourse relations
between that information and other claims or discourse moves.
Next consider Rohde’s claims that rhetorical questions are useful for synchronizing
commitments between discourse participants and for maintenance of the common
ground. On a traditional view of the common ground and of discourse participants
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as idealized, rational agents it is hard to make sense of these claims. First, on such
views, there is no sense in which action must be taken to “maintain” the contents of
the common ground. Second, if rhetorical questions are questions whose answers are
already entailed by the common ground, then there should be no need to synchronize
discourse participants’ views regarding the answer to these questions. In virute of
their answers being entailed by the common ground, discourse participants’ views
should already be synchronized.
However, once we take into account the limited attentional capacities of discouse
participants, these claims make more sense. If discourse participants become unaware of information that was previously established in a conversation, then their
filtered beliefs, i.e. their beliefs under unawareness, can become “out of sync” with
the contents of the common ground. As discussed in Chapter 3, even if discourse
participants become unaware of information that is in the common ground or make
implicit assumptions that are at odds with the common ground, this does not change
the contents of the common ground. Moreover, agents’ background beliefs about
what is in the common ground should never be out of sync. Nonetheless, by drawing
attention to information already in the common ground, a speaker can resynchronize
the filtered beliefs of all discourse participants. As discussed in Chapters 2 and 3,
changing discourse participants’ filtered beliefs in this way will have an e↵ect on the
types of claims that they will make or the types of actions they will take to resolve
relevant decision problems. Similarly, we can take the notion of common ground
maintenance to have to do with ensuring not that the actual contents of the common
ground become corrupted in some way, but that all discourse participants are aware
of what is in the common ground.
I close this chapter by considering two examples introduced by Biezma and Rawlins (2017) as part of an argument about the nature of rhetorical questions. I take the
first of these examples to be relatively tangential to the main claims of this chapter,
but I discuss it nonetheless to provide greater clarity on distinctions between rhetorical and non-rhetorical questions. I believe the second of these two examples provides
support for the awareness-based account of the function of uninquisitive rhetorical
questions.
First, Biezma and Rawlins present the case of an A+ student who is taking an
exam after previously discussing the exam material with the professor during office
hours. In this situation, all of the answers to the questions on the exam are common
ground between the student and the professor. Nonetheless, the exam questions would
not intuitively be classified as rhetorical questions. Therefore, Biezma and Rawlins
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conclude that the answer to a question being entailed by the common ground, i.e.
a question being uninquisitive, is not a sufficient condition for the question to be
rhetorical. For this reason, Biezma and Rawlins suggest that Rohde and Caponigro
and Sprouse are mistaken in their characterization of rhetorical questions as questions
whose answers are entailed by the common ground.
I agree with Bledin and Rawlins that these exam questions are not rhetorical,
although I believe it is useful to spell out exactly why these are not rhetorical questions. Because exam questions are intended to assess the student’s knowledge, it is
necessary that the student provide an answer to the question. Note that it is true
that the professor already knows what the student knows, given the common ground
between them. Nonetheless, there are important social reasons related to educational
norms, accountability, etc. for the student to produce a written document that answers the questions on the exam even if the answers are already common ground
between the professor and the student. Because the exam questions require an answer, and because here I characterize rhetorical questions as questions that do not
require an answer, these exam questions are not rhetorical. I also agree with Biezma
and Rawlins that these exam questions are uninquisitive, given the common ground
between the professor and the student. Therefore, I do take such cases to show that
uninquisitivity is not a sufficient condition for rhetoricity. However, this does have
serious consequences for the claims of this chapter, as the existence of non-rhetorical
uninquisitive questions has no bearing on the existence of uninquisitive questions and
the functions that such questions may serve.
A second case discussed by Biezma and Rawlins (2017) is also meant to show that
an answer to a question being common ground is insufficient for the question to be
rhetorical. They consider the following dialogue.
(31) A: Oh!, look at the map! Strasbourg is in France not in Germany!
B: (With neutral information-seeking intonation) # What country is Strasbourg in?
The infelicity of B’s response in (31) is intended to show that B’s question cannot
receive a rhetorical interpretation in this situation. But this example does not, in fact,
show anything about whether B’s question can receive a rhetorical interpretation.
Rather, (31) simply shows that whatever interpretation B’s question receives, it is
infelicitous in this context. That is, example (31) is compatible with taking B’s
question to be rhetorical but also to be infelicitous.
There is a natural explanation for the infelicity of B’s question regardless of
whether we choose to classify this question as rhetorical or not. If A’s assertion

CHAPTER 4. RHETORICAL QUESTIONS

157

has been accepted before B’s utterance, then it is common ground that Strasbourg
is in France. Therefore, B’s question is uninquisitive. In addition, in virtue of A’s
utterance, every discourse participant should already be aware of the issue of which
country Strasbourg is in. B’s uninquisitive question therefore does not serve any obvious purpose, since all discourse participants should already be aware of the issue
that it would raise awareness of. In this way, example (31) is similar to Bronnikov’s
example (61) considered in Chapter 3, in which the infelicity of a particular clarity
statement was argued to follow from the fact that it was neither informative nor
awareness-raising in the context.

4.4

Chapter Summary

In §4.1, I discussed how the QUD framework is used to account for the conventional
discourse e↵ects of questions. This section also discussed treatments of the conventional discourse e↵ects of questions based on discourse commitments and couched in
terms of Inquisitive Semantics that closely resemble the traditional QUD approach.
At the end of §4.1, I presented a definition of redundant questions based on these
theories regarding the conventional discourse e↵ects of questions. As in the case of
redundant assertions, questions allow for two types of redundancy: uninquisitivity
and unpropositivity. In §4.2, I introduced rhetorical questions and surveyed existing formal analyses of rhetorical questions. Most importantly, several prior accounts
have treated rhetorical questions as uninquisitive questions, in the sense defined in
§4.1. Although I do not believe that all rhetorical questions can be classified as uninquisitive, it is sufficient for my purposes that at least some rhetorical questions are
uninquisitive. In §4.3, I discussed how we can understand the function of uninquisitives rhetorical questions in terms of their potential to raise listeners’ awareness of
some information that is already entailed by the common ground, but which these
listeners are not attending to.
In comparison to my discussion of redundant assertions in Chapter 3, my discussion of rhetorical questions has been relatively brief. In part, this is because much of
the work arguing for the redundancy of rhetorical questions has already been done
by Rohde (2006) and Caponigro and Sprouse (2007). However, as shown by Biezma
and Rawlins’s (2017) recent observations, there is still work to be done mapping out
when questions should be considered rhetorical. Future work on these questions may
add to our understanding of the functions that rhetorical questions can serve.

Chapter 5
Mnemonic Imperatives
Imperatives, as exemplified by (1), are the third of the major clause types found
cross-linguistically (Sadock and Zwicky 1985).
(1) Catch the speckled geese!
Intuitively, the purpose of (1) is to induce the addressee to perform the action of
catching the speckled geese. We say that an imperative used as an inducement for
the addressee to perform some action has directive force (Portner 2016). Here, I
refer to uses of imperatives with directive force as directives or directive imperatives.
Generalizing on the basis of examples like (1), one might conclude that all uses of
imperatives have directive force and that an account of the conventional discourse
e↵ects of imperatives should be primarily focused on accounting for this directive
force.
While the main data discussed in this chapter involve directive imperatives, there
are also many non-directive uses of imperatives. To understand the various proposals
that have been o↵ered regarding the conventional discourse e↵ects of imperatives, it
is important to recognize this wide range of purposes for which utterances of imperative clauses can be used (Schmerling 1982). Even among those imperatives that are
used directively, there is considerable variation in the particular illocutionary force
associated with the use of the imperative. Consider the following list of imperatives,
with their corresponding illocutionary forces to the right, from Lauer (2013):
(2)

a. Stand at attention!

(Command)

b. Don’t touch the hot plate!

(Warning)

c. Hand me the salt, please.

(Request)

d. Do the right thing!

(Exhortation)
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e. Take these pills for a week.

(Advice)

f. Please, lend me the money!

(Plea)

g. Get well soon!
h. Drop dead!
i. Please, don’t rain!

(Well-wish)
(Curse)
(Absent Wish)

j. Okay, go out and play.

(Permission)

k. Okay then, sue me, since it’s come to that.

(Concession)

l. Have a cookie, if you like.

(O↵er)

Commands, requests, pleas, etc. all have directive force because they aim to induce
the addressee to perform some action. Other uses of imperatives, such as well-wishes
and curses, do not aim to induce the addressee to act in some way, and therefore are
not directive. In other cases, such as absent wishes, there is not even an addressee
in the context in which the imperative is uttered. Recognizing the “functional heterogeneity” of imperatives (to use a term from Schwager 2006), is necessary for understanding the range of approaches taken towards understanding the meaning and
conventional discourse e↵ects of imperatives.
These approaches di↵er in an important way from the approaches to understanding
the conventional discourse e↵ects of assertions discussed in Chapter 3 or the conventional discourse e↵ects of questions discussed in Chapter 4. The proposals discussed
in Chapter 3 were all broadly similar in that the account put forward by Farkas and
Bruce (2010) was in many ways a refinement of Stalnaker’s (1978) proposal regarding
the e↵ect of assertions on the common ground. Similarly, the proposals discussed in
Chapter 4 were all similar in that each takes questions to a↵ect some stack representing issues that must be addressed in the conversational context. In contrast, there is
much less agreement regarding the conventional discourse e↵ects of directive imperatives. Therefore, below I survey three substantially di↵erent accounts regarding the
conventional discourse e↵ects of directive imperatives. Despite their di↵erences, all
of the proposals discussed below follow the standard model of mapping clause types
to conventional discourse e↵ects.
Before discussing the details of these proposals, it is helpful to get a sense of how
I will eventually go about defining redundant directives. Doing so is slightly less
straightforward than defining what constitutes a redundant assertion or a redundant
question. In those cases, it was possible to rely on the relatively intuitive constraint
from Büring (2003) stated in (1) in Chapter 1. This constraint is repeated below as
(3).

CHAPTER 5. MNEMONIC IMPERATIVES

160

(3) Informativity
Don’t say known things, don’t ask for known things!
This constraint was eventually broadened to the more general constraint stated in
(12) in Chapter 1, which simply states, “Don’t be redundant!” Part of the reason
for adopting this more general constraint was that the original constraint in (3) only
makes reference to two clause types, declaratives and interrogatives, and their associated conventional discourse e↵ects. As I noted in Chapter 1, the more general
constraint is also intended to cover cases of redundant utterances of imperatives.
The intuition behind redundant uses of declaratives and interrogatives is made
clear by (3). Redundant declaratives “say known things” and redundant interrogatives “ask for known things.” But what would a redundant use of an imperative
intuitively consist in? Narrowing our focus to directive imperatives in particular, we
can say that intuitively a redundant directive imperative would be one that induces
an addressee to perform some action that the addressee already is committed to doing or plans to do. Below, I argue that directives involving the verbs remember and
forget, which I refer to collectively as “mnemonic verbs,” are typically redundant in
this way. To give a preview of this argument, consider the sequence of imperatives in
(4) below.
(4)

a. Bo: (to Jack at 9 A.M.) Take out the trash!
b. Bo: (to Jack at 12 P.M.) Remember to take out the trash!

Assuming that Bo’s utterance in (4a) is successful, it should cause Jack to plan to or
to be committed to taking out the trash. Note that in my use of “plan” and “commit”
here, I only intend something relatively informal. Intuitively, there is no way for Jack
to take out the trash without remembering to do so, and we can assume that Jack
knows that there is no way for him to take out the trash without remembering to do
so. Therefore, any behavior on Jack’s part to fulfill his plan to or commitment to
take out the trash necessitates that he remember to take out the trash. Following this
logic, (4a) should induce Jack to remember to take out the trash. But this, of course,
is exactly the action that we expect (4b) to induce Jack to perform. Therefore, (4b)
is redundant.
The remainder of this chapter spells out this argument in greater detail. In §5.1,
I review theories regarding the interpretations of and conventional discourse e↵ects
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of imperative clauses.1 My primary interest concerns these theories’ accounts of directive uses of imperatives, but I do sketch how such accounts handle non-directive
uses. At the end of this section, I propose a definition for redundant directives based
on each of the proposals concerning the conventional discourse e↵ects of utterances
of imperatives. In §5.2, I discuss properties of the mnemonic verbs remember and
forget, particularly with respect to their traditional classification as implicative verbs
(Karttunen 1971). These properties are essential for setting up the argument that
once an agent ↵ plans to or is committed to performing some action, ↵ also, in general, plans to or is committed to remembering to perform that action. This section
also includes a novel proposal for the meaning of mnemonic verbs, which is partially
based upon the awareness model introduced in §2.3.3. In §5.3, I discuss the use of
mnemonic verbs whose complements are non-finite clauses in imperatives (“mnemonic
imperatives”) and how such directive uses of mnemonic imperatives are often redundant with respect to their conventional discourse e↵ects. I argue that a consideration
of the awareness-raising e↵ects of mnemonic imperatives provides an explanation of
their function in discourse. In §5.4, I briefly discuss the use of mnemonic imperatives whose complements are finite clauses. While such imperatives are not usually
redundant in the sense defined in §5.1.4, they are still often used to raise a listener’s
awareness of some issue.

5.1

The Interpretation & Conventional Discourse
E↵ects of Imperatives

A full discussion of all proposals regarding the meaning and convention discourse
e↵ects of imperatives would go beyond the scope of this chapter. Recent proposals
regarding imperatives that I do not discuss include Han 1998, Starr 2011, and Charlow
2014. The core ideas of these proposals include the claims that imperatives update an
addressee’s “plan set” (Han 1998), place restrictions on the addressee’s plans of action
(Charlow 2014), or a↵ect the shared preferences of all discourse participants (Starr
2011). The proposals discussed below were chosen in order to give a good overall
representation of the types of approaches that exist for understanding the meaning
and use of imperatives. The core ideas proposed by Charlow (2014), Han (1998), and
Starr (2011) bear a strong resemblance to aspects of the three proposals discussed
1

In §5.1, I focus only on approaches to imperative meaning that provide an account of the conventional discourse e↵ect of imperatives. Thus, I do not discuss proposals for the denotation of
imperatives that say little about imperatives’ conventional discourse e↵ects, e.g. Barker 2012.
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below. Importantly, there are not, to my knowledge, existing proposals regarding the
conventional discourse e↵ects of imperatives that are not discussed here but which
would predict mnemonic imperatives such as (4b) to be non-redundant.

5.1.1

To-Do Lists

Portner (2004, 2007), following Hausser (1980), proposes that imperatives denote
properties of individuals, i.e. functions of type he, hs, tii, that include a presupposition
that the property can only be true of an imperative’s addressee. For example, on
Portner’s proposal, Bo’s utterance in (1) would have the following interpretation:
(5) J(1)K = x w : x = addressee.x catches the speckled geese in w

Portner (2004, 2007) o↵ers few arguments for taking imperatives to denote properties
of individuals rather than some other semantic object, e.g. propositions. However,
von Fintel and Iatridou (2017) argue on the basis of properties of acquiescence and
indi↵erence uses of imperatives and properties of uses of imperatives in conditional
conjunctions that imperatives should have a “minimal” semantics such that imperatives denote something less than full-blown propositions.2
Portner attempts to explain the conventional discourse e↵ects of imperatives in
terms of a component of the discourse called the To-Do List, which is defined by
Portner (2007) as follows:3
(6) To-Do Lists
The To-Do List function T DL assigns to each participant ↵ in the conversation
a set of properties T DL(↵).
As proposed by Portner, a To-Do List is intended to be analogous to a conversation’s
common ground and QUD stack. Just as the common ground keeps track of the
information that participants in a conversation are publicly committed to believing
and the QUD stack keeps track of the questions that participants in a conversation are
committed to resolving, the To-Do List keeps track of the actions that participants
in a conversation are committed to performing. In order to ensure that the To-Do
List serves this function, Portner assumes the following. First, a To-Do List T DL is
used to induce a preorder as follows:
2
3

I direct the reader to von Fintel and Iatridou 2017 for these arguments.
Portner (2007) argues for a second conventional discourse e↵ect of imperatives, which I discuss in
§5.1.2.
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(7) In any context with context set C, for any w1 , w2 2 C and any discourse
participant ↵, w1 <↵ w2 i↵ for some P 2 T DL(↵), P (↵)(w2 ) and ¬P (↵)(w1 ),
and for all Q 2 T (↵), if Q(↵)(w1 ), then Q(↵)(w2 ).
Next, the ordering source induced by T DL constrains the actions that a discourse
participant is committed to performing as follows:
(8) In any context with context set C, for any discourse participant ↵, the participants in the conversation mutually agree to deem ↵’s actions rational and
cooperative to the extent that those actions in any world w1 2 C tend to
make it more likely that there is no w2 2 C such that wi <↵ w2 .
Finally, uttering an imperative updates the addressee’s To-Do List with the content
of the imperative:
(9) If a speaker utters an imperative clause
then T DL is updated to T DL0 , where:
T DL0 (↵) =

(

in a context with To-Do List T DL,

T DL(↵) [ {J K} if ↵ = addressee
T DL(↵)

otherwise

In short, uttering an imperative clause adds the content of that clause to the addressee’s To-Do List. Discourse participants actions are then regulated by their To-Do
Lists via (8).
Portner (2007) o↵ers two suggestions regarding how to account for the disparate
illocutionary forces that are associated with imperatives. The first suggestion is that
each participant may be associated with multiple To-Do Lists, e.g. each agent ↵ would
have a To-Do List for what ↵ had been commanded to do, a To-Do List for what ↵ had
been requested to do, etc. The second suggestion is that each participant has a single
To-Do List, but that this list is subdivided into sections, e.g. a section for commands,
a section for requests, etc. Portner does not provide a formal implementation of either
of these ideas, and I do not pursue these issues further here.
Objections have been raised by Condoravdi and Lauer (2012) and Kaufmann
(2012) regarding Portner’s idea of a To-Do List and to his proposal in (8) regarding
how To-Do Lists are meant to regulate agents’ actions. Portner (to appear) o↵ers
responses to some of these criticisms, but as my goal is not to adjudicate between
competing theories of imperative meaning, I do not engage with either the criticisms
of Portner’s proposal or Portner’s defense.
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Modalized Propositions

A line of research beginning with Schwager 2006 and extending through Kaufmann
2012 and Kaufmann 2016 argues that imperatives are equivalent in their interpretations and conventional discourse e↵ects to a certain type of modalized proposition.
Kaufmann’s starting point for this claim is to note that modal statements may be
used either descriptively, i.e. to describe the world, or performatively, i.e. to change
the world. A descriptive use of a modal is shown in (10), while a performative use is
shown in (11).
(10) According to the rules of this game, you must catch the speckled geese.
(11) You must catch the speckled geese!
On their performative uses, modal statements appear to have the same discourse
e↵ects as imperatives. For example, (11) appears to have the same discourse e↵ect as
(1) in that in induces the addressee to catch the speckled geese. Given the similarity
in e↵ects between performative uses of modals and imperatives, Kaufmann pursues
the strategy of giving a uniform analysis to both phenomena.
In principle, it is possible to analyze modal statements as having di↵erent truth
conditions when used descriptively than when used performatively, but Kaufmann
rejects this approach and instead takes modal statements to have the same truth
conditions whether used descriptively or performatively. In turn, because Kaufmann
assumes a uniform analysis of imperatives and performative uses of modals, she takes
imperatives to have the same at-issue semantic content as necessity modals.4 Kaufmann follows a standard Kratzerian semantics for modality according to which modals
are interpreted relative to two functions from worlds to sets of propositions: a modal
base f and an ordering source g (Kratzer 1981, 1991).5 At a world w, g(w) is used
4

Note that while example (11) shows how a necessity modal is used performatively, possibility modals
may also be used performatively, as in (i).
(i)

You may come at 11.

Intuitively, it may seem more natural to take imperatives that are used to grant permission to
have the same semantic content as statements containing possibility modals, but Kaufmann takes
all imperatives to have the same at-issue content as statements containing necessity modals. See
Chapter 5 of Kaufmann 2012 for Kaufmann’s arguments regarding how to derive permission readings of imperatives from their necessity modal semantics.
5
For simplicity, I ignore the temporal aspect of Kaufmann’s proposed truth conditions for must.
Also note that Kaufmann assumes a uniform semantics for strong necessity modals (e.g. must, has
to) and weak necessity modals (e.g. should, ought to), although these two types of necessity modals
require di↵erent truth conditions (von Fintel and Iatridou 2008).
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to induce a preorder g(w) as follows:
(12) At a world w, w1 g(w) w2 i↵ {p 2 g(w)|w2 2 p} ✓ {p 2 g(w)|w1 2 p}
We can next define the set of “best” or “optimal” worlds given a modal base f and
an ordering source g as follows:
(13) At a world w with modal base f and ordering source g, the set of optimal
worlds O(f, g, w) is defined as follows:
O(f, g, w) = {v 2 \f (w)|8z 2 \f (w)(z g(w) v ! v g(w) z)}
Necessity modals are then defined in terms of universal quantification over all optimal
worlds:
(14) JmustKf,g = P w.8v(v 2 O(f, g, w) ! v 2 P )
For JmustKf,g (p)(w), we alternatively write ⇤f,g,w p.

Kaufmann then argues that performative uses of modals arise under particular contextual circumstances. The precise formulation of these circumstances has changed
from Schwager 2006 to Kaufmann 2012 to Kaufmann 2016. Below, I present the most
recent formulation of these conditions as presented in Kaufmann 2016.
The first condition that gives rise to performative uses of modals explains why such
uses are “self-verifying.” For example, a speaker who utters (10) may say something
false; perhaps the speaker is misinformed regarding the rules of the game. In contrast,
after a speaker utters (11), it is true that the addressee must catch the speckled
geese. More generally, after a speaker uses a modal statement performatively, the
corresponding descriptive modal statement is true. To account for this, Kaufmann
takes performative uses of modals to arise only when a speaker has perfect knowledge
of the modality in question. This is formalized as follows:
(15) Perfect Knowledge (following Kaufmann 2016)
Let epi↵ denote ↵’s epistemic modal base, i.e. the propositions that ↵ knows
to be true, and let stereo↵ denote ↵’s stereotypical ordering source, i.e. the
propositions that ↵ expects to be true in a normal world. Then, ↵ has perfect
knowledge of a modality characterized by a modal base f and an ordering
source g at a world w i↵ 8p(⇤f,g,w p $ ⇤epi↵ ,stereo↵ ,w ( v.⇤f,g,v p)).
Now assume that a conversational context c determines at least a context set C, a
modal base f , and an ordering source g. An agent ↵ is an epistemic authority in
c so long as ↵ has perfect knowledge of the modality characterized by f and g at all
worlds w 2 C.
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Kaufmann’s next set of conditions characterize when a context is “non-descriptive.”
There are two ways in which a context may be non-descriptive, one of which is appropriate for directive uses of performative modals and the other being appropriate for
non-directive uses. Directive uses arise in contexts which Kaufmann calls practical
for the addressee. To define what it means for a context to be practical, Kaufmann
first introduces the following notion of a decision problem:6
(16) Decision Problem (following Kaufmann 2016)
A decision problem for an agent ↵ is a set of non-overlapping propositions
where each cell represents a future course of events that is choosable for ↵.
Next, Kaufmann takes a context c to determine a context set C, a modal base f ,
and an ordering source g, as above, but additionally to determine a question under
discussion ⇧. If we were to take a context c to determine an entire QUD stack, ⇧
would correspond to the question at the top of the stack. Given this, Kaufmann o↵ers
the following definition for practical contexts:
(17) A context c is practical for an agent ↵ i↵:
a. ⇧ is a decision problem for ↵, written ⇧↵ ,
b. g represents a set of rules, preferences, or goals, and
c. C entails that f and g characterize the modality relevant to resolving ⇧↵ .
Putting these pieces together, Kaufmann proposes that a directive use of a modal with
interpretation JmustKf,g (p) arises in any context c where the speaker is an epistemic
authority in c, c is practical for the addressee, and p is an answer to ⇧.
There are additional details regarding decision problems and practical contexts
introduced by Kaufmann. I direct the reader to Kaufmann and Kaufmann 2012 and
Kaufmann 2016 for details on these matters. But an essential component of Kaufmann’s analysis is that if ⇤f,g,w p holds at a world w for a context c that is practical for
↵ and determines f and g, then ↵ will attempt to bring about p. Therefore, a speaker
can induce an addressee to bring about p if a speaker utters a modal statement in a
context in which the speaker is an epistemic authority and which is practical for the
addressee.
Because non-directive uses are not central to my concerns, I only briefly describe
the conditions under which they arise on Kaufmann’s proposal. First, non-directive
6

Note that Kaufmann’s definition of a decision is formally quite di↵erent from decision problems as
defined in Chapter 2. However, both notions are intended to capture the idea that agents must
choose to act in some way from a range of options and how agents ultimately choose to act is
determined by their beliefs and desires.
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uses require that a context c be “expressive,” which means that there is no agent
↵ such that c is practical for ↵ and that g, the ordering source determined by c,
represents the speaker’s wishes. Second, c must either be a soliloquy or the prejacent
p, i.e. the propositional argument of JmustKf,g , must be settled in c. A context
c is a soliloquy if and only if the speaker has in mind a particular addressee, but
believes the addressee cannot hear the speaker. Kaufmann’s notion of “settledness”
of a proposition p draws on Thomason (1984); a proposition p is settled in a context
c if and only if the context set C entails either p or ¬p. There is also a temporal
component to settledness that I abstract away from for the sake of simplicity.
As mentioned above, Kaufmann pursues the strategy of giving the same analysis
to both performative uses of modals and imperatives. So far, my discussion has
only made reference to performative uses of modals. To apply the ideas above to
imperatives, Kaufmann takes imperatives to have a logical form of a proposition
within the scope of a silent OPimp operator. For example, the denotation of (1) is as
follows:
(18) J(1)K = JOPimp K( w.addressee catches the speckled geese in w)

At the level of its at-issue content, OPimp has the same meaning of a necessity modal.
But OPimp additionally has a presuppositional component to its meaning that overt
modals like must lack. In particular, OPimp presupposes that the context is nondescriptive and one in which the speaker is an epistemic authority. Thus, the full
meaning of (1) is as follows:7
(19) J(1)K = c w : speaker is an epistemic authority in c and c is
non-descriptive.JmustKc ( v.addressee catches the speckled geese in v)(w)

Thus, Kaufmann takes imperatives to be modalized propositions that can only be
used performatively in virtue of their presuppositions.
On Kaufmann’s view, there is no need to introduce a new component of the
discourse, such as a To-Do List, in order to model the conventional discourse e↵ects
of imperatives. Instead, the e↵ects of imperatives arise through updates to the context
set C, the question under discussion, ⇧, and other components of the context, such as
the relevant modal base f and ordering source g. Often, these updates will necessitate
some sort of presupposition accommodation. For example, if a listener does not take
the context c before the utterance of an imperative to be non-descriptive or to be one
in which the speaker is an epistemic authority, the listener will accommodate these
7

Here, I have written the denotation of must as relativized to a context c on the assumption that c
determines a modal base f and an ordering source g.
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presuppositions to ensure that c is non-descriptive and the speaker is an epistemic
authority in c. After this accommodation has occurred, the at-issue content of the
imperative can be added to the common ground.
Portner (2007) also takes imperatives to have a conventional discourse e↵ect that
involves the addition of a modalized proposition to the common ground, although
Portner’s proposal di↵ers in several ways from Kaufmann’s. As noted above, performative modals are self-verifying in the sense that after their use, the corresponding
descriptive modal statement is true. Portner notes that the same is true in the case
of imperatives and gives the following as an example:
(20)

a. Sit down right now!
b. Noah should sit down right now, given that he’s been ordered to do so.

Supposing that (20a) has the force of an order and is directed at Noah, (20b) is true
immediately after (20a) is uttered. While (20b) has a deontic modal flavor, Portner
notes that imperatives may also make true modal claims with bouletic or teleological
modal flavors. Together, Portner classifies deontic, bouletic, and teleological modals
as priority modals, distinct from epistemic, doxastic, and dynamic modals.
To ensure that a corresponding priority modal is true after the utterance of some
imperative, Portner defines the following (possibly partial) selection functions:
(21) For any individual x, world w, and set of propositions or properties P :
a. if it is defined, deonticx (w, P ) = {y 2 P : y expresses an obligation of x
in w _ y(x) expresses an obligation of x in w}

b. if it is defined, bouleticx (w, P ) = {y 2 P : y expresses a desire of x in w
_ y(x) expresses a desire of x in w}
c. if it is defined, teleox (w, P ) = {y 2 P : y expresses a goal of x in w
_ y(x) expresses a goal of x in w}

These selection functions then play a role in the interpretation of modal statements.
Like Kaufmann, Portner follows a standard Kratzerian approach to modality. However, rather than using g to represent an ordering source, Portner takes g to represent
a “prioritizing” conversational background, i.e. a set of propositions that represent
obligations, desires, or goals, that is a superset of the ordering source. If h is a
variable that ranges over the selection functions in (21), then the ordering source is
w.h(w, g(w)) and the ordering on worlds induced by this ordering source at w is
hx (w,g(w)) . Given this, Portner o↵ers the following semantics for should :8
8

Like Kaufmann, Portner does not distinguish between weak necessity modals and strong necessity
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(22) JshouldKh,f,g = P x w : f is a realistic conversational background and g is
a prioritizing conversational background.8v(v 2 O(f, u.h(u, g(u)), w) !
v 2 P ).
Portner proposes that imperatives achieve the self-verifying e↵ect shown in (20)
by updating h, which in turn has an e↵ect on the interpretation of priority modals
that depend upon h for their interpretation:
(23) If a speaker utters an imperative clause in a context with common ground
CG, then CG is updated to CG0 , where:
0

⇢

CG = CG [ w 2 CG 8P.J K 2 haddressee (w, P ) _

haddressee (w, P )
is undefined

Thus, Portner’s core proposal about the second conventional discourse e↵ect of uttering an imperative is that J K(addressee) is added to some deontic, bouletic, or
teleological ordering source. However, Condoravdi and Lauer (2012) note that simply
adding a proposition to an ordering source will not achieve Portner’s intended e↵ect.9
In order to obtain Portner’s desired result, Condoravdi and Lauer argue, the common
ground must be updated with w.JshouldKh,f,g (J K(addressee))(addressee)(w) directly. Condoravdi and Lauer go on to argue that once this is done, there is no need
for a To-Do List. If the To-Do List is eliminated, they argue, Portner’s proposal
becomes a variant of the theory put forward in Schwager 2006, Kaufmann 2012, and
Kaufmann 2016.

5.1.3

E↵ective Preferences

Condoravdi and Lauer (2011, 2012) and Lauer (2013) o↵er a proposal regarding
the conventional discourse e↵ects of utterances of imperatives according to which a
speaker who utters an imperative expresses a preference for some proposition. Condoravdi and Lauer take seriously the need to account for the wide range of uses
modals. Thus, Portner’s semantics for should have the same at-issue content as Kaufmann’s semantics for must. Also note that Portner’s proposed semantics for should in (22) is not adequate
for all uses of should, such as epistemic should.
9
To see why this is the case, suppose, for example, that p and q are incompatible propositions and
that there is some world w consistent with the common ground such that p 2 haddresse (w, g(w)).
Now suppose that a speaker utters an imperative clause such that J K(addressee) = q. On
Portner’s account, this imperative adds q to haddresse (w, g(w)). But after this update, it will not
be the case that w.JshouldKh,f,g (q)(addressee)(w) is part of the common ground, since there is at
least one world w consistent with the common ground such that there are optimal worlds according
to haddressee (w,g(w)) where p is true and q is not.
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imperatives have, including non-directive uses. In order to capture this wide range
of uses, Condoravdi and Lauer argue for a minimal conventional discourse e↵ect of
imperatives, with di↵erent uses of imperatives arising under di↵erent contextual conditions.
Central to Condoravdi and Lauer’s account is the notion of e↵ective preferences.
First, they define a preference structure as follows:
(24) Preference Structures (following Condoravdi and Lauer 2012)
A preference structure relative to set of worlds W is a pair hP, i, where
P ✓ }(W) and  is a partial order on P .
A preference structure is a formal representation of an agent’s ranking of preferences
for various propositions with respect to each other. Condoravdi and Lauer recognize
that agents may have inconsistent preferences, but also note that in order to act
rationally, agents must have some global, consistent set of preferences that guide their
actions. Condoravdi and Lauer define consistent preference structures as follows:
(25) Preference Structure Consistency (following Condoravdi and Lauer
2012)
A preference structure hP, i is consistent i↵ for any X ✓ P , if \X = ;,
there are p, q 2 X such that p < q.10
For any agent ↵ and world w, Condoravdi and Lauer assume that ↵ has a unique,
consistent preference structure hPw (↵), Pw (↵) i that they refer to as ↵’s effective
preference structure. The term “e↵ective” here indicates that it is this preference stucture that guides ↵’s actions. Among the propositions in an agent’s e↵ective
preference structure, some of these propositions are maximal e↵ective preferences:
(26) Maximal Effective Preferences (following Condoravdi and Lauer 2012)
Let hPw (↵), Pw (↵) i be ↵’s e↵ective preference structure at w. Then p is
a maximal effective preference of ↵, written EPw (↵, p) i↵ ¬9q(q 2
Pw (↵) ^ p <Pw (↵) q).
The next key component of Condoravdi and Lauer’s proposal regards agents’ commitments. One way of cashing out the notion of a commitment is shown in (8), but
Condoravdi and Lauer (2012) take a di↵erent approach, one previously developed in
Condoravdi and Lauer 2011.11 This view, discussed above in §3.1.2, takes a commitment on the part of an agent ↵ to make impossible future states of the world
10
11

For any preference structure hP, i and any p, q 2 P , p < q if and only if p  q and q 6 p.
See Condoravdi and Lauer 2012 for a critique of Portner’s notion of commitment.
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in which ↵ violates ↵’s commitment but is not considered at fault for violating this
commitment. Moreover, Condoravdi and Lauer argue that commitments are always
commitments to act in some way. In the case of an e↵ective preference, a commitment on the part of ↵ to having an e↵ective preference for p is to act as though ↵
e↵ectively preferred p. In turn, a commitment on ↵’s part to act as though ↵ e↵ectively preferred p is to rule out possible futures in which ↵ does not act as though ↵
e↵ectively preferred p and in which ↵ is not considered to be at fault for violating a
commitment.
The core of Condoravdi and Lauer’s proposal for imperatives is that a speaker
who utters an imperative clause makes a public commitment to having some e↵ective
preference. One way to implement this idea is to take logical form of imperatives to
involve a proposition within the scope of an imperative operator, similar to what is
proposed by Kaufmann. On Condoravdi and Lauer’s view, however, instead of contributing a modal semantics with additional presuppositions, the imperative operator
OPimp would contribute the meaning that its complement is an e↵ective preference of
the speaker. Let P EPw (↵, p) be true if and only if ↵ is publicly committed to having
an e↵ective preference for p in world w. Then we can write the denotation of OPimp
as follows:
(27) JOPimp K = p w.P EPw (speaker, p)

On this view, the denotation of (1) would be as follows:12
(28) J(1)K = w.P EPw (speaker, v.addressee catches the speckled geese in v)

Although Condoravdi and Lauer o↵er this as one implementation of their proposal,
they note that their core proposal that imperatives express the e↵ective preferences
of the speaker is compatible with other perspectives on the denotation of imperative
clauses.13
12

In this case, the argument of JOPimp K has to do with the addressee, but this need not be true in
general. For example, in the case of an absent wish such as Please, don’t rain, the argument of
JOPimp K would be w.It does not rain in w.
13
For example, Condoravdi and Lauer suggest that they could take imperative clauses to simply
denote propositions that are unrelated to e↵ective preferences. On this view, the meaning of (1)
would simply be w.addressee catches the speckled geese in w. Such propositional denotations
for imperatives would then be paired with the following imperative convention:
(i)

Imperative Convention (following Condoravdi and Lauer 2012)
When a speaker utters an imperative p in a context c, he thereby commits himself to a
maximal e↵ective preference for JpK.

Yet another alternative is to adopt Portner’s proposal, according to which imperatives denote
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As mentioned above, Condoravdi and Lauer derive the various uses of imperatives from the conventional discourse e↵ect imperatives have on the speaker’s e↵ective
preferences and conditions of the context of utterance. I focus here on the contextual conditions that give rise to directive uses of imperatives. Since an agent ↵’s
e↵ective preferences determine how ↵ will act, we can say that in directive cases,
a speaker attempts to a↵ect the addressee’s e↵ective preferences, thereby a↵ecting
how the addressee will act. Of course, not all directive uses of imperatives actually
a↵ect the addressee’s e↵ective preferences. For example, if I make a request, you
may refuse it. But minimally, I must have preferred for you to have an e↵ective
preference that you would comply with my request. Thus, Condoravdi and Lauer
propose that directive imperatives are characterized by cases in which the speaker
has an e↵ective preference that the addressee have some e↵ective preference. In
other words, directive uses arise when we can conclude from P EPw (speaker, p) that
P EPw (speaker, v.EPv (addresse, p)).
This account then raises the following question: under what conditions does
P EPw (speaker, p) entail P EPw (speaker, v.EPv (addresse, p))? Lauer (2013)
claims that this entailment holds only if the addressee e↵ectively preferring p is a
necessary and sufficient condition for p, i.e. only if p $ w.EPw (addressee, p).14
If this holds, then p and w.EPw (addressee, p) will correspond to the same set of
worlds, and therefore any e↵ective preference structure in which p is a maximal element will be indistinguishable from one in which w.EPw (addressee, p) is a maximal
element.15
One last piece of Condoravdi and Lauer’s analysis allows us to return to the issue
of how directive uses of imperatives induce the addressee to perform some action.
Whether or not an addressee complies with an imperative will depend on many social
factors, but Lauer (2013) proposes the following to characterize a minimal level of
properties. On this view, (i) would need to be adapted such that an utterance of an imperative
would commit the speaker to a maximal e↵ective preference for JpK(addressee).
14
See Condoravdi and Lauer (2012) for a slightly di↵erent argument regarding the conditions in which
P EPw (speaker, p) entails P EPw (speaker, v.EPv (addresse, p)). Note that Condoravdi and
Lauer (2012) further argue that in contexts that give rise to directive uses of imperatives, we not
only have P EPw (speaker, v.EPv (addresse, p)), but also EPw (speaker, v.EPv (addresse, p)).
That is, the speaker is not only committed to having an e↵ective preference that the addressee
have an e↵ective preference for p, but the speaker actually has an e↵ective preference that the
addressee have an e↵ective preference for p. This follows on the assumption that a speaker will
only commit to an e↵ective preference for p if the speaker actually has an e↵ective preference for
p.
15
Chapter 6 of Lauer 2013 presents several arguments that p $ w.EPw (addressee, p) is a plausible
assumption, but I do not present these arguments here for the sake of brevity.
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inducement that comes from the use of an imperative:16
(29) Cooperativity by Default (following Lauer 2013)
An agent ↵ is cooperative-by-default i↵ he adds any topical goal g of another
agent to ↵’s e↵ective preference structure.
Lauer stresses how weak (29) is. The principle does not state that g be added as a
maximal e↵ective preference. An agent ↵ may add g to ↵’s e↵ective preference structure and still act in a way contrary to g, supposing ↵ has contradictory preferences
that are ranked higher than g. Still, Lauer notes, if we assume (29), then an addressee
will act in accordance with a directive imperative so long as it does not conflict with
any of the addressee’s other preferences.

5.1.4

Redundant Directives

I now turn to the question of what would constitute a redundant directive. To start
o↵, one type of redundant directive is one that attempts to induce the addressee to
perform some action that the addressee is already intending to or is committed to
performing. Two of the proposals considered above, Kaufmann’s and Condoravdi
and Lauer’s, allow for this type of redundant directive to be captured via a definition
that largely resembles the definition of redundant assertions discussed in Chapter 3.
On Kaufmann’s proposal and the implementation of Condoravdi and Lauer’s shown
above, the conventional discourse e↵ect of the use of an imperative clause involves an
update to the common ground, the same type of e↵ect that we would expect from an
assertion.17 Therefore, we can define a redundant directive the same as we defined a
redundant assertion in Chapter 3.
(30) Redundant Directive (first version for Condoravdi and Lauer 2011, 2012;
Kaufmann 2012, 2016; Schwager 2006, and Lauer 2013, to be revised)
An utterance of an imperative clause is redundant in a context with context
set C i↵ C ✓ J K.

The definition for redundant assertions in example (26) in Chapter 3 identified two
types of redundant assertions, uninformative assertions and unpropositive assertions,
16

A similar principle is proposed by Condoravdi and Lauer (2012), although there the constraint
plays a role in the explanation of disinterested advice.
17
As mentioned above in §5.1.3, Condoravdi and Lauer (2012) o↵er several ways to implement their
central claims regarding the conventional discourse e↵ects of uses of imperatives. However, the
main proposal considered above took imperative clauses to denote propositions, i.e. functions of
type hs, ti or sets of possible worlds, which were then added to the common ground.
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but in contrast the definition of redundant directives in (30) only makes reference to
one type of redundant directive. Recall that the notion of an unpropositive assertion
depended upon a model of the discourse in which assertions are taken to be proposals
to update the common ground which must be accepted or rejected before they enter
the common ground and a table to keep track of these proposals. Neither Kaufmann’s
proposals regarding imperatives nor Condoravdi and Lauer’s assume a model of the
discourse context which includes a table, and so I do not include a definition of an
“unpropositive directive,” analogous to an unpropositive assertion, in (30).
We could considering extending these proposals to the model of discourse proposed by Farkas and Bruce (2010) in that we assume the interpretation of an imperative clause is first added to the table, and then once accepted enters the common
ground.18 Such an extension would make possible the development of the notion of
an unpropositive directive. However, I do not pursue this approach for two reasons.
First, Kaufmann and Condoravdi and Lauer do not discuss how their proposals would
be extended to such a model of the discourse context. Second, there are challenges to
making a straightforward extension of their proposals to this model. In both cases,
there are questions concerning whether a discourse participant could reject an imperative in the same way that they can reject an assertion. First, note that imperatives
cannot be rejected as lies in the same way assertions can. Condoravdi and Lauer
(2012) refer to this property of imperatives as “automatic sincerity” and illustrate it
with the following example, originally from Schwager 2006.
(31)

a. A: I want you to give me an aspirin!
b. B: No, you dont, you are lying.

(32)

a. A: Give me an aspirin!
b. B: # You are lying, you dont want me to give you one.

The infelicity of B’s response in example (32) calls into question whether Farkas
and Bruce’s model of the context is appropriate for imperatives. This is not to say
that listeners must comply with all directives addressed to them, but the contrast
between (31) and (32) shows that imperatives cannot be rejected in the same ways
that assertions can.
There are also formal aspects of Kaufmann’s and Condoravdi and Lauer’s proposals that would pose non-trivial challenges for extending them to Farkas and Bruce’s
model of the discourse context. First consider Kaufmann’s proposal, according to
18

Portner (to appear) o↵ers one way of modelling the e↵ects on imperatives in a model of the
discourse inspired by Farkas and Bruce 2010.
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which imperative clauses presuppose that the speaker is an epistemic authority with
respect to the modal base and ordering source relative to which the imperative is
interpreted. The existence of this epistemic authority presupposition may raise the
concern that on a model like Farkas and Bruce’s, rejection of an utterance of an
imperative should be impossible. The idea would roughly be that if a speaker is an
epistemic authority about some modality, then no other discourse participant has any
grounds for rejecting a statement about that modality.19 Next consider Condoravdi
and Lauer’s proposal, according to which an imperative simply updates the common
ground with a proposition related to the speaker’s public commitments to having
certain maximal e↵ective preferences. It is difficult to see how a discourse participant
could challenge a speaker’s claim to the speaker’s own e↵ective preferences.20 Thus,
extending Kaufmann’s and Condoravdi and Lauer’s proposals to a model similar to
Farkas and Bruce’s is a non-trivial matter, and I do not pursue such an extension
here.
Next, consider how a redundant directive would be characterized on Portner’s
(2004, 2007) account of imperatives. Recall that part of Portner’s proposal posits two
separate e↵ects that an utterance of an imperative has. One of these e↵ects involves
an update to the common ground along the lines of that proposed by Kaufmann.
Therefore, I take it that (30) handles any redundancy arising from the e↵ects that
a directive would have on the common ground according to Portner’s proposal. In
addition, we will also need to take into account the e↵ects that an imperative is meant
to have on the addressee’s To-Do List. It was noted at the outset of this chapter that,
intuitively, a redundant directive should consist in a directive that induces an agent
to perform an action that the agent already plans to or is already committed to doing.
Since the To-Do List is meant to capture the actions that agents are committed to
doing, a redundant directive adds to an agent’s To-Do List a property that is already
on the agent’s To-Do List. This gives the following:
(33) Redundant Directive (first version for Portner 2004, 2007, to be revised)
An utterance of an imperative clause is redundant in a context with ToDo List function T DL and context set C i↵ J K 2 T DL(addressee) and
C ✓ J K(addressee).

19

However, if we allow for discourse participants to reject an utterance because they do not accept
the presuppositions of the utterance, then it becomes possible for a listener to reject an utterance
of an imperative. In doing so, the listener may be rejecting the presupposition that the speaker is
an epistemic authority with respect to the relevant modality.
20
See Condoravdi and Lauer 2012 for a more formal discussion of how the automatic sincerity of
imperatives is achieved.
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The definitions in (30) and (33) are sufficient to classify directives such as Bo’s
utterance in (34b) as redundant.
(34)

a. Bo: (to Jack) Take out the trash!
b. Bo: (to Jack, immediately after (34a)) Take out the trash!

However, there is another type of redundant directive that is not fully captured by
(30) and (33), and it is this type of redundancy that I argue below characterizes the
use of mnemonic imperatives. To illustrate this form of redundancy, consider the
following sequence of imperatives.
(35)

a. Bo: (to Jack) Take out the trash!
b. Bo: (to Jack, immediately after (35a)) Put the trash bags in the trash
can at the curb!

For the purposes of this illustration, assume that it is common ground between Bo and
Jack that to take out the trash, one must put the trash bags in the trash can at the
curb. As a result of (35a), Jack should be committed to taking out the trash. Here,
by “committed” I simply mean whatever we take to be the conventional discourse
e↵ects of a sucessful directive imperative on the addressee. Any way that Jack acts
in order to fulfill this commitment will require him to put the trash bags in the trash
can at the curb, and Jack knows that this is the case even before Bo utters (35a).
Therefore, (35b), whose e↵ect would be to induce Jack to remove the trash bag from
the trash can, should not have any e↵ect on Jack’s actions. In this sense, (35b) is
redundant.
It is crucial for this example that it is common ground between Jack and Bo that
taking out the trash requires putting the trash bags in the trash can at the curb. If
Jack did not previously know this, then Bo’s utterance in (35b) would not intuitively
be redundant. Supposing that Bo’s utterance in (35a) is successful, Jack would be
committed to taking out the trash and would attempt to bring it about that he
takes out the trash. Nonetheless, Jack could fail to successfully take out the trash
by putting the trash bags in the wrong location. In this situation, Bo’s utterance of
(35b) would further constrain Jack’s behavior in a way that is not accomplished by
(35a) alone.
More or less the same point can be illustrated by the following situation. Suppose
Jack needs to get to San Francisco from Palo Alto, and asks Bo what to do. She
responds as follows:
(36) Bo: (to Jack) Take a northbound train.
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Further suppose that the only way for Jack to take a northbound train to San Francisco is for him to buy a ticket that is valid for travelling between three zones. Bo
can follow up (36) by uttering (37):
(37) Bo: (to Jack immediately after (36)) Buy a ticket valid for travelling between
three zones.
Here, it seems quite intuitive that Bo does not take Jack to know what kind of ticket
he needs to get to San Francisco when she utters (37). If Jack did not know what kind
of ticket he needed, he may have taken a northbound train but purchased a ticket
that was not valid for three zones. Therefore, Bo’s utterance is not redundant in that
it lets Jack know what kind of ticket he needs and further constrains his behavior in
a way that is not ensured by (36).
The lesson I take from examples (35)–(37) is that a directive
is redundant
whenever the conventional discourse e↵ect of would be to commit ↵ to performing
p, ↵ is already committed to perform q, and it is common ground that performing q
entails performing p. I mentioned above that the definitions of redundant directives
in (30) and (33) are inadequate to capture this form of redundancy, but strictly
speaking this is incorrect. The definition in (30) is adequate to capture this form of
redundancy if we adopt a theory of the conventional discourse e↵ects of imperatives
along the lines of Schwager 2006 and Kaufmann 2012, 2016. This argument will be
presented in more detail below, but as a preview of this argument suppose that p is
the proposition that Jack takes out the trash and q is the proposition that Jack puts
the trash bags in the can at the curb. Next, suppose that the common ground entails
JmustKf,g (p) in virtue of Bo’s utterance in (35a) and that the common ground also
entails that q ✓ p. On the Kratzerian analysis of modality that Kaufmann assumes,
necessity modals are closed under entailment, so the common ground also entails
JmustKf,g (q). Now suppose Bo utters (35b). The conventional discourse e↵ect of this
directive would be to add JmustKf,g (q) to the common ground. But we’ve seen that
the common ground already entails JmustKf,g (q). Thus, Bo’s utterance is redundant
according to (30) and there is no need to modify (30) to capture the redundancy of
(35b).
However, (30) and (33) are not sufficient to classify examples such as (35b) as
redundant on Portner’s and Condoravdi and Lauer’s proposals. The fundamental
reason that these two approaches di↵er from Kaufmann’s in this regard is that e↵ective
preference structures and To-Do Lists are not closed under entailment. Therefore I
revise the definitions for redundant directives as shown below in (38) and (40). In
both cases, the revision captures the intuition sketched above that it is redundant to
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direct an addressee to perform an action p such that the common ground entails that
p is a requirement for performing an action q that the addressee is already committed
to performing. Note that the definition in (39) is the same as that in (30), but I restate
it here for the sake of having all final definitions for redundant directives presented
below.
(38) Redundant Directive (final version for Portner 2004, 2007)
A directive utterance of an imperative clause is redundant in a context with
To-Do List function T DL i↵ either J K 2 T DL(addressee) or there exists
some property P such that P 2 T DL(addressee) and C \ P (addressee) ✓
J K(addressee).
(39) Redundant Directive (final version for Kaufmann 2012, 2016; Schwager
2006)
A directive utterance of an imperative clause is redundant in a context with
context set C i↵ C ✓ J K.
(40) Redundant Directive (final version for Condoravdi and Lauer 2011, 2012;
Lauer 2013)
A directive utterance of an imperative clause is redundant in a context
with context set C i↵ either C ✓ J K or there exists some proposition p
such that C ✓ {w|EPw (addressee, p)} and for the proposition q such that
J K = w.P EPw (speaker, q), C \ p ✓ q.

5.2

Mnemonic Verbs

Having discussed several theories regarding the conventional discourse e↵ects of directives and what would constitute redundant directives on these theories, I now turn
to a di↵erent issue. In this section, I discuss the properties of the mnemonic verbs
remember and forget. Establishing these properties is essential for setting up the
argument in the following section that uses of these verbs in directive imperatives are
typically redundant.
Research on mnemonic verbs has typically considered their uses when they take
either finite or non-finite clausal complements. However, for the sake of completeness,
I note that in addition, mnemonic verbs can take interrogative complements (41) and
nominal or DP complements (42).
(41)

a. I remembered whether there was a talk today.
b. I forgot whether there was a talk today.
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a. I remembered the talk today.
b. I forgot the talk today.

Cases in which mnemonic verbs take DP arguments have sometimes been discussed
in the literature on “concealed questions” (Baker 1968). For example, Nathan (2005)
observes that the examples in (43) seem to be truth conditionally equivalent.
(43)

a. Leslie has forgotten the price of milk.
b. Leslie has forgotten what the price of milk is.

However, while some cases of mnemonic verbs with DP complements resemble concealed questions, others do not. For example, (41a) seems to mean that the speaker
remembered that there was a talk today, making it more analogous to a use of a
mnemonic verb with a finite clausal complement. In some contexts, uses of mnemonic
verbs with DP complements more closely resemble uses of mnemonic verbs with nonfinite complements. For example, (44a) and (44b) appear roughly similar in meaning.
(44)

a. Remember the talk today!
b. Remember to come to the talk today!

The issues regarding the appropriate analysis of mnemonic verbs with DP complements are not straightforward, and given that they are not directly relevant to my
concerns, I leave them as a topic for future research.
A recent analysis of mnemonic verbs with either finite or non-finite clausal complements appears in White 2015, and I use this analysis as a starting point for understanding the semantics of these verbs. White classifies mnemonic verbs as members
of the set of “factive-implicative” verbs. This classification reflects the fact that these
verbs appear to be factive when they take finite clausal complements and to be implicative when they take non-finite clause complements. The factivity of mnemonic
verbs with finite complements can be shown by observing that the truth of their finite complements is preserved under negation, in questions, and in the antecedents
of conditionals:
(45)

a. I remembered that there was a talk today.
) There was a talk today.

b. I didn’t remember that there was a talk today.
) There was a talk today.

c. Did you remember that there was a talk today?
) There was a talk today.
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d. If I remember that there is a talk tomorrow, I will go to it.
) There is a talk tomorrow.
a. I forgot that there was a talk today.
) There was a talk today.

b. I didn’t forget that there was a talk today.
) There was a talk today.

c. Did you forget that there was a talk today?
) There was a talk today.

d. If I forget that there is a talk tomorrow, I won’t go to it.
) There is a talk tomorrow.
At the moment, I have little more to say about the factivity of mnemonic verbs with
finite complements. I return to discussion of mnemonic verbs with finite complements
towards the end of this section and again in §5.4.
When they take non-finite clausal complements, mnemonic verbs are typically
classified as two-way implicative verbs (Karttunen 1971). Using the notation of Karttunen (2012), remember is classified as a ++|
implicative, while forget is classified
as a + | + implicative. This notation indicates that X remembers to do Y entails
that X does Y, while X does not remember to do Y entails that X does not do Y.
Conversely, X forgets to do Y entails that X does not Y, whereas X does not forget
to do Y entails that X does Y. These patterns are illustrated by the examples below:
(47)

(48)

a. I remembered to go to the talk today.
) I went to the talk today.

b. I did not remember to go to the talk today.
) I did not go to the talk today.
a. I forgot to go to the talk today.
) I did not go to the talk today.

b. I did not forget to go to the talk today.
) I went to the talk today.
White (2014) o↵ers experimental evidence in support of this traditional view. White
shows that speakers easily draw inferences from X remembers to do Y to X does Y,
from X does not remember to do Y to X does not do Y, and the analogous inferences
for forget.
However, it is possible to show that, contra Karttunen’s (1971) claim, mnemonic
verbs with non-finite complements do not entail anything about the truth or falsity
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of their complements. The failure of X does not remember to do Y and X forgets to
do Y to entail that X does not do Y has been noted by Horn (1972) and van Leusen
(2012). In particular, these entailments often fail to go through when Y may be
performed accidentally or unintentionally. Horn and van Leusen use examples such
as the following to make this point:
(49) She didn’t remember/forgot to turn out the lights, but luckily she brushed
against the switch.
It is also possible to show that X remembers to do Y and X does not forget to do Y
fall short of entailing X does Y. The following attested examples, found via a Google
search, show cases in which the entailment does not go through:
(50) I’ve tried the ballot for wimbledon (sic) once or twice but never got anywhere
so this year I was glad I did. Though most years I only remembered to apply
after the December deadline.
(51) I didn’t forget to submit, but our eCensus broke when trying to submit.
Although the entailments shown in (47) and (48) fail to go through in all cases,
native speaker intuitions and White’s (2014) experimental work show that speakers
nonetheless have strong intuitions about the truth or falsity of non-finite complement
clauses of mnemonic verbs, depending on the polarity of the matrix clause. In §5.3,
I return to the issue of how to reconcile the implicative-like behavior of mnemonic
verbs with the felicity of examples (49)–(51). In the meantime, I treat mnemonic
verbs as if they were implicatives for the purpose of considering previous proposals
regarding their semantics.
A standard approach towards analyzing the meaning of implicative verbs, following Karttunen 1971, is to take them to have a presuppositional component to their
meanings.21 In the case of remember, Karttunen proposes that X remembers to do
Y has the following presuppositions: (i) X has an obligation to do Y, (ii) X has a
“basic willingness” to carry X ’s obligation to do Y, and (iii) whether or not X does
Y “[depends] on nothing else but on keeping [X’s] commitment in mind” (351). This
third presupposition of mnemonic verbs amounts to the claim that X keeping X ’s
commitment to do Y in mind is a necessary and sufficient condition for X to do
21

Although it is often assumed that the meanings of implicative verbs involve presuppositions,
Karttunen and Peters (1979) argue that the not-at-issue content involved in implicatures is a
conventional implicature, rather than a presupposition. Recently, Baglini and Francez (2015) have
argued the not-at-issue content of implicatives appears to behave like a presupposition in some
ways and like a conventional implicature in other ways. I follow most previous work in assuming
that implicative mnemonic verbs have a presuppositional component to their meaning.
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Y. According to Karttunen, the at-issue content of X remembers to do Y is simply
that X keeps X ’s commitment in mind, which, in conjunction with presupposition
(iii), entails that X does Y. Karttunen takes the presuppositional component of the
meaning of forget to be the same as that of remember, but takes the at-issue content
of X forgets to do Y to be that X does not keep X ’s commitment in mind. On this
view, X forgets to do Y entails X does not Y in virtue of presupposition (iii) and the
at-issue content of forget.
I consider each of the three presuppositions of mnemonic verbs suggested by Karttunen (1971), starting with the presupposition that the subject has an “obligation,”
to use Karttunen’s term, to perform the complement. White (2015) refines this idea,
arguing that X remembers/forgets to do Y presupposes that X has to do Y, where
has to has a non-epistemic modal flavor. I propose a further refinement of White’s
position by claiming that the modal presupposition of mnemonic verbs requires a
prioritizing ordering source, in the sense of Portner (2007). That is, I claim that
X remembers/forgets to do Y presupposes that X has to do Y, where has to is a
necessity modal evaluated with respect to a deontic, teleological, or bouletic ordering
source. That such modals can satisfy the presuppositional requirements of mnemonic
verbs are shown by the following examples:
(52) According to the law, I had to file my taxes by April 15.

(deontic)

a. And I remembered to file my taxes by April 15.
b. But I forgot to file my taxes by April 15.
(53) In order to get to Palo Alto, I had to switch trains at San Bruno. (teleological)
a. And I remembered to switch trains at San Bruno.
b. But I forgot to switch trains at San Bruno.
(54) Given my desire to try out the new restaurant this weekend, I had to make
reservations before Friday.
(bouletic)
a. And I remembered to make reservations before Friday.
b. But I forgot to make reservations before Friday.
The second presupposition of mnemonic verbs identified by Karttunen (1971)
consists in the the subject having a “basic willingness” to perform the complement.
Karttunen (2012) and van Leusen (2012) rephrase this as a presupposition that the
subject intends to perform the complement. This more recent formulation of this
presupposition seems appropriate, as shown by the infelicity of using a mnemonic
verb when the subject has no intention of performing the verb’s complement:
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(55) Although it was the law, I had no intention to file my taxes by April 15.
a. ?? And I remembered to file my taxes by April 15.
b. ?? But I forgot to file my taxes by April 15.
I note that the concept of “intention” used here is relatively informal. Below, I
propose a way of cashing this notion out in more formal terms, but the ultimate
account developed below is not meant to provide a philosophically and linguistically
sufficient theory of intention. Rather, it is simply meant to reflect a condition that
must be met for mnemonic verbs to be used felicitously that resembles the informal
notion “intention” suggested by Karttunen (2012) and van Leusen (2012).
Finally, Karttunen takes mnemonic verbs to presuppose that the subject keeping in mind her commitment is a necessary and sufficient condition for the subject
to actually keep her commitment.22 Again, examples such as (49), (50), and (51)
demonstrate that mnemonic verbs do not come with such a presupposition, but for
the time being I assume that mnemonic verbs do come with such presuppositions.
To formalize these intuitions about the meaning of mnemonic verbs, I follow White
(2015) in assuming uniform denotations for mnemonic verbs regardless of whether
they take a finite or non-finite complement. I assume that mnemonic verbs are functions of type hhs, ti, he, hs, tiii, i.e. functions from propositions to functions from
individuals to propositions. If p is the propositional argument of a mnemonic verb V
and x is the individual argument of B, then V presupposes p and has as its at-issue
content that x either has (in the case of remember ) or does not have (in the case of
forget) p “in mind,” following Karttunen (1971). For the moment, I leave the notion
of an individual having a proposition in mind unformalized. This strategy is reflected
in the following denotations for mnemonic verbs:
(56) JrememberK = p x w : p.x has p in mind in w

(57) Jf orgetK = p x w : p.x does not have p in mind in w

The di↵erences in meaning between mnemonic verbs with finite and non-finite
complements derives from the denotation of the verb’s propositional argument. Following White (2015), I assume that the denotation of complementizer that is an
identity function for propositions. The interpretation of finite complements is thus
22

More recent proposals for the semantics of implicative verbs, such as Baglini and Francez 2015 and
Nadathur 2016, have used causal models based on a proposal by Schulz (2011) to analyze these
presuppositions of implicatives. Nothing that I say regarding mnemonic verbs is incompatible with
this perspective on implicatives, but because my main points do not rely on these causal models,
I do not discuss them here.
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quite straightforward. Ignoring tense, the denotation of the finite clause that there is
a talk today is as follows:
(58) Jthat there is a talk todayK = w.there is a talk today in w

In contrast, the interpretation of complementizer to is more complex. I assume that
the non-finite clause contributes a modal meaning (Bhatt 1999). In particular, since
the denotation of the non-finite clause will contribute all presuppositions of mnemonic
verbs with non-finite complements, this modal meaning must encode both that the
subject has to perform some action and that the subject “intends” in some informal
sense to perform that action. As a first pass, I propose the following:
(59) JtoKc = P x w. c yields a prioritizing ordering source ^ ⇤c,w P (x) ^
x intends to bring about P (x)(w)

Note that the denotation of to shown in (59) is far too specific to extend to all cases of
complementizer to in English. I intend this denotation to only be useful for capturing
the meaning of non-finite complements of mnemonic verbs. Ideally, the meaning of
non-finite complements to mnemonic verbs would be closely tied to a more general
account of the semantics of non-finite clauses. However, such an account would go
beyond the scope of this dissertation, and I leave this issue for future work. Ignoring
tense, the non-finite complement of (47a) will have the following denotation:
(60) J(I) to go to the talk todayKc = w. c yields a prioritizing ordering source ^
⇤c,w v.speaker goes to the talk today in v ^ speaker intends to bring
about that speaker goes to the talk today in w
The definition in (59) relies on an informal notion of an agent “intending” to bring
about some proposition. To help make this notion more formally explicit, I propose
that the theories of imperative meaning considered above give us ways to cash out
this idea in more formal detail. I do not take these proposals regarding imperative
meaning to provide a fully adequate, philosophically sound notion of intention. However, for the narrow purpose of providing adequate truth conditions for mnemonic
verbs with non-finite complements, I believe these theories are adequate to capture
what I have so far informally described as an agent’s intention that some proposition
be true. On Portner’s proposal, an agent’s intention to bring about some proposition involves having a relevant property on the agent’s To-Do List. On Kaufmann’s
proposal, this intention involves the context being practical for the agent in question
and the agent believing that some proposition represents an answer to the agent’s
decision problem. On Condoravdi and Lauer’s proposal, this intention involves a particular proposition being an e↵ective preference of the agent. These options yield the
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following denotations for complementizer to, where B(x, w, p) is true if and only if x
believes p in world w:23
(61)

a. JtoKc = P x w. c yields a prioritizing ordering source ^ ⇤c,w P (x) ^
y : y = x.P (y) 2 T (x) in c24
(following Portner 2007)

b. JtoKc = P x w. c is practical for x ^ B(x, w, v.⇤c,v P (x))25
(following Kaufmann 2016)

c. JtoKc = P x w. c yields a prioritizing ordering source ^ ⇤c,w P (x) ^
EPw (x, P (x))
(following Condoravdi and Lauer 2012)

To close this section, I return to the issue of what constitutes an agent having
some proposition in mind. Taken at face value, to have a proposition in mind would
seem to correspond directly to being aware of a proposition. However, awareness
of a proposition can easily be shown to be too weak a notion for what is required
here. To say that an agent ↵ remembers that p does not simply presuppose p and
entail that ↵ is aware of p. It also requires that ↵ believes p. So, at a minimum,
we want the at-issue content of a mnemonic verb with propositional argument p and
individual argument x to involve both x’s awareness of p and x’s belief in p. The atissue content of mnemonic verbs will have to satisfy additional criteria. For example,
if you previously did not know p and I inform you of p, then you may come to believe
p and will be aware of p. However, you have not remembered p, since you had never
believed p before. Thus, for ↵ to remember p, it is necessary that ↵ had previously
believed and been aware of p. Moreover, ↵’s belief in p must have been continuously
held, at least implicitly, during this period. Suppose that you once believed p, later
came to disbelieve p, and I then inform you that p was true after all. Again, it is
inappropriate to say that you remembered that p.
I therefore propose that the at-issue content of mnemonic verbs depends on the
following notion of explicit and currently continuous belief. As in §2.3.3,
let Ui↵ denote agent ↵’s set of unmentionable syntactic proposition letters at index i
and let P↵i denote ↵’s background subjective probability distribution at index i. We
23

Following the model of §2.3.3 and the discussion of outright belief on this model in §3.1, we can
take B(x, w, p) to be true if and only if Pxw (p) = 1. An alternative would be to interpret B(x, w, p)
as doxastic necessity. If doxx is a x’s doxastic modal base and stereox is x’s stereotypical ordering
source, then we can have B(x, w, p) $ ⇤doxx ,stereox ,w p.
24
Recall that the contents of To-Do Lists on Portner’s theories are properties with a presupposition
that they may only be true of a single individual.
25
Since Kaufmann’s definition of a practical context requires that the ordering source is prioritizing,
there is no need to state this condition separately.
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then have the following:26
(62) Explicit and Currently Continuous Belief
Let 2 AtL be an atomic proposition letter such that V( ) = p. Then an
agent ↵ has an explicit and currently continuous belief in p at index i = hw, ti
i↵:
a.

62 Ui↵ ^ P↵i (p) = 1,

b. 9t0 (t0

c. ¬9t00 (t0

t^

t00

hw,t0 i

62 U↵
t^

hw,t0 i

^ P↵

hw,t00 i
P↵
(p)

(p) = 1), and

6= 1))

If ↵ has an explicit and currently continuous belief in p at index i, we can
write ECB(↵, i, p).
Given this notion of explicit and currently continuous belief, we can rewrite the
definitions of mnemonic verbs as follows:27
(63) JrememberK = p x i : p.ECB(x, i, p)
(64) Jf orgetK = p x i : p.¬ECB(x, i, p)

5.3

Mnemonic Imperatives with Non-Finite Complements

Having discussed theories of the conventional discourse e↵ects of imperatives and
properties of mnemonic verbs in the previous section, I now consider imperatives
involving mnemonic verbs, i.e. mnemonic imperatives. In this section, I make two
central claims regarding mnemonic imperatives. First, I claim that under certain
conditions, directive uses of mnemonic imperatives, i.e. “mnemonic directives,” are
redundant with respect to the conventional discourse e↵ects of imperatives posited by
the theories surveyed in §5.1. Importantly, I do not claim that all uses of mnemonic
directives are redundant in this way, and I highlight some non-redundant uses of
mnemonic directives in this section. The second major claim of this section is that
we can understand the function of those mnemonic directives that are redundant
26

Note that the definition in (62) does not require a belief to be continuously explicit. Rather, an
agent ↵ has an explicit and currently continuous belief in p at time t if ↵ has an explicit belief
in p at t and ↵ has continuously believed p, either explicitly or implicitly, since some time t0 such
that t0 t.
27
Note that in contrast to the earlier definitions given in (56) and (57), the definitions in (63) and
(64) take mnemonic verbs to take an index argument, i.e. a world-time pair, rather than just a
world argument. In the following discussion, I generally abstract away from this detail.
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with respect to their conventional discourse e↵ects in terms of their e↵ects on their
listeners’ awareness states.
In the previous section, I noted that speakers regularly treat mnemonic verbs
with non-finite complements as if they were two-way implicatives. For example,
speakers will draw the inference from X remembered to do Y to X does Y. Although
I argued above that mnemonic verbs are not true implicatives, the fact that speakers
and listeners regularly treat them as such can be accounted for if we take discourse
participants to regularly operate in discourse contexts where the following are entailed
by the common ground:
(65) Implicative Conditions for Mnemonic Verbs
a. If JrememberK(P (x))(x) is defined for some property of individuals P ,
then P (x) ! JrememberK(P (x))(x). Equivalently, if Jf orgetK(P (x))(x) is
defined for some property of individuals P , then P (x) ! ¬Jf orgetK(P (x))
(x).
b. If JrememberK(P (x))(x) is defined for some property of individuals P ,
then JrememberK(P (x))(x) ! P (x). Equivalently, if Jf orgetK(P (x))(x)
is defined for some property of individuals P , then ¬Jf orgetK(P (x))(x) !
P (x).
We can intuitively think of these conditions as follows. The condition in (65a) states
that remembering (not forgetting) is a necessary condition for doing. The condition
in (65a) states that remembering (not forgetting) is a sufficient condition for doing.
Given that speakers and listeners use mnemonic verbs as two-way implicatives, in
most contexts it seems that both (65a) and (65b) are presupposed as common ground
for all properties and all individuals.
As pointed out above, mnemonic verbs are not always treated as two-way implicatives. Once again, consider examples (49)–(51), repeated below for convenience.
(66) She didn’t remember/forgot to turn out the lights, but luckily she brushed
against the switch.
(67) I’ve tried the ballot for wimbledon (sic) once or twice but never got anywhere
so this year I was glad I did. Though most years I only remembered to apply
after the December deadline.
(68) I didn’t forget to submit, but our eCensus broke when trying to submit.
In order for these examples to be felicitous, at least one of (65a) and (65b) must not
hold for some property. Example (66) can only be felicitous in a context in which
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(65a) does not hold for the property of being an individual who turns out the lights.
In contrast, (67) and (68) can only be felicitous in a context in which (65b) does not
hold for the properties of being individuals who apply for the ballot for Wimbledon
and submit something to eCensus, respectively.
The argument to be laid out below for the redundancy of mnemonic directives depends upon some version of (65a) being common ground, but this argument does not
rely on it being common ground that both (65a) and (65b) hold for all properties and
all individuals. Rather, the argument depends upon it being the case that remembering to do Y is a necessary condition for doing Y for some actions Y . Equivalently,
the argument depends on (65a) holding for some properties P . In terms of examples
(66)–(68), the argument advanced below involves contexts that are distinct from the
context of (66) in that there will be a relevant property of individuals for which (65a)
must hold. As noted earlier in this chapter, examples like (66) are generally only valid
when the property in question is one that can hold of an individual inadvertently or
accidentally. In the following contexts, I only consider properties that are extremely
unlikely to hold inadvertently or accidentally, therefore making it implausible that
(65a) could fail to be true for the relevant property. For the sake of not taking on
more assumptions that is necessary, for the remainder of this chapter, in general I
make no assumptions about the status of (65b) in the contexts that I discuss.28
To illustrate the redundancy of mnemonic directives, I consider the following sequence of directives, repeated from the beginning of this chapter.29,30
(69)

a. Bo: (to Jack at 9 A.M.) Take out the trash!
b. Bo: (to Jack at 12 P.M.) Remember to take out the trash!

I assume that Jack accepts both of Bo’s utterances and that the presuppositions of
28

However, in my discussion of Schwager 2006 and Kaufmann 2012, 2016, I invoke (65b) at one
point. That said, I do not believe that the redundancy of mnemonic directives on Kaufmann’s
proposal regarding the conventional discourse e↵ects of imperatives depends upon (65b) being
common ground for any properties.
29
Although I focus on a mnemonic imperative using the verb remember (69b), the same points would
hold if I were to use an analogous example with don’t forget instead.
30
The imperative utterance in (69b) has directive force, as I take it most uses of mnemonic imperatives with non-finite complements do. An interesting question is which types of illocutionary forces
may be associated with mnemonic imperatives. For example, some speakers I have consulted do
not believe that mnemonic imperatives can serve as o↵ers, as in (i).
(i)

? Remember to have a cookie, if you like.

It is beyond the scope of this chapter to settle the question of which illocutionary forces may be
associated with mnemonic imperatives, and I leave this issue for future work.
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(69b) are satisfied only in virtue of the e↵ects of (69a). Thus, there is no intervening
communication between the time of (69a) and (69b) that would either reverse the
e↵ects of (69a) or would also satisfy the presupposition of (69b).
That (69a) can satisfy the presuppositions of (69b) follows from the definitions
given to mnemonic verbs and the theories of imperative meaning articulated in the
previous two sections. In short, (69b) presupposes that Jack has to take out the
trash, where has to is interpreted relative to a prioritizing ordering source, and that
Jack intends to take out the trash. As we saw in §5.1, the successful utterance of
an imperative licenses a corresponding modal statement with a prioritizing ordering
source. In particular, after (69a) is successful, it is true that Jack has to take out the
trash. Whichever theory is adopted to account for this fact, that it is the case that
Jack has to take out the trash is sufficient to show that the successful utterance of
(69a) can satisfy (69b)’s presupposition to this e↵ect.
In addition, (69b) presupposes that Jack “intends” to bring about that he takes out
the trash, where the relevant notion of intention is cashed out in one of the ways shown
in (61). If we adopt Portner’s proposal regarding the conventional discourse e↵ects of
imperatives, then (69a) guarantees that Jack intends to take out trash in the sense of
(61a). Likewise, if we adopt Kaufmann’s proposal, (69a) guarantees that Jack intends
to take out trash in the sense of (61b). On Condoravdi and Lauer’s proposal, (69a)
does not necessarily guarantee that Jack intends to take out the trash in the sense
of (61c). Assuming (61c), one presupposition of (69b) is that Jack has an e↵ective
preference for taking out the trash, i.e. the proposition w.EPw (Jack, v. Jack takes
out the trash in v) is presupposed. But Condoravdi and Lauer’s proposal, as far as
we have seen it so far, only guarantees that after (69a), Bo is publicly committed to
having an e↵ective preference that Jack have an e↵ective preference for taking out
the trash. We can obtain the desired result by assuming that the following hold:
(70)

a.

w.P EPw (Bo, p) ! w.EPw (Jack, p), i.e. Jack will e↵ectively prefer
whatever Bo has publicly committed to e↵ectively preferring.

b.

w.EPw (Jack, v.EPv (Jack, p)) ! w.EPw (Jack, p), i.e. if Jack has an
e↵ective preference for having an e↵ective preference for p, then Jack has
an e↵ective preference for p.

While (70a) can clearly not be assumed in all contexts, it seems plausible if we take
Jack to be cooperative with Bo in the context of (69a). Assuming (70a), we have
as a result of (69a) that Jack has an e↵ective preference that he have an e↵ective
preference for taking out the trash. Assuming (70b), this can be reduced to Jack
having an e↵ective preference for taking out the trash, which is what is presupposed
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by (69b).

5.3.1

Mnemonic Imperatives with Non-Finite Complements
as Redundant Directives

In this section, I argue that Bo’s utterance in (69b) is a redundant directive, as defined
in §5.1.4. The basic reasoning behind this argument follows from the definition of
redundant directives in any context in which it is common ground that (65b) holds for
the property of taking out the trash. That is, the reasoning relies on the assumption
that the following holds in the contexts under discussion, where C denotes the context
set immediately before Bo’s utterance of (69b):
✓
⇢
◆
x remembers to take
(71) 8x C \ {w|x takes out the trash in w} ✓ w
out the trash in w
Recall that the definitions for redundant directives given in §5.1.4 ensure that if an
agent ↵ is committed to doing X and it is common ground that doing X entails doing
Y , then a directive that would commit ↵ to doing Y is redundant. Bo’s imperative
in (69a), if successful, commits Jack to taking out the trash. By (71), it is common
ground that taking out the trash entails remembering to take out the trash. Thus,
(69b) should be a redundant directive.
While this gives the basic argument at a high level, below I discuss the details of
this argument for each of the proposals regarding the conventional discourse e↵ects
of imperatives considered here. These details are rather complex in places, and for
readers who are only interested in the high level argument regarding the redundancy
of mnemonic directives, it may be sufficient to skip ahead to §5.3.2.
Portner (2004, 2007)
I begin by considering the e↵ects of (69a) according to Portner’s theory.31 My goal
is to show that Bo’s directive in (69b) is redundant according to (38). In particular,
I focus on the following condition for redundancy on this definition: an utterance
of a directive imperative is redundant if there exists some property P such that
P 2 T DL(addressee) and C \ P (addressee) ✓ J K(addressee).
31

Here, I only focus on the e↵ects on an addressee’s To-Do List proposed by Portner, and ignore the
e↵ect on the common ground proposed by Portner (2007). Following Condoravdi and Lauer (2012),
we can see the e↵ect on the common ground as a variant of Kaufmann’s proposal. Therefore, I take
my comments below regarding Kaufmann’s proposal to also apply to the e↵ect on the common
ground proposed by Portner (2007).
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To begin, consider the denotation of Bo’s first utterance in (69a), which is given
below:
(72) J(69a)K = x w : x = Jack.x takes out the trash in w

Suppose that Bo’s utterance is successful, Jack’s To-Do List is updated with this
property. Formally, we have the following, where T DL is the To-Do List function
prior to (69a) and T DL0 is the To-Do List function immediately after (69a):
(73) T DL0 (Jack) = T DL(Jack) [ x w : x = Jack. x takes out the trash in w
As stated above, I assume that (71) holds in the context of Bo’s utterance in (69b).
Next, consider the interpretation of (69b), which is as follows:
(74) J(69b)K = x w : x = Jack. x remembers to take out the trash in w

From (72), (71) and (74), we have the following:
(75) C \ J(69a)K(Jack) ✓ J(69b)K(Jack)

This is sufficient to show that Bo’s directive in (69b) is redundant according to (38),
so long as J(69a)K corresponds to some property on Jack’s To-Do List. As we see in
(73), J(69a)K is on Jack’s To-Do List immediately after (69a). So long as nothing has
happened to remove this property from Jack’s To-Do List between 9 A.M. and 12
P.M., Bo’s utterance in (69b) is redundant.
This argument for the redundancy of Bo’s utterance in (69b) relies on the formal
definition of redundant directives proposed in (39). In order to see more intuitively
why Bo’s utterance is redundant, consider how both Bo’s utterances are supposed to
e↵ect Jack’s behavior, following (8). According to Portner, as a result of (69a), Jack
is deemed rational and cooperative only to the extent that he acts to make it more
likely that he takes out the trash. As a result of (69b), Jack is deemed rational and
cooperative only to the extent that he acts to make it more likely that he remembers
to take out the trash. Assuming that (65b) is common ground for the property of
taking out the trash, there is no way for Jack to act to make it more likely that he
takes out the trash without also making it more likely that he remembers to take out
the trash. In other words, any e↵ects on Jack’s behavior that (69a) has should be the
same e↵ects on Jack’s behavior that (69b) has.
Kaufmann (2012, 2016) and Schwager (2006)
Next, consider the discourse e↵ects of (69a) and (69b) on Kaufmann’s proposal. Following (39), to show that (69b) is redundant, it is necessary to show that in virtue of
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the conventional discourse e↵ects of (69a) and the presupposition that (65b) is common ground for the property of taking out the trash, the content of (69b) is entailed
by the common ground.
First, consider the interpretation of (69a) according to Kaufmann. Bo’s utterance
presupposes that Bo is an epistemic authority with respect to the relevant modal base
and ordering source f and g, that the context is practical for Jack, and that Jack
taking out the trash is an answer to Jack’s relevant decision problem ⇧Jack . Setting
aside these presuppositions, the at-issue content of Bo’s utterance is as follows:32
(76) J(69a)K = w.⇤f,g,w v. Jack takes out the trash in v

For the purposes of exposition, it is useful to rewrite (76) as shown in (77), following
the definition in (14).
(77) J(69a)K = w.8v(v 2 O(f, g, w) ! Jack takes out the trash in v)

As a result of Bo’s utterance in (69a), (77) is added to the common ground. Next,
consider the interpretation of Bo’s utterance in (69b), which is as follows:
(78) J(69b)K = w.8v(v 2 O(f, g, w) ! Jack remembers to take out the trash in
v)

The redundancy of (69b) follows from the fact that (78) is entailed by the common
ground so long (77) and (71) are common ground.
To show that this is the case, I invoke Kaufmann’s (2012) claim that the modal
base f relevant to the interpretation of a directive imperative is simply the common
ground. This requires a modification to the definition of O(f, g, w) in (13), as f is
no longer a function from worlds to propositions, but rather a function from contexts to propositions.33 Maintaining the rest of the definition of (13), it follows that
O(f, g, w) ✓ \f (c). Taking f (c) to denote the common ground in context c, we have
O(f, g, w) ✓ C, where C is the context set in context c. Next, let w be some world
according such that J(69a)K(w). We know from (76) that the following holds:
(79) O(f, g, w) ✓ {v|Jack takes out the trash in v}

Since we also know that O(f, g, w) ✓ C, we have:
(80) O(f, g, w) ✓ C \ {v|Jack takes out the trash in v}
32

I assume that the values of f and g have been saturated by the context, yielding a proposition
that can be added to the common ground.
33
See §4.1.1 of Kaufmann 2012 for a discussion of this point.
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Again, assuming that (71) is entailed by the common ground, this gives us (81), which
can be rewritten as (82).
(81) O(f, g, w) ✓ {v|Jack remembers to take out the trash in v}

(82) 8v(v 2 O(f, g, w) ! Jack remembers to take out the trash in v)
Of course, (82) is exactly what we find in the interpretation of (69b) shown in (78).
What this means is that for any world w such that J(69a)K(w) is true, J(69b)K(w) is
also true. In other words, (78) is entailed by the common ground once (77) enters
the common ground on the assumption that (71) holds.
There is an outstanding issue with this argument, in that Bo’s utterance in (69b)
will cause (78) to be entailed by the common ground if we assume additionally that
the modal base f and ordering source g are the same for the context in which (69a)
is utter and the context in which (69b) is uttered. To answer whether this is the case
for (69a) and (69b), I believe it is first instructive to first consider a more general
question. Suppose that Kaufmann is correct that imperatives are akin to modalized
propositions in that they must be evaluated with respect to a modal base f and an
ordering source g. Mnemonic imperative must then be related to two modal baseordering source pairs. There are the modal base and the ordering source relevant for
interpreting the mnemonic imperative as a modalized proposition, which we can call
the “matrix conversational backgrounds.” In addition, there are the modal base and
ordering source relevant for interpreting the modal presupposition of the mnemonic
verb, which we can call the “presuppositional conversational backgrounds.” Must
these two pairs of conversational backgrounds be identical?
In general, I think not. First consider the modal base. As stated above, Kaufmann
(2012) takes the modal base for directive imperatives to be the common ground in
the context. Thus, the presuppositional modal base of (69b) can be thought of as
the common ground when Bo uttered (69a) at 9 A.M. The matrix modal base of
(69b) is the common ground at 12 P.M. Of course, the common ground will likely
change between the contexts of (69a) and (69b), but generally this will be due to
more information entering the common ground. Such a change has no bearing on the
above argument for the following reason. If more information is added to the common
ground between the utterances of (69a) and (69b), then the context set at 12 P.M.,
denoted C 0 , will be a subset of the context set at 9 A.M., denoted C. Therefore, if
(78) is entailed by C, then it must also be entailed by C 0 . That said, I also leave open
the possibility that information can leave the common ground between 9 A.M. and
12 P.M. Even this is the case, however, there is a reason to think that the redundancy
of (69b) holds at 12 P.M. for reasons discussed below in §5.3.2.
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Next consider the ordering source. It does not appear that the matrix and presuppositional order sources relevant in the use of a mnemonic imperative must be
identical. For example, assume that according to the law, Jack must file his taxes by
April 15. Then suppose Bo utters the following:
(83) Bo: (to Jack) Because I don’t want you to go to jail, remember to file your
taxes before April 15.
It seems to me that one could take the presuppositional ordering source in (83) to
be the set of laws and the matrix ordering source to be the set of Bo’s wishes. That
is, the presupposition of remember in (83) is satisfied in virtue of the fact that the
law says Jack must file his taxes by April 15, whereas (on Kaufmann’s theory) Bo’s
imperative communicates that Bo’s wishes characterize a modality relevant for Jack
to solve a relevant decision problem.
That said, in cases such as (69b), it is very hard to imagine that the matrix
ordering source di↵ers from the presuppositional ordering source. Moreover, it is
sufficient for my purposes that it is at least possible for these two ordering sources
to be the same, since I only aim at showing that mnemonic directives are in some
cases redundant. So, I assume that in the context of utterance, the matrix and
presuppositional ordering sources for (69b) are the same. Since the presuppositions
of (69b) are satisfied in virtue of the successful utterance of (69a), this means that the
presuppositional ordering source of (69b) is the same as the matrix ordering source of
(69a). By transitivity, the matrix ordering source of (69b) is the same as the matrix
ordering source of (69a). In other words, the ordering source relevant for interpreting
(69a) as an imperative is the same ordering source relevant for interpreting (69b) as
an imperative.
One might also want the relevant decision problem ⇧Jack to be the same for the two
contexts in which (69a) and (69b) are uttered. However, I am not convinced that these
two decision problems must be identical in order for (69b) to be redundant. First,
assume that Jack’s decision problems di↵er between these two contexts in that (84)
characterizes Jack’s decision problem in the context of (69a) and (85) characterizes
Jack’s decision problem in the context of (69b).
⇢
Jack takes out the
Jack does not take
(84) ⇧Jack =
w.
, w.
trash in w
out the trash in w
⇢
Jack remembers to take
Jack does not remember to
(85) ⇧Jack =
w.
, w.
out the trash in w
take out the trash in w
Following the above arguments, the modal base f and ordering source g relevant for
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resolving these two problems are either the same or the modal base and ordering
source relevant for resolving (85) are supersets of those relevant for resolving (84). In
either case, it follows that if (69a) gives an answer to resolving (84) and it is common
ground that taking out the trash entails remembering to take out the trash, then
(69a) also gives an answer to resolving (85). In other words, (69a) already gives Jack
an answer to the decision problem that he faces in the context in which (69b) is
uttered. Therefore, Bo’s utterance in (69b) contributes nothing to Jack’s resolution
of this decision problem.
Alternatively, we might think it is more intuitive that (84) characterizes Jack’s
decision problem in both contexts. While (69a) provides an answer to this decision
problem based on the assumptions made so far, (69b) does not. This is because I
have assumed only that taking out the trash entails remembering to take out the
trash, not that remembering to take out the trash entails taking out the trash. In
order to allow for (69b) to count as an answer to Jack’s decision problem in (85),
I must assume that in the context of utterance of (69b), it is common ground that
(65b) holds for the property of taking out the trash. More formally, I could assume
the following:
✓
⇢
◆
x remembers to take
(86) 8x C \ w
✓ {w|x takes out the trash in w}
out the trash in w
As noted above, speakers’ behavior in treating mnemonic verbs as two-way implicatives suggests that (65b) is commonly presupposed as part of the common ground, at
least for some properties. Thus, I do not take this additional assumption as coming
at too high a cost.
Putting these pieces together, we’ve seen that there are plausible circumstances
under which the relevant modal base and ordering for the interpretation of (69a) and
(69b) are the same or di↵er in ways that are immaterial for my argument. Thus, the
utterance of (69a) entails that the content of (69b) is entailed by the common ground,
making (69b) redundant.
Condoravdi and Lauer (2012) and Lauer (2013)
Finally, I show how (69b) is redundant according to the proposals of Condoravdi and
Lauer (2012) and Lauer (2013). In particular, I argue that (69b) is redundant in virtue
of the following component of (40): a directive utterance of an imperative clause is
redundant if there exists some proposition p such that C ✓ {w|P EPw (speaker, p)}
and for the proposition q such that J K = w.P EPw (speaker, q), C \ p ✓ q.
First, (69a) has the following interpretation:
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(87) J(69a)K = w.P EPw (Bo, v.Jack takes out the trash in v)

As a result of Bo’s utterance, (87) enters the common ground. If we follow Lauer’s
(2013) argument regarding the derivation of directive uses of imperatives, as a result
of (87), the following becomes common ground:
(88)

w.EPw (Jack, v.Jack takes out the trash in v)

For the purposes of showing (69b) to be redundant, let p denote the propositional
argument of EPw in (88). That is, we have:
(89) p = w.Jack takes out the trash in w
Next consider the interpretation of (69b), which is as follows:
(90) J(69b)K = w.P EPw (Bo, v.Jack remembers to take out the trash in v)

For the purposes of showing that (69b) is redundant, we let q denote the propositional
argument of P EPw in (90). That is, we have:
(91) q = w.Jack remembers to take out the trash in w
In virtue of (88) entering the common ground, it follows that the common ground
entails w.EPw (addressee, p). Assuming that (71) is common ground, it it follows
that C \ p ✓ q. Therefore, (69b) is redundant.
Summing up, we’ve seen that on the three proposals surveyed in §5.1 regarding
the conventional discourse e↵ects of utterances of imperatives, Bo’s utterance in (69b)
is redundant. In the next section, I consider how this argument can be generalized
and respond to several counterarguments put forth here.

5.3.2

Additional Arguments

In the previous section, I argued that mnemonic directives like (69b) are redundant
regardless of which theory regarding the conventional discourse e↵ects of directives is
adopted. The above arguments were quite technical and relied heavily on the formal
definitions of redundancy presented in §5.1.4. In this section I provide additional,
supporting arguments for the claim that mnemonic directives are often redundant.
The additional arguments presented here are of a less formal and more intuitive nature
than those presented in the previous section. I structure these arguments around
responses to potential counterarguments to the claim that mnemonic directives are
frequently redundant. In developing these arguments, I also describe a generalization
of the argument seen in the last section.
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To begin, I noted during the discussion of Kaufmann’s proposal in the previous
section that the common ground between Jack and Bo might change between 9 A.M.,
when Bo utters (69a), and 12 P.M., when Bo utters (69b). One possible way for the
common ground to change between these two times, which I did not consider in the
previous section, is for the e↵ects of (69a) to somehow lapse before (69b) is uttered.
That is, somehow the changes to the common ground or Jack’s To-Do List brought
about by (69a) no longer obtain at 12 P.M. This possibility allows for the following
counterargument to the claim that (69b) is redundant. Since the e↵ects of (69a)
may lapse before (69b) is uttered, it is possible that when Bo utters (69b), Jack’s
To-Do List does not contain a property related to taking out the trash, the common
ground does not contain the proposition that Jack must take out the trash, or the
common ground does not entail that Bo has an e↵ective preference that Jack have an
e↵ective preference for taking out the trash. In such circumstances, (69b) would not
be redundant in its context of utterance.
The problem with such a counterargument is that, as established above, the presuppositions of (69b) are satisfied only in virtue of the conventional discourse e↵ects
of (69a). Thus, if these e↵ects no longer obtained at the time (69b) was uttered,
Bo’s utterance in (69b) would su↵er from presupposition failure. A defender of this
counterargument might note that presuppositions are regularly accommodated, so
it stands to reason that the presuppositions of (69b) could be accommodated if the
e↵ects of (69a) no longer obtain. I agree that mnemonic imperatives can be used
in such a way that their presuppositions are accommodated. For example, suppose
Bo and Jack’s town formerly collected trash on Tuesday, but as of this week is now
collecting trash on Thursday. Bo can utter (92) even if she is not sure that Jack has
heard about the change:
(92) Bo: (to Jack) Remember to leave out the trash for collection on Thursday.
Bo can expect that if Jack did not already know about the town’s change in schedule,
he can easily accommodate the presuppositions of her utterance.34
Although the presuppositions of mnemonic verbs can be accommodated, accommodation is not involved in the case of (69b). One way to see this is to note that if a
presupposition is accommodated, a listener can respond by noting that the speaker’s
utterance was informative in some way.35 For example, Jack could respond to (92)
34

Such a use of a mnemonic imperative resembles speakers’ adoption of a pretense that some information is uninformative, as discussed in §3.2.3.
35
Similar arguments were o↵ered in §3.1.1 to show that the common ground depends upon agents’
background beliefs, rather than their filtered beliefs.
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as follows:
(93) Jack: (to Bo in response to (92)) Thanks. I actually didn’t know the town
moved trash collection to Thursday.
In contrast, Jack cannot respond similarly to (69b), assuming that he accepted (69a):
(94) # Jack: (to Bo in response to (69b)) Thanks. I actually didn’t know that you
wanted me to take out the trash.
The infelicity of (94) shows that the presuppositions of Bo’s utterance are not accommodated. Rather, I conclude that the e↵ects of her utterance in (69a) persist until
12 P.M. Of course, Jack may become unaware of these e↵ects, but I take it that their
persistence is reflected in Jack’s background beliefs.
Another reason for doubting that the presuppositions of (69b) must be accommodated is that if this were the case, there would be nothing preventing Bo from simply
repeating (69a) at noon. However, this option is marked relative to the mnemonic
imperative in (69b):
(95) ? Bo: (to Jack at 12 P.M.) Take out the trash!
The oddness of (95) relative to (69b) does not obviously show that (69b) is redundant,
but it is a noteworthy data point that would need to be accounted for by a defender
of the claim that the presuppositions of (69b) are accommodated. Of course, my own
proposal must also account for the markedness of (95), and I take up this issue in
Chapter 6.
This focus on the presuppositions of (69b) also allows for a generalization of the
argument presented in the previous section. In arguing for the redundancy of many
mnemonic directives, I focused on a situation in which there was a sequence of directives, (69a) and (69b). While useful rhetorically to set up the argument, Bo’s
utterance of (69a) is not necessary for (69b) to be redundant. All that matters is
that the common ground has the requisite properties, as detailed in (38)–(40), sufficient to make (69b) redundant. In fact, following the definitions of the non-finite
complementizer to for Portner’s proposal in (61a), for Kaufmann’s in (61b), and
for Condoravdi and Lauer’s in (61c), mnemonic verbs with non-finite complements
will always presuppose the conditions required, in conjunction with (65a), to make
mnemonic directives redundant. Following the definition in (61a), a mnemonic imperative with a non-finite complement presupposes the existence of exactly the property
on the addressee’s To-Do List necessary to make this imperative’s use redundant.
Similarly, on the definition in (61b), a mnemonic imperative presupposes a necessity
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modal regarding the addressee sufficient to make the imperative’s use redundant. Finally, on the definition in (61c), a mnemonic imperative with a non-finite complement
presupposes the existence of an e↵ective preference of the part of the addressee sufficient to make the use of the imperative redundant. In other words, in any context
in which the presuppositions of mnemonic imperatives are not accommodated and
(65a) holds, mnemonic imperatives are necessarily redundant.
This generalized argument still relies on assuming (65a). If this were not part
of the common ground, then we could treat (69b) as non-redundant on any of the
three theories of imperative meaning considered above. However, on this view, the
function of (69b) would be that of inducing Jack to perform a new action that he
had not already been induced to perform. This analysis of the e↵ect of (69b) is
strikingly unintuitive, as the purpose of (69b) seems to be that of reminding Jack of
his pre-existing commitment to take out the trash, rather than that of inducing him
to perform some action he was not already committed to performing.
Abandoning (65a) would also create problems in that we would be unable to
explain why the following utterance is highly redundant:
(96) # Bo: (to Jack) Take out the trash and remember to take out the trash!
If we take it that (65a) does not hold for the property of taking out the trash, then
taking out the trash does not entail remembering to take out the trash. In such a
situation, (96) should be felicitous. The first conjunct would direct Jack to take out
the trash, while leaving open the possibility that he do so while not remembering to
take out the trash. The second conjunct would then foreclose on this possibility. But
since (96) is infelicitous, it seems that we should not abandon (65a), at least for the
property of taking out the trash.
Further evidence against trying to explain the function of mnemonic imperatives
by rejecting (65a) comes from the fact that even having done so, certain uses of
mnemonic imperatives are still redundant. For example, Bo may repeat (69b) at 3
P.M.:
(97) Bo: (to Jack at 3 P.M.) Remember to take out the trash!
Bo’s utterance in (97) has the exact same content as her utterance in (69b). Thus, (97)
is redundant with respect to its conventional discourse e↵ects, regardless of whether
we accept (65a) or not.
I take the data in this section to show that there is no escaping the conclusion that
many mnemonic directives are redundant with respect to their conventional discourse
e↵ects. In the following section, I discuss how we can understand the contribution
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of such directives in terms of their e↵ects on listeners’ awareness states. This section
also provides an explanation for several of the new data points raised in this section,
including the infelicity of (96) and the felicity of (97).

5.3.3

Raising Awareness with Mnemonic Imperatives

If Bo’s mnemonic imperative in (69b) is redundant with respect to the conventional
discourse e↵ects posited by standard theories of imperative meaning, then what purpose does it serve? Above, I mentioned that intuitively, the purpose of (69b) is to
remind Jack of a pre-existing commitment to take out the trash. Given the awareness
model introduced in Chapter 2, this idea is relatively straightforward to implement.
Let represent Bo’s utterance in (69b) and suppose that there is some proposition
i
letter such that 2 PJack
( ). That is, an utterance of will raise awareness of
for Jack at index i. Intuitively, we can think of representing the presupposition of
Bo’s utterance in (69b) or a statement along the lines of Jack must take out the trash.
Further suppose that Bo believes that Jack will take out the trash only if Jack is
aware of and assigns V( ), i.e. the worlds in which Jack must take out the trash, a
relatively high probability. If Bo takes Jack to be unaware of , then he will not take
i
out the trash. Since 2 PJack
( ), by uttering (69b), Bo can raise Jack’s awareness
of and thereby get him to take out the trash.
The awareness-raising analysis of mnemonic imperative explains a number of empirical observations discussed above. First, it was noted that uttering a mnemonic
imperative immediately after uttering a non-mnemonic imperative is infelicitous (96).
This is explained if we make the implicative assumption for mnemonic verbs, in which
case the mnemonic imperative is redundant with respect to its conventional discourse
e↵ects, and assume that the purpose of mnemonic imperatives when they are redundant in this sense is to raise awareness of some relevant proposition p. The problem
with (96) is that its first conjunct raises Jack’s awareness of any relevant proposition
that the second conjunct would raise awareness of. Thus, the second conjunct serves
no function in that its conventional discourse e↵ects are redundant and it will not
serve any awareness-raising purpose.
Example (97) shows that mnemonic imperatives can be repeated after some period
of time. On the awareness-raising analysis, this is predicted, since after the first utterance of a particular mnemonic imperative, e.g. (69b), a listener may again become
unaware of some relevant proposition p. In turn, a repeated mnemonic imperative
(97) can raise the listener’s awareness of p for a second time. In contrast, it was noted
that repeated non-mnemonic imperatives are pragmatically marked (95). I o↵er no
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explanation of this fact here, but I return to this issue in Chapter 6.
Of course, Bo’s utterance in (69b) has the potential to raise Jack’s awareness of
a whole host of propositions, the exact nature of which will depend on Jack’s mental
associations between propositions. However, we can identify several propositions that
(69b) should raise awareness of. Minimally, I assume that (69b) will raise awareness
of its presuppositions and its at-issue content. Thus, (69b) raises Jack’s awareness
of the propositions that Jack has to take out the trash, relative to some prioritizing
ordering source and that Jack intends to take out the trash. In addition, (69b) will
raise awareness of some proposition related to the at-issue content of (69b), but the
exact nature of this proposition will di↵er depending on which theory of imperative
meaning we adopt.
In turn, awareness of these propositions will change Jack’s behavior. To see how,
we can model Jack’s decision problem immediately before and immediately after Bo’s
utterance in (69b) using the model from Chapter 2. To begin, we have a set of
worlds W = {w1 , w2 , w3 , w4 }. As noted above, I let denote Bo’s utterance in (69b),
although we will be primarily concerned with a di↵erent proposition letter, . Let
V( ) = {w1 , w2 }. I also include a third proposition letter, ⇠, for the sake of exposition
as a stand-in for other contents of Jack’s mental state. Let V(⇠) = {w1 , w3 }.
i
i
I next define Jack’s background model at index i, MiJack = hPJack
, UJack
i. Under
full awareness, Jack will recall Bo’s utterance in (69a), and therefore will assign V( )
probability 1. I assume that Jack is completely agnostic with respect to ⇠, yielding
i
i
the following probability distribution: PJack
(V( )) = 1, PJack
(V(⇠)) = 0.5. The set
of actions available to Jack will include taking out the trash, represented as trash,
some other, unspecified action action that we can intuitively think of as what would
be the optimal action if V(⇠) were the case, and a null action nothing. Thus, we
have the following for A:
A = {trash, action, nothing}
i
Finally, UJack
is defined following the following intuitions. If Jack must take out the
trash, then trash has a positive utility. On the other hand, if it’s not the case that
Jack must take out the trash, then trash has a negative utility, since he will expend
e↵ort doing something that he does not have to do. Similarly, if ⇠ is true, then action
will have positive utility, whereas if ⇠ is not true, action will have negative utility.
Finally, nothing has negative utility if or ⇠ is true. In the case of being true,
nothing has a negative utility since Bo will be angered that Jack did not comply with
his obligation to take out the trash. If neither nor ⇠ is true, nothing has utility 0.
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the following utility function:
if w 2 {w1 , w2 } ^ a = trash

if w 2 {w1 , w3 } ^ a = action
if w = w4 ^ a = nothing

if w 2 {w3 , w4 } ^ a = trash

if w 2 {w2 , w4 } ^ a = action

if w = w1 ^ a = nothing

Using this model, we can then predict what Jack would do under full awareness by
calculating the expected utility of each action according to this model. Working this
out, we find that trash has the highest expected utility.36 Therefore, as expected,
Jack will take out the trash if he is aware of .
Of course, things will be di↵erent if Jack is unaware of . Suppose that at index
i, we have 2 UiJack . Moreover, suppose that Jack has made an implicit assumption
that
is false, i.e. viJack ( ) = F. This assumption is motivated by the fact that
Jack’s behavior if he forgets to take out the trash will be consistent with a belief
that he does not have to take out the trash. Moreover, it may be the case that not
having to take out the trash is a more normal situation from Jack’s perspective if
he does not regularly have to take out the trash. In such a situation, Jack’s model
under unawareness is given by M↵iJack = hP↵iJack , U↵iJack i. Because Jack’s implicit
assumption is incompatible with his background beliefs, PaiJack cannot be defined by
conditioning on these assumptions. Therefore, PaiJack must be defined separately. I
assume the following: PaiJack ({w3 }) = PaiJack ({w4 }) = 0.5.
Following (34) in Chapter 2, an agent can only be aware of an action if that action
does not have uniform utility in all states in an agent’s filtered decision problem.
Given Jack’s implicit assumption that he does not have to take out the trash, the
action action has utility 0 in all states on Jack’s filtered decision problem. Thus,
Jack must be unaware of trash, i.e. trash 2 AiJack . Where defined, Jack’s utility
36

The expected utilities of each action are as follows: EUiJack (trash) = 1 ⇥ 1 + 0.25 ⇥ 0 = 1,
EUiJack (action) = 0.5 ⇥ 0.5 + 0.5 ⇥ 0.5 = 0, EUiJack (nothing) = 1 ⇥ 1 + 0 ⇥ 0 = 1.
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i
function under unawareness UaiJack is the same as UJack
. We have the following:
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>
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>
>
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if w = w3 ^ a = action

if w = w4 ^ a = nothing
if w = w4 ^ a = action

if w = w3 ^ a = nothing

Calculating the expected utility of each action, we find that action has the highest
expected utility.37 But more importantly, because of Jack’s unawareness of , trash
was not even an available action for him. Therefore, so long as Jack is unaware of ,
he will not actually take out the trash.
Obviously, if Bo wants Jack to take out the trash, she should ensure that he
is aware that he must take out the trash, and her mnemonic imperative in (69b)
accomplishes this. Note that although taking out the trash was the action with
the highest expected utility in the decision problem sketched above, it may be the
case that some other action actually has a higher utility than taking out the trash,
indicating that such an action is a more important priority for Jack. In this case, Jack
will delay actually taking out the trash until some point at which it is the action with
the highest expected utility.38 In the intervening time, Jack may once again become
unaware of the fact that he must take out the trash. One might note that while Bo’s
utterance in (69b) makes Jack aware that he must take out the trash immediately
after it is uttered, it cannot guarantee that he will be aware of this at a time when
taking out the trash would be the action with the highest expected utility were he
aware of it. For this reason, it may seem that the current model is unable to explain
why Bo would ever remind Jack to take out the trash unless she believed that he
would do so immediately following her reminder.
A similar observation can be made about mnemonic imperatives that the addressee
cannot fulfilled until long after the speech time:
(98) Jack: (to Bo) Remember to send me a postcard from Paris when you go there
next week.
Jack’s utterance in (98) immediately makes Bo aware that she must send him a
postcard from Paris next week, but it cannot guarantee that next week she will be
The expected utilities for each action are as follows: EUiJack (action) = 0.5⇥0.5+ 0.5⇥ 0.5 = 0,
EUiJack (nothing) = 0 ⇥ 0.5 + 1 ⇥ 0.5 = 0.5
38
In fact, this must have been the case following example (69a), since Bo mnemonic imperative in
(69b) indicates that Jack did not take out the trash immediately after she uttered (69a).
37
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aware that she must do so. In general, raising an agent ↵’s awareness of one of ↵’s
commitments cannot guarantee that ↵ will be aware of this commitment at a later
time when ↵ will be in a position to fulfill this commitment. Again, this may be seen
as a problem, as it is unclear what utility there is in raising a listener’s awareness of
some commitment if this cannot guarantee that the agent will fulfill this commitment.
One way to account for such a situation is as follows. It seems quite plausible
to think that raising ↵’s awareness of one of ↵’s commitments will make it more
likely that ↵ will be aware of this commitment in the future. That is, we can assume
hw,ti
hw,t0 i
that for any proposition , if
62 U↵ , it is more likely that
62 U↵
where
hw,ti
0
t
t than if 2 U↵ . On this assumption, Bo’s utterance in (69b) will make it
more likely that Jack will eventually take out the trash, even if he does not do so
immediately. Similarly, Jack’s utterance in (98) will make it more likely that Bo sends
him a postcard once she is in Paris.
Another possible explanation for mnemonic directives like (98) is that in reminding
an addressee of her commitments to perform particular actions in the future, her
current action choices will change in order to make that future action possible.39
Example (98) is not the best illustration of this use, since there are likely few actions
that Bo could take at the time of utterance that would a↵ect whether or not she
sends Jack a postcard. Instead consider the following example:
(99) Jack: (to Bo) Remember to be at the sta↵ meeting on Thursday at noon.
If Bo had forgotten about the sta↵ meeting on Thursday, it is plausible that she would
have taken some action that would have precluded her from being there. For example,
she might have scheduled another meeting at this time. By raising her awareness of
this meeting, Jack allows Bo to avoid taking actions that would preclude her from
not fulfilling her commitment to be at the sta↵ meeting.
I do not present a full formal account of situations such as (99) for the sake of
brevity. But I do o↵er a sketch of how one might formalize this situation.40 Rather
than imagining Bo’s decision problem to take the form described in Chapter 2, we
can take her to be a participant in a game with the other agent being Bo’s future
self. Bo’s future self will take actions based on those actions that Bo takes now, and
Bo’s ultimate goal will be to maximize utility after her future self has acted. If Bo
is unaware of the meeting on Thursday, she will not consider this a possible action
that her future self may take. Therefore, this will not factor into her reasoning about
which actions to take in the present in order to maximize expected utility. By raising
39
40

My thanks to Cleo Condoravdi (p.c.) for suggesting this role of mnemonic directives.
My thanks to Dan Lassiter (p.c.) for suggesting this approach to me.
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Bo’s awareness via an utterance like (99), Jack can ensure that Bo does take the
meeting into account when deciding how to act now.

5.4

Mnemonic Imperatives with Finite Complements

In comparison to my discussion of mnemonic imperatives with non-finite complements, I have much less to say about mnemonic imperatives with finite complements.
Still, it is worth mentioning some of the basic facts about the use of these imperatives
and how this use relates to awareness. These imperatives will are also relevant to the
experimental work discussed in Chapter 7.
I first note that uses of mnemonic imperatives with finite complements, such as
(100), may count as redundant directives in the sense defined in §5.1.4.
(100) Bo: (to Jack) Remember that today is trash day.
I do not rehash the full arguments from §5.3.1, but if we follow these arguments,
(100) will be redundant in any context in which Jack is committed to performing
some action such that it is common ground that a necessary condition for performing
that action is remembering that today is trash day. For example, if it were common
ground in the context of (100) that Jack had to take out the trash on trash day and
that in order to do so, he had to remember which day was trash day, (100) would be
redundant.
Yet mnemonic imperatives with finite complements are also frequently used in
non-redundant ways. For example, mnemonic imperatives with finite complements
may be used to issue new directives, as in (101).
(101) Jack: (to Bo) When you visit San Francisco, remember that Tartine has the
best croissants.
Jack’s utterance in (101) could be redundant if it were common ground that Bo was
committed to some action that required her to remember that Tartine has the best
croissants. But it could also be used in a case in which Jack had previously informed
Bo that Tartine has the best croissants and now wishes to issue a new directive that
she remember this information.
Another example of a non-redundant use appears in (102). Suppose that Bo is
teaching a semantics class, and begins one session of the class as follows:
(102) Bo: Remember that we ended last time with a discussion of Montague’s PTQ.
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Here, the purpose of Bo’s utterance is not to direct the students to perform some
action that was already required of them due to a commitment to performing some
other action. Rather, her utterance functions simply as a way to drawing the students’
attention to the topic of discussion at the end of the previous class, which then in
turn will be the initial topic of the current class. Thus, we can see the function of
(102) as being primarily one of raising awareness even though it is not a redundant
directive.
One notable property of uses of mnemonic imperatives with finite complements like
(102) is that it is often impossible for their addressees’ to fail to comply with them. To
see why this is the case, recall that the definition of explicit and currently continuous
belief in (62) states that an agent has an explicit and currently continuous belief in
some proposition p at a time t so long as the agent continuously believed p since
some earlier time and is aware of p at t. Following the semantics of mnemonic verbs
proposed in (63) and (64), a mnemonic verb with a finite complement presupposes
its complement and has as its at-issue content that the subject does (in the case of
remember ) or does not (in the case of forget) have an explicit and currently continuous
belief in the complement. Now consider the case of a mnemonic imperative with
finite complement p that commits the addressee to having an explicit and currently
continuous belief in p at speech time. So long as their presuppositions are met in
the context of utterance, i.e. the listener does no accommodation, then p is common
ground before the mnemonic imperative is uttered. Therefore, the listener must have
a continuous belief in p. As soon as the mnemonic imperative is uttered, the listener’s
awareness of p is guaranteed, therefore ensuring that the listener has an explicit and
currently continuous belief in p. Thus, in virtue of their utterance, these imperatives
guarantee that the addressee complies with the directive that they issue.
Note that this does not characterize all uses of mnemonic imperatives with finite
complements. In some cases, these imperatives will require accommodation of their
presupposed complements. In other cases, the time at which the speaker directs
the addressee to have an explicit and currently continuous belief in p is not the
speech time. For example, in (101), Jack directs Bo to have an explicit and currently
continuous belief in p at some future time when Bo is in San Francisco. Jack’s
utterance alone cannot guarantee that Bo will remember this proposition, although
it may aid her in doing so.
In closing, I note that uses of mnemonic imperatives with finite complements like
(102) have strikingly similar e↵ects to redundant assertions used to raise awareness.
Unlike redundant assertions, these mnemonic directives are not redundant, in general.
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However, the speaker’s goals in uttering either a redundant assertion or one of these
mnemonic directives are similar in the two cases. In both cases, the speaker aims at
drawing the listener’s attention to some information that is already entailed by the
common ground.

5.5

Chapter Summary

In this chapter, I surveyed several contemporary accounts regarding the interpretation
of imperative clauses and the conventional discourse e↵ects associated with uttering
directive imperatives. In particular, I considered the To-Do List approach of Portner
2004, 2007 (§5.1.1), the modalized propositions approach of Kaufmann 2012, 2016;
Schwager 2006 (§5.1.2), and the e↵ective preferences approach of Condoravdi and
Lauer 2011, 2012; Lauer 2013. While remaining agnostic with respect to the correct
account of imperatives, in §5.1.4 I showed how the notion of a redundant directive
could be cashed out according to each approach.
In §5.2, I discussed the properties of the mnemonic verbs remember and forget.
In particular, I considered whether it is appropriate to classify these verbs as true
implicatives, as is standardly assumed, and how to account for the presuppositional
components of these verbs’ meanings. In §5.3, the arguments from §5.1 and §5.2 were
brought together to argue that in many circumstances, directives including mnemonic
verbs with non-finite complements are redundant. In §5.3.3, I provided an illustration
of how these redundant directives can nonetheless serve some function in virtue of
their awareness-raising e↵ects.
While the majority of this chapter focused on the case of directives involving
mnemonic verbs with non-finite complements, §5.4 o↵ers some thoughts regarding
mnemonic verbs with finite complements. Here, I argue that unlike directives involving mnemonic verbs with non-finite complements, directives involving mnemonic
verbs with finite complements are generally non-redundant with respect to their conventional discourse e↵ects. Nonetheless, I noted that such directives are still often
employed for their awareness-raising e↵ects rather than for their conventional discourse e↵ects.

Chapter 6
Why Redundant Utterances?
In the previous chapters, I argued that many commonplace uses of declarative, interrogative, and imperative clauses are redundant with respect to the conventional
discourse e↵ects associated with these clause types. In addition, I argued that in
each case a key function that may be served by these redundant utterances is that of
raising addressees’ awareness of issues that they may not have been attending to. But
note that according to the model of awareness presented in Chapter 2, the redundant
utterances highlighted in the previous chapters are not the only types of utterances
that may have awareness-raising e↵ects. Indeed, any utterances may, in principle,
raise an interlocutor’s awareness of some issue.
This fact gives rise to the following puzzle, which will be the focus of the current chapter. Suppose that a proposition p is established as common ground in some
discourse context. At some time after p is established as common ground, one participant in the discourse believes that another participant is no longer aware of the
issue of whether p is the case. The first discourse participant would like to raise the
second’s awareness of p for some reason, e.g. in order to help resolve a contextually
relevant decision problem, in order to maintain discourse coherence, etc. Uttering either of the following would accomplish the first discourse participants’s goal of raising
awareness of p:
(1) As we’ve already established, p.
(2) p.
Given that either (1) or (2) would achieve the speaker’s goal of raising awareness of
p, manner-related considerations would lead us to believe that (2) would be preferred
over (1). For example, (2) fares better than (1) if we assume Grice’s (1975) submaxim
of manner to “be brief (avoid unnecessary prolixity).” Alternatively, we might assume
208
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something like Horn’s (2004) R Principle, which states that a speaker should say no
more than she must. Regardless of which manner-related assumption we adopt, the
conclusion is the same. Uttering (2) functions just as well as uttering (1) for the
purpose of raising awareness of the issue of whether p is the case, but does so in a
more succinct way. Given this, the puzzle is why any rational speaker would ever
utter (1).
The same puzzle arises when we consider other types of redundant utterances.
Consider rhetorical questions. Suppose that the answer to the question q is entailed
by the common ground and a speaker wishes to raise a listener’s awareness of this
answer. An utterance of either (3) or (4) would suffice for this purpose:
(3) After all, q?
(4) q?
Again, since (4) is the less complex expression, manner-related considerations would
lead us to predict this to be the preferred way to raise awareness through a question.
It is puzzling why a speaker would ever utter an explicitly rhetorical question, such as
(3), given its complexity relative to (4). Finally, consider mnemonic imperatives. As
argued above, the purpose of such imperatives is typically that of raising awareness
of a pre-existing commitment on the part of the addressee. But again, there exists a
simpler expression that would also raise awareness of this commitment:
(5) Remember to r!
(6) r!
Once again, manner considerations would lead us to conclude that the less complex
expression, in this case (6), would be the preferred way to raise a listener’s awareness
of a commitment to r. Why would a speaker ever utter the mnemonic imperative?
Note that the contrast between the more and less complex expressions above is
not a contrast between redundant and non-redundant utterances. In the contexts
described above, each of the examples in (1)–(6) is redundant. For example, (2) is
redundant because, in the context described, the proposition p is already entailed by
the common ground. In earlier chapters, we have seen cases of redundant utterances
that resemble the less complex alternatives listed above. These include most of the
informationally redundant utterances (IRUs) discussed by Walker (1993a) and many
of the rhetorical questions discussed by Rohde (2006). This, however, only makes
the existence of utterances like (1), (3), and (5) more puzzling. If speakers can raise
awareness with less complex expressions, then why wouldn’t speakers always do so?
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To resolve this question, I begin by noting that there is an important distinction
between the more and less complex alternatives shown above. Intuitively, each of the
more complex examples, i.e. each of (1), (3), and (5), “wears its redundancy on its
sleeve.” I refer to these examples as explicitly redundant utterances. In contrast, the less complex examples—(2), (4), and (6)—are redundant in the contexts
described, but are non-explicitly redundant utterances. In order to formally
characterize what constitutes an explicitly redundant utterance, I note that each of
the more complex utterances shown above communicates something about what is
common ground (via entailment, presupposition, conventional implicature, etc.). In
particular, (1) communicates that p is already common ground, (3) communicates
that the answer to the question q is already common ground, and (5) communicates that the proposition that the addressee must do r is already common ground.
Therefore, we might take an explicitly redundant utterance to be any utterance that
communicates something about what is common ground.
However, there are at least two problems with this way of distinguishing explicitly
redundant utterances from non-explicitly redundant utterances. First, an example
like (7) is intuitively a case of an explicitly redundant utterance in a context in which
p is already common ground, but it does not explicitly communicate anything about
the contents of the common ground.
(7) We both agree that p.
While (7) entails that p is a mutual belief of the speaker and the addressee, it falls
short of entailing that p is commonly believed by both the speaker and addressee.
Thus, (7) carries no entailments about the contents of the common ground.
A second problem for characterizing explicitly redundant utterances as those that
carry some entailment about the common ground is that this would, on standard
theories of the nature of presupposition, lead us to classify all redundant utterances
that have presuppositional components to their meanings as explicitly redundant. For
example, consider (8).
(8) My sister arrives at 4.
Suppose that (8) is uttered in a context in which it was already common ground that
the speaker’s sister would arrive at 4. In such a context, (8) would be redundant.
In addition, (8) presupposes that the speaker has a sister and thereby communicates
something about the contents of the common ground. According to the candidate
definition of explicit redundancy currently being considered, these conditions would
be sufficient to classify (8) as an explicitly redundant utterance. However, in the
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context described, (8) should intuitively be classified as a non-explicitly redundant
utterance.
To account for both of these issues, I propose the following definition for explicitly
redundant utterances:
(9) Explicit Redundancy
An utterance is explicitly redundant with respect to some proposition
p in a context c i↵ is redundant in c and J K entails that either p or ¬p is
mutually believed by all discourse participants in c

As noted above, examples (1), (3), and (5) all carry entailments that some proposition is common ground. A fortiori, they all carry entailments that some proposition
is mutually believed. Therefore, they are correctly classified as explicitly redundant
according to (9). Next, note that (9) captures examples like (7) by only requiring
that explicitly redundant utterances carry an entailment about the mutual beliefs of
discourse participants, rather than an entailment about their common beliefs. The
definition in (9) is also designed to handle cases like (8) by relativizing explicit redundancy to some proposition p. The new definition of explicit redundancy still classifies
example (8) as explicitly redundant, but now we can say that (8) is explicitly redundant with respect to the proposition that the speaker has a sister, rather than with
respect to the proposition that the speaker’s sister will arrive at 4.
This definition of explicit redundancy allows for a description of the puzzle demonstrated above with examples (1)–(6) as one limited to explaining the use of utterances
that are explicitly redundant with respect to some proposition p for the purpose of
raising awareness of p. I refer to this as the Puzzle of Explicit Redundancy:
(10) The Puzzle of Explicit Redundancy
Suppose in a context c the expressions and would, if uttered, both raise
interlocutors’ awareness of the proposition p. Further suppose that is a
more complex expression than and that an utterance of would be explicitly
redundant, whereas an utterance of would not. Given the greater complexity
of , why would a speaker ever utter in order to raise a listener’s awareness
of p?
The remainder of this chapter is organized around providing a solution to the puzzle of explicit redundancy. In the following section, I consider whether the principle
Maximize Presupposition could solve this puzzle; I ultimately reject this line of argument. In §6.2, I sketch a pragmatic resolution to the puzzle of explicit redundancy
that is based upon an observation that explicitly redundant utterances are often more
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informative than non-explicitly redundant utterances. In §6.3, I extend this line of
argument by incorporating politeness-related considerations into the pragmatic argument. I ultimately formalize this argument in §6.5 in a Bayesian framework for
pragmatic reasoning known as the Rational Speech Act (RSA) framework. I provide
an introduction to the RSA framework in §6.4. This section also includes a discussion of earlier game theoretic and Bayesian approaches to pragmatics that serve as
intellectual forerunners to the RSA approach.

6.1

Maximize Presupposition

One potential option for resolving the puzzle sketched above is to leverage the principle Maximize Presupposition (MP), which was originally proposed by Heim
(1991) to explain cases in which only expressions using definite determiners may be
use felicitously despite the existence of alternative, truth conditionally equivalent expressions using indefinite determiners. This principle has since been extended to cover
a much wider range of pragmatic phenomena. To explore the possibility of using MP
to resolve this puzzle, I adopt the following definition of the principle from Singh
2010:
(11) Maximize Presupposition (following Singh 2010)
If and are contextually equivalent alternatives, and the presuppositions
of are stronger than those of , and are met in the context of utterance c,
then one must use .
I return to the issue of what constitutes a contextually equivalent alternative below,
but for for now I set this issue aside in order to illustrate the general strategy one might
pursue in order to account for the use of explicitly redundant utterances in terms of
MP. Following this strategy, we would first note that explicitly redundant speech acts
often have presuppositional components to their meanings that non-explicitly redundant alternatives lack. Mnemonic imperatives provide a straightforward example of
this:
(12) Remember to take out the trash!
(13) Take out the trash!
As discussed in Chapter 5, the mnemonic imperative (12) carries with it a number of
presuppositions, notably the presupposition that there is some unique, contextually
salient trash and the presupposition that the addressee has to take out the trash. In
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contrast, (13) only presupposes the former. If we assume (11), it follows that in a
context in which (12) and (13) are contextually equivalent alternatives, (12) must be
used instead of (13). More generally, an MP-based account of the puzzle of explicit redundancy would state that if an explicitly redundant expression is presuppositionally
stronger than a non-explicitly redundant contextually equivalent alternative, then the
explicitly redundant expression must be used in virtue of the principle in (11).
To flesh out this account a bit more, it is necessary to specify what constitutes
a contextually equivalent alternative. This, in turn, involves separately defining the
notion of an alternative and that of contextual equivalence. Again, following Singh
2010, we can define alternatives as follows:1
(14) Alternatives (following Singh 2010)
If h↵, i is a scale, is an LF containing lexical item ↵, and is an LF that
is everywhere like except that at some terminal node it contains where
contains ↵, then and are alternatives.
Following the definition in (14), it is hard to see (12) and (13) as alternatives. Prima
facie, there is no obvious pair of items in these examples that lie along a lexical
scale. That said, Chemla (2008) suggests that h;, tooi may constitute a scale for the
purposes of MP calculations. In the case of (12) and (13), we might make a similar
move and invoke a scale such as h;, rememberi to argue that (12) and (13) di↵er with
respect to items on this scale. But even if we could treat (12) and (13) as di↵ering
with respect to a pair of items along some scale, they di↵er in ways other than
the mere presence (or absence) of one lexical item or another. Importantly, (12) is
more syntactically complex than (13) in virtue of containing an embedded, non-finite
clause, which should rule out the possibility that these two examples are alternatives
according to (14). Still, the definition in (14) is likely too narrow to capture all types
of alternatives that enter into pragmatic competition. Indeed, the eventual solution to
the puzzle of explicitly redundant utterances that I present below relies on treating
examples such as (12) and (13) as alternatives that are in pragmatic competition.
So, even if these examples are not alternatives according to the definition in (14), it
may not be unreasonable to argue that they should be considered alternatives that
compete in MP reasoning.
1

The definition in (14) is by no means intended to o↵er an unassailable set of conditions for two
expressions to be alternatives. As I note below, among the most important unresolved questions
in pragmatics are those of what counts as an alternative and how alternatives are calculated.
Nonetheless, the definition in (14) provides a concrete starting point for evaluating the claim that
the puzzle of explicit redundancy could be explained via MP.
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Next, we consider whether (12) and (13) are contextually equivalent. Contextual
equivalence is defined by Singh (2010) as follows:2
(15) Contextual Equivalence (following Singh (2010))
LFs and are contextually equivalent with respect to context c with context
set C i↵ {w|w 2 C \ J K} = {w|w 2 C \ J K}.

Underlying the definition in (15) is an assumption that and are LFs of assertions whose conventional discourse e↵ect is that of updating the context set. This is
inadequate for the purpose of applying MP to non-declarative clauses, including the
imperative examples (12) and (13). I generalize the definition in (15) as follows so
that it can be applied to (12) and (13):
(16) Contextual Equivalence
For any context c, let c + denote the context that results after the utterance
and acceptance of in c. Then expressions and ⇠ are contextually equivalent
with respect to context c i↵ c + = c + ⇠.
By the definition in (16), whether or not (12) and (13) are contextually equivalent
may depend upon what we assume regarding the conventional discourse e↵ects of
imperatives. For example, on the view articulated in Schwager 2006 and Kaufmann
2012, 2016, the e↵ect of (13) is to add to the common ground the proposition that the
addressee must take out the trash, whereas the e↵ect of (12) is to add to the common
ground the proposition that the addressee must remember to take out the trash. As
argued in Chapter 5, in a context in which it is common ground that taking out the
trash entails remembering to take out the trash, (13)’s update to the common ground
also causes the common ground to entail that the addressee must remember to take
out the trash. Example (12) presupposes that the addressee must take out the trash,
so in any context in which (12) is felicitously uttered and accepted, both that the
addressee must take out the trash and that the addressee must remember to take
out the trash are in the common ground. Thus, in a context in which either (12) or
(13) may be felicitously uttered, the updated context after the successful utterance
of either expression will be the same. Therefore, it can be plausibly argued that (12)
and (13) are contextually equivalent following (16), at least as long as Kaufmann’s
theory on the conventional discourse e↵ects of imperatives is adopted.3
2

Note that definition of contextual equivalence that appears in (15) is also used by Schlenker (2012)
and Sauerland (2003).
3
Note that although the conventional discourse e↵ect of (13) may cause the common ground to entail
that the addressee must take out the trash, it does not add this proposition to the common ground.
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On the other hand, other theories about the conventional discourse e↵ects of
imperatives do not predict (12) and (13) to be contextually equivalent according
to (16). Neither To-Do Lists, following Portner (2004, 2007), nor e↵ective preference
structures, following Condoravdi and Lauer (2012) and Lauer (2013), are closed under
entailment. Therefore, even if the common ground entails that taking out the trash
entails remembering to take out the trash, adding the property of taking out the trash
to the addressee’s To-Do List does not entail that the addressee’s To-Do List contains
the property of remembering to take out the trash. Likewise, adding to the speaker’s
e↵ective preference structure that the addressee take out the trash does not entail
that this e↵ective preference structure includes the proposition that the addressee
remember to take out the trash. Therefore, the context following the successful
utterance of (13) is not the same as the context following the successful utterance of
(12). In turn, (12) and (13) fail to be contextually equivalent according to (16).
However, recall that in Chapter 5 I argued that despite TDLs and e↵ective preference structures not being closed under entailment, (12) is still redundant in a context
in which either taking out the trash is already on the addressee’s TDL or the speaker’s
e↵ective preference structure includes the proposition that the addressee has an effective preference for taking out the trash. I claim that in such cases, the redundancy
arises because the conventional discourse e↵ects of the utterance of (12) should not
change the addressee’s action choices. Perhaps this argument could be leveraged to
classify (12) and (13) as contextually equivalent on theories that account for the conventional discourse e↵ects of imperatives in terms of TDLs and e↵ective preference
structures. Such a theory would require that any two utterances that are redundant
with respect to their conventional discourse e↵ects, as defined in Chapters 3–5, would
be contextually equivalent. I do not rule out the possibility that one could o↵er a
theory of contextual equivalence along these lines, although I do not know of any
such account that exists. I do not pursue such a theory here, due to more general
problems with an MP-based solution to the puzzle of explicit redundancy. I conclude
that it may be possible to treat (12) and (13) as contextually equivalent alternatives
for the purpose of MP. However, in order to treat them as such, it is necessary to
o↵er, at the very least, a di↵erent definition of alternative than that which appears
Therefore, one may argue, there is still a distinction between the context after the utterance of
(13) and the context after the utterance of (12) in that the latter includes the proposition that
the addressee must remember to take out the trash and the former does not. On this view, (12)
and (13) are not contextually equivalent. However, this argument no longer applies if we assume
the common ground is closed under entailment or determine contextual equivalence in terms of the
context set, as proposed in (15), rather than the common ground.
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in (14). If an account of the conventional discourse e↵ects of imperatives other than
Kaufmann’s is pursued, it is also necessary to o↵er a di↵erent definition of contextual
equivalence than that in (16).
My decision to not pursue an MP-based solution to the puzzle of explicit redundancy primarily stems from the fact that even if such a solution were developed that
could explain the preference for (12) over (13), it could not be extended to cover all
cases in which explicitly redundant utterances are preferred over non-explicitly redundant alternatives. While some explicitly redundant utterances, such as (12), di↵er
from their non-explicitly redundant alternatives in virtue of some presuppositional
component of their meaning, others do not. For example, consider (17), repeated
from (7), and (18), repeated from (2):
(17) We both agree that p.
(18) p.
Example (17) is explicitly redundant, but it does not di↵er from the non-explicitly
redundant alternative in (18) in virtue of some presuppositional component of its
meaning. Rather, (17) and (18) di↵er with respect to their at-issue content. Therefore, even if MP has the potential to explain some uses of explicitly redundant utterances for the purpose of raising awareness, it cannot explain all such uses. For
this reason, I pursue a more general account that can capture the motivation behind
using explicitly redundant utterances, whether or not they di↵er from non-explicitly
redundant alternatives in terms of their presuppositional content or in terms of some
other content. I sketch such an account in the following section.

6.2

A Pragmatic Solution to the Puzzle of Explicit
Redundancy

Having rejected an explanation of the puzzle of explicit redundancy based on MP, I
now o↵er an alternative explanation for the use of explicitly redundant utterances.
Recall that the puzzle of explicit redundancy centers around the question of why
a speaker would ever make an explicitly redundant utterance to raise a listener’s
awareness of some issue when a less complex, non-explicitly redundant utterance
would also raise a listener’s awareness of this issue. One way to resolve this problem
is to identify some benefit of explicit redundancy that o↵sets the cost of uttering a
more complex expression. I propose that the benefit of explicitly redundant utterances
derives from the fact that they communicate more information about the speaker’s
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beliefs than simpler, non-explicitly redundant alternatives. To illustrate, consider an
explicitly redundant, uninformative assertion. In particular, compare (19) and (20):
(19) As you already know, p.
(20) p.
Assuming the general norm that speakers who make sincere assertions believe the
contents of their assertions, it follows that a speaker who sincerely asserts either (19)
or (20) believes p. It also follows that a speaker who sincerely asserts (19) believes
that the listener believes p, whereas this does not follow for a speaker who sincerely
asserts (20). An assertion of (19) is therefore more informative than (20) in virtue of
the fact that it communicates more about the speaker’s beliefs about the listener.
We can take this reasoning one step further. Suppose that a speaker utters (20)
and a listener takes this to be in pragmatic competition with (19). Since (19) is more
informative than (20), the listener may conclude that the speaker was not able to
utter (19) because the speaker did not believe (19) could be sincerely asserted. It is
only possible for a speaker to be able to sincerely assert (20) while not being able to
sincerely assert (19) if the speaker does not believe that the listener believes p. Thus,
the utterance of (20) may generate an implicature that the speaker does not believe
that the listener believes p. If the speaker actually does believe that the listener
believes p, the speaker’s assertion of (20) may therefore cause the listener to reach a
false conclusion about the speaker’s beliefs about the listener.
Similar reasoning can explain the preference for using an explicitly redundant
rhetorical question or an explicitly redundant mnemonic imperative instead of some
non-explicitly redundant alternative. Given the analysis of rhetorical questions presented in Chapter 4, a speaker’s use of an explicitly redundant rhetorical question
such as (3) indicates that the speaker takes the answer to this question to already be
in the common ground. A speaker makes no such indication by uttering a question
that is not explicitly rhetorical, such as (4). In the case of imperatives, the presuppositions of mnemonic verbs require that the listener has a pre-existing obligation
to perform the complement of the mnemonic verb. Since this obligation on the part
of the listener is presupposed, the existence of this obligation must be part of the
common ground.4 In contrast, a non-mnemonic imperative does not indicate that
such an obligation on the part of the listener is part of the common ground.
4

Of course, this presupposition may be accommodated, as discussed in Chapter 5. But in runof-the-mill uses of mnemonic imperatives, listeners need not accommodate the presupposition in
question.
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We saw above that if a speaker who believes that the listener believes p produces
a potentially informative assertion, such as (20), this may generate the false implicature that the speaker does not believe that the listener believes p. The use of
non-rhetorical questions and non-mnemonic imperatives may also generate false implicatures, although the details are slightly di↵erent. I address the case of mnemonic
imperatives first, since they provide a closer analogy to the case of explicitly redundant assertions than explicitly redundant rhetorical questions do. Again compare (5)
and (6), repeated below as (21) and (22).
(21) Remember to r!
(22) r!
Suppose a speaker utters (22) and a listener takes this to be in pragmatic competition
with (21). The listener may reasonably conclude that the speaker did not utter (21)
because the speaker did not think the presuppositions of (21) were satisfied. That
is, the use of (22) may implicate that the speaker does not believe that the listener’s
obligation to do r can be presupposed. If the speaker in fact does believe that such
an obligation can be presupposed, then the use of (22) as opposed to (21) generates
a false implicature.
In the case of rhetorical questions, consider (3) and (4), repeated below as (23)
and (24).
(23) After all, q?
(24) q?
Suppose a speaker utters (24) and the listener takes this to be in competition with
(23). Had a speaker uttered (23), this would communicate that the speaker took the
answer to (23) to already be in the common ground. Since the speaker uttered (24)
instead, the listener may conclude that the speaker did not take the answer to already
be in the common ground. In the cases of uninformative assertions and mnemonic
imperatives, we saw that the use of the non-explicitly redundant utterance may lead
to a false implicature about the speaker’s beliefs about the listener. This does not
occur in the case of a speaker using of a non-explicitly rhetorical question, such as
(24), since the use of an information-seeking question q? implicates that the speaker
takes the listener to know the answer to q, or at the very least that the speaker
believes there is some non-zero probability that the listener knows the answer to q.
Instead, the use of a non-explicitly redundant rhetorical question may lead the listener
to falsely conclude that the speaker does not know the answer to the question q. In
summary, the use of non-explicitly redundant utterance in contexts where explicitly
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redundant utterances would have been licit may generate false implicatures, either
about the speaker’s beliefs about the listener or the speaker’s beliefs about the world.
A potential counterargument to this line of reasoning is that the common ground
should prevent non-explicitly redundant utterances from triggering the types of false
implicatures discussed above. To sketch this argument in the case of uninformative
assertions, suppose the proposition p has been established as common ground in a
conversation. Later, a speaker makes a non-explicitly redundant utterance with the
content p in order to raise awareness of p once again. Since p is already in the common
ground, all interlocutors already believe p, and all interlocutors already believe that
all interlocutors already believe p, etc. Thus, from the listener’s perspective, it should
be impossible that the speaker believes that the listener is uninformed with respect to
p. The speaker knows that the listener believes p because p is in the common ground!
Therefore, no listener should be able to perform pragmatic reasoning leading to the
conclusion that the speaker takes the listener to be uninformed about p.
Similar counterarguments may be articulated against the above explanations for
the use of explicitly redundant mnemonic imperatives and rhetorical questions as well.
In the case of mnemonic imperatives, if the common ground already entails that an
interlocutor is obligated to do r, then the utterance of a non-explicitly redundant
imperative r! directed at this interlocutor cannot give rise to an implicature that the
speaker did not previously take the addressee to be obligated to do r. Since this
obligation was part of the common ground, the speaker must have known that the
addressee was obligated to do so. In the case of rhetorical questions, if the common
ground already entails an answer to the question q, then a speaker’s utterance of a
the non-explicitly rhetorical question q? cannot give rise to the implicature that the
speaker has no belief about q. Again, since the answer to q is in the common ground,
all interlocutors know that the speaker believes some answer to q.
The problem with this counterargument is that it does not take seriously the
limitations on interlocutors’ awareness capacities. Consider the case of a speaker who
asserts p outright even though an explicitly redundant assertion regarding p would
be felicitous in the context. It is possible, given the awareness model presented in
Chapter 2 and the model of the common ground presented in Chapter 3, that the
speaker who asserts p is aware of p while at the same time unaware of the fact that
p was previously discussed in the discourse. This speaker may even make an implicit
assumption that p was not previously discussed in the discourse. Although p is part
of the common ground, and the speaker believes p is part of the common ground
according to the speaker’s background beliefs, p is not common ground according to
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the speaker’s filtered beliefs. If a listener entertains the possibility that the speaker
su↵ers from this form of unawareness, then the listener may go through the type of
pragmatic reasoning sketched above and come to the conclusion that a speaker who
asserts p is unaware that p is already in the common ground. A similar situation may
hold in the case of imperatives. Even if the context satisfies all the presuppositions
of a mnemonic imperative, a speaker may make an implicit assumption that the
context does not satisfy these presuppositions. Thus, if a speaker utters a nonmnemonic imperative in a context in which a mnemonic imperative alternative would
have been appropriate, a listener may conclude that the speaker is operating with
such an implicit assumption.
Things are slightly di↵erent when we consider rhetorical questions. Recall that
the false implicature generated by the use of a non-explicitly redundant question q?
is the implicature that the speaker does not know the answer to q, not that speaker
believes the listener does not know the answer to q. Consider a context in which
the answer to q has been established as common ground and a speaker utters the
non-explicitly redundant question q?. If the listener does not su↵er from any form of
unawareness, the listener cannot infer from the speaker’s utterance that the speaker
lacks a belief about whether q is the case. This is because the listener knows that
the answer to q is part of the common ground, and therefore the speaker believes the
answer to q. Moreover, since the speaker asks q?, it is not possible that the speaker is
unaware of q. To generate the correct implicature in the case of rhetorical questions,
we need to consider the possibility that the listener has made an implicit assumption
that the answer to q is not common ground. In this case, when the speaker utters q?,
the listener may conclude that the speaker is asking an information-seeking question
and that, therefore, the speaker does not know the answer to q.
A listener may also entertain more disruptive possibilities that cause her to reach
false conclusions. For example, in any context an interlocutor may believe that some
proposition is in the common ground, even though it is not. Suppose there is a context in which one discourse participant believes that there was a prior assertion in the
discourse with content p that was accepted by all discourse participants. Further suppose that then another discourse participant makes an assertion with content p. The
first discourse participant may entertain the possibility that his or her previous belief
regarding p’s inclusion in the common ground was mistaken. Perhaps the listener
misheard an earlier assertion whose content was not p and believed that this assertion’s content was p. Or perhaps there was an earlier assertion with content p, but
the speaker did not hear this assertion. In this case, p was not common ground after
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all. Even if neither of these situations obtained, a listener could plausibly conclude
(incorrectly) that they did obtain if a speaker uttered p instead of an explicitly redundant utterance with respect to p. Similarly, a listener who had previously believed
that q or that the listener’s obligation to do r was common ground might reconsider this belief on hearing a speaker utter a non-explicitly redundant question q? or
imperative r!, respectively. To fully account for such possibilities, we would ideally
revise the model of the common ground and other components of the conversational
context, e.g. the QUD stack, to allow for discourse participants to be uncertain of
their contents. This would represent a rather significant break from the perspective
taken throughout this dissertation, according to which agents do have full implicit
knowledge about the contents of the common ground and other components of the
discourse context, but may be unaware of this knowledge. While I am sympathetic
to modifying this assumption and adopting a more radical approach, I do not pursue
such a theory here.5
Given these possibilities, the pragmatic account explaining the preference for explicitly redundant utterances is viable. In short, explicitly redundant utterances are
preferred because they are more informative, either about the speaker’s beliefs about
the listener’s beliefs (in the case of uninformative assertions and mnemonic imperatives) or about the speaker’s beliefs about facts of the world other than the listener’s
beliefs (in the case of rhetorical questions). Next, we can ask why a speaker would
care about this type of informativity if the speaker’s primary goal is simply to raise
awareness of some issue? There are several possible motivations for a speaker to
communicate these types of beliefs. One motivation is simply a desire on the part
of the speaker to be truthful and not mislead the listener. But the use of explicitly
redundant utterances may also be plausibly motivated by politeness considerations,
which I explore in the next section.

6.3

Explicitly Redundant Utterances & Politeness

I use Brown and Levinson’s (1987) politeness theory as a starting point for understanding the politeness ramifications of redundant utterances. Central to Brown and
Levinson’s proposal is the notion of “face,” which they adopt from Go↵man (1967).
Face is, in Brown and Levinson’s words “the public self-image that every member
wants to claim for himself” (61). Face consists of two components: negative face and
5

Work that pursues a model according to which discourse participants may be uncertain about the
contents of the common ground include Beaver 2001 and Roussarie 2011.
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positive face, which Brown and Levinson define as follows:6
(25)

a. Negative Face (following Brown and Levinson 1987)
The want of every agent that her actions be unimpeded by others.
b. Positive Face (following Brown and Levinson 1987)
The want of every agent that her wants be desirable to at least some
others.

Both positive and negative face are intrinsically tied to an agent’s interactions with
others. In particular, I focus on how face is a↵ect by agents’ linguistic interactions
with one another.
Brown and Levinson are primarily concerned with linguistic actions that are detrimental to some agent’s face, which are termed face-threatening acts (FTAs).
FTAs can a↵ect either the positive or negative face of either the speaker or listener.
For example, an order or request threatens a listener’s negative face because it imposes
an external imposition on the listener’s actions. Criticism or disapproval threatens a
listener’s positive face because it indicates that the speaker disagrees with some belief or desire of the listener. In contrast, expressing thanks may threaten a speaker’s
negative face, because in doing so a speaker shows that she is indebted to the listener.
An apology may threaten a speaker’s positive face, since in apologizing the speaker
indicates that some action or desire of the speaker’s was undesirable to the listener.
Brown and Levinson note that it is also possible to perform linguistic actions
that improve the face of the listener. Such actions are termed redressive actions,
as they are primarily understood in terms of their ability to dampen the e↵ects of
FTAs. Redressive actions that improve the negative face of a listener include forms of
self-e↵acement and restraint, which limit the degree to which a FTA imposes on the
listener’s autonomy. Redressive actions that improve the positive face of a listener
include actions that treat the listener like a friend or a member of an in-group.
These core concepts of Brown and Levinson’s politeness theory provide the essentials that we need to understand the politeness e↵ects of explicitly redundant utterances. Let’s first consider uninformative assertions. As discussed above, a speaker
who utters a non-explicitly redundant declarative clause with content p may generate the implicature that she does not believe that the listener already believes p. If
we further assume that the speaker herself believes p, as we would expect from the
standard norm that speakers’ believe the contents of their assertions, this implicature
6

These definitions di↵er slightly from those given by Brown and Levinson (1987, p. 62) in that
they are defined relevant to agents, as opposed to “competent adult members.” I have altered the
terminology for the sake of consistency with the rest of this dissertation.
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may constitute a threat to the listener’s positive face. This threat arises because the
speaker’s belief in p and the implicated belief on the part of the speaker that the
listener does not believe p together imply that the speaker disagrees with the listener.
In addition, the assertion of p may constitute a threat to the listener’s negative face
in that the speaker’s assertion induces the listener to change her beliefs in light of the
speaker’s utterance. In other words, the listener faces a negative face threat in that
her beliefs regarding the truth of p are now dependent upon the speaker’s assertion.
The use of an explicitly redundant, uninformative assertion avoids these consequences. First, such an assertion entails that the speaker and the listener’s beliefs are
in alignment, thereby avoiding the threat to the listener’s positive face. Second, the
explicitly uninformative assertion does not suggest that the listener ought to modify her beliefs, thereby not making the listener’s beliefs dependent on the speaker’s
assertion. Thus, the explicitly uninformative assertion serves a redressive purpose in
avoiding the face threatening e↵ects of an assertion that is not explicitly uninformative. Explicitly redundant mnemonic imperatives are similarly redressive. Because
an explicitly redundant mnemonic imperative presupposes that the addressee has to
perform some action, it signals that the speaker and addressee are in alignment regarding at least one of the addressee’s obligations. Moreover, if it is already taken
for granted that performing this action requires the addressee to remember to perform this action, the mnemonic imperative does not suggest an imposition of a new
obligation on the addressee.
We saw above that the use of a non-explicitly redundant question q? may generate
the implicature that the speaker does not know the answer to q, but that the listener
does. Such a question will not constitute a face threat to the listener. Indeed, a
non-explicitly redundant question may in fact improve the listener’s positive face in
virtue of indicating that the speaker takes the listener’s beliefs regarding the answer
to the question q to be trustworthy. However, a non-explicitly redundant question
q? constitutes a threat to the speaker’s own negative face in that it implies that the
speaker is dependent upon the listener for information regarding q. The e↵ect of an
explicitly redundant rhetorical question can therefore be seen as avoiding this threat
to the speaker’s face. An explicitly rhetorical question blocks the implicature that
the speaker does not know the answer to the question, thus allowing the speaker to
save face. In addition, an explicitly redundant rhetorical may enhance the listener’s
positive face via its entailment that the speaker and listener share a belief regarding
the answer to q.
The politeness-related reasons for using an explicitly redundant utterance may be
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so great that they outweigh other factors being considered by a speaker. For example, a speaker may produce an utterance that entails that the listener believes some
proposition when the speaker does not, in fact, have such a belief about the listener.
That is, the desire of a speaker to be polite may end up being more important than
the desire of a speaker to be truthful. Some uses along these lines were discussed
in §3.2.3 as cases in which a speaker adopts a pretense that some assertion is uninformative. There, it was noted that adopting such a pretense may be useful for
politeness-related reasons. The above discussion provides a more detailed account of
why this is the case.
In summary, the use of explicitly redundant utterances to raise awareness may
be motivated by speaker’s desire to be informative about her beliefs, including her
beliefs about the listener, to not generate false implicatures about her beliefs, and
to be polite. In the following sections, I present one way to formalize this type of
pragmatic reasoning.

6.4

Game Theoretic Approaches to Pragmatics

The preceding sections outlined the type of pragmatic reasoning that may motivate
a speaker’s use of an explicitly redundant utterance in order to raise awareness of
an issue, even when a less complex, non-explicitly redundant utterance would also
suffice. At a high level, the basic reasoning simply relies on a speaker preferring a more
complex, but more informative message over a less complex, less informative message.
Given this, any sufficiently rich theory of pragmatics should be able to characterize
the basic reasoning involved, including classical Gricean pragmatics (Grice 1975), a
Neo-Gricean theory (Horn 2004; Levinson 2000), or a game-theoretic or Bayesian
approach to pragmatics (Frank and Goodman 2012; Franke 2009; Jäger 2012; Lewis
1969).
Below, I present a formal analysis of this form of pragmatic reasoning for the
case of uninformative assertions within a Rational Speech Act (RSA) framework,
a Bayesian, game theoretic approach to pragmatics. The RSA model is designed
to make three key predictions regarding speakers’ behavior in contexts in which a
speaker wants to ensure that a listener both believes p and is aware of p. First, when
a speaker believes that a listener does not believe p, the speaker will send a message
that communicates that p is the case, but is not explicitly uninformative p. Second,
when a speaker believes that a listener believes p, but is unaware of p, a speaker will
send a message that is explicitly uninformative with respect to p. Finally, when a
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speaker believes that a listener believes p and is aware of p, the speaker will send no
message.
In order to introduced RSA models, I first discuss two of RSA’s intellectual predecessors, the signalling games of Lewis (1969) and the iterated best response (IBR)
models of Franke (2009) and Jäger (2012). The following sections, particularly §6.5,
are quite technical in parts; these technicalities simply serve as a way to formalize the
arguments outlined above in §6.2 and §6.3. For this reason, readers primarily interested in the basic structure of the pragmatic reasoning that can resolve the puzzle of
explicit redundancy, but who are not interested in the particular formalism employed,
need not read on.

6.4.1

Lewis Signalling Games

Lewis (1969) introduces signalling games as a demonstration of how messages can
come to have purely conventional meaning that arise out of the structure of the
relationship between two agents and the world. In the simplest signalling game, we
assume that there are two possible states of the world and two agents, a “sender”
and a “receiver.” The sender observes the state of the world and sends a particular
message on the basis of a strategy that dictates which message to send for any given
observation of the world. The receiver observes the message sent by the sender and
takes an action following its own strategy, which dicates which action to take for any
given observation of a message. The sender and receiver then each receive a payo↵
that is determined on the state of the world observed by the speaker and the action
chosen by the receiver. In the simplest signalling games, it is assumed that the sender
and receiver receive identical payo↵s.
To illustrate such a signalling game more formally, let W = {w1 , w2 } be a set
of worlds, let M = {m1 , m2 } be a set of messages, and let A = {a1 , a2 } be a set
of actions. A sender strategy S : W ! M is a function from worlds to messages,
whereas a receiver strategy R : M ! A is a function from messages to actions. Given
this setup, there are four possible sender strategies:
S1 (w) =
S3 (w) =

(
(

m1

if w = w1

m2

if w = w2

m1

if w = w1

m1

if w = w2

S2 (w) =
S4 (w) =

(
(

m2

if w = w1

m1

if w = w2

m2

if w = w1

m2

if w = w2
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Likewise, there are four possible receiver strategies:
R1 (m) =
R3 (m) =

(
(

a1

if m = m1

a2

if m = m2

a1

if m = m1

a1

if m = m2

R2 (m) =
R4 (m) =

(
(

a2

if m = m1

a1

if m = m2

a2

if m = m1

a2

if m = m2

Finally, we define a utility function U : W ⇥ A ! R. For this simple example, I
assume the following utility function:
U (w, a)
a1
a2

w1
1
0

w2
0
1

In other words, the sender and receiver receive a payo↵ of 1 if the sender observes w1
and the receiver takes action a1 or if the sender observes w2 and the receiver takes
action a2 . In any instance of a game, a world w 2 W is chosen at random, the sender
adopts a strategy S, and the receiver adopts a strategy R. Each player then receives
a payo↵ of U (w, R(S(w))).
Lewis refers to any set of strategies by all players in a signalling game a “signalling
system” if this selection of strategies maximizes the players’ payo↵. In the simple game
described above, there are two possible signalling systems: hS1 , R1 i and hS2 , R2 i.7
Intuitively, we can think of signalling systems as delivering truth conditional meanings
for the messages. The signalling system with the strategies hS1 , R1 i can be thought
of as one in which m1 is true in w1 and m2 is true in w2 . In contrast, we can think of
the signalling system with the strategies hS2 , R2 i as one in which these meanings are
reversed: m2 is true in w1 and m2 is true in w2 . Crucially, these meanings are not
hard-coded into the messages themselves, but rather arise out of the structure of the
game.
Signalling games have been extended from this basic framework in many ways.
For example, we may model the sender’s knowledge of the state of the world or the
receiver’s knowledge of the sender’s message as being only imperfect or probabilistic. Senders and receivers may be allowed to play strategies in which a given state
or message determines their behavior only probabilistically, rather than deterministically. Games may also be designed in which there are non-symmetric utilities
7

In this game, the two possible signalling systems are also Nash equilibria. But in more complex
signalling games considered by Lewis, not all signalling systems are Nash equilibria.
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received by the sender and receiver. We can also consider how strategies of senders
and receives will evolve if they are allowed to play multiple iterations of the signalling
game, changing their strategies on the basis of past performance.8 It would go well
beyond the scope of this dissertation to discuss all such modifications. Rather, I wish
to highlight a few central aspects of the simple example discussed above that are
relevant for the IBR and RSA models I discuss next:
(i) The model includes two agents, a sender and a receiver.
(ii) The sender observes the state of the world and sends a message based on this
observation.
(iii) The receiver does not have direct information about the state of the world, but
does observe what message is sent by the speaker.
(iv) The model includes a utility function that depends upon the state of the world
and how the receiver responds to the sender’s message.

6.4.2

Iterated Best Response (IBR) Models

In traditional Lewis signalling games like the one discussed in the previous section,
particular messages are not hardcoded with particular interpretations. In contrast,
the next types of models that I discuss, IBR and RSA models, do generally stipulate
the literal meaning of messages into the basic design of the model. However, IBR and
RSA models are similar to traditional signalling games in that they attempt to derive
a certain type of meaning from the structure of the model itself. In particular, these
models attempt to explain the source pragmatically enriched meanings for messages.
Here, I discuss simple versions of the IBR models of Franke (2009) and Jäger
(2012). The basic structure of IBR models resembles that of the signalling games
discussed in the previous section. First, a sender observes the state of the world and
sends a message determined by the sender’s strategy. A receive then observes the
message and chooses an action determined by the receiver’s strategy. Finally, the
sender and receiver both receive a payo↵ determined by the world observed by the
sender and the action chosen by the speaker. However, as noted above, IBR models
di↵er from the signalling game considered in the previous section in that they provide
literal semantics for the messages sent by the sender.
8

Skyrms 2010 provides a good overview of the extensions and applications of signalling games.

CHAPTER 6. WHY REDUNDANT UTTERANCES?

228

The core innovation in IBR models involves these models’ definition of a set of
sender and receiver strategies that involve recursive reasoning about the other agent.
To begin, the literal semantics of messages used to define level-0, or “literal” senders
and receivers. Intuitively, a level-0 sender observes the world and then sends a message
that is literally true in the observed world. Likewise, a level-0 receiver observes
a message, uses the literal meaning of this message to reason about the state of the
world, and then acts in accordance with the result of this reasoning.9 More interesting
are the higher-level senders and receivers that are defined in IBR models. A level(n + 1) sender sends the optimal message on the assumption that the receiver is of
level-n, e.g. a level-1 sender will send the optimal message given that the receive is a
level-0 receiver. Similarly, a level-(n + 1) receiver chooses the optimal action on the
assumption that the sender is of level-n. It is by modelling these higher-level agents
that IBR models can capture uses of language with pragmatically enriched meanings.
To illustrate the workings of an IBR model, I show how such a model can be
used to derive a basic scalar implicature. I assume two worlds, one in which some
Xs are Y s and another in which all Xs are Y s, so W = {w9 , w8 }. I assume two
messages, M = {m9 , m8 }, interpreted via the interpretation function J·K. We have
Jm9 K = {w9 , w8 } and Jm8 K = {w8 }. We have two actions, A = {a9 , a8 }, and the
utility function U is defined as expected:
U (w, a)
a9
a8

w9
1
0

w8
0
1

The goal of this example is to show how an IBR model can predict senders and
receivers to treat the message m9 , which is true in w8 , as if it uniquely identified the
world as w9 . In other words, this example shows how some can be pragmatically
enriched to mean some, but not all.
In the previous signalling game that we examined, we assumed that agents only
employed “pure strategies.” This is, the message sent by a speaker was a function
of the world that the speaker observed and the action taken by a receiver was a
function of the message that the receiver observed. IBR models make use of “mixed
strategies,” i.e. probability distributions over pure strategies. For example, one mixed
sender strategy would be to play the pure strategy of sending m1 when w1 is observed
and m2 when w2 is observed with probability 0.6 and play the pure strategy of sending
9

Franke (2009) provides justification for grounding out IBR reasoning in the literal meanings of
expressions by analogizing literal meanings with focal points that provide starting points for other
recursive reasoning processes. See Chapter 2 of Franke 2009 for discussion of this point.
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m1 regardless of the world observed with probability 0.4. A sender adopting such a
mixed strategy will then send message m1 with probability 1 if w1 is observed and
with probability 0.4 if w2 is observed. Such a sender would never send message m2 if
w1 is observed, and would only send m2 with probability 0.6 if w2 is observed.
Consistent with the idea that level-0 senders send messages based on their literal
meanings, we’ll assume that the level-0 sender, S0 , sends each message that is true
in the observed world with uniform probability. In the example we are working with,
we have Jm9 K = {w9 , w8 } and Jm8 K = {w8 }. Let PS0 (m|w) denote the probability
that S0 will send message m upon observing world w. The values of PS0 (m|w) are
given in the table below:
PS0 (m|w)
w9
w8

m9
1
0.5

m8
0
0.5

The level-0 receiver R0 is slightly more complicated. First, we define a probability distribution over worlds for a level-0 receiver that represents the receiver’s beliefs about
the state of world upon observing a message. Let PR0 (w|m) denote the probability
that R0 assigns to world w upon observing message m. In our example, we have the
following for PR0 :
PR0 (w|m)
m9
m8

w9
0.5
0

w8
0.5
1

R0 ’s choice of action will depend upon the expected utility of each action. In this
context, we can define expected utility for R0 , EUR0 , as follows:
X
EUR0 (a, m) =
PR0 (w|m) ⇥ U (w, a)
w2W

The set of best actions for R0 given an observed message m, BAR0 , is defined as
BAR0 = arg maxa EUR0 (a, m). R0 ’s strategy is then to choose actions uniformly from
the set of best actions. Let PR0 (a|m) denote the probability that R0 will choose action
a having observed message m. We have the following for PR0 (a|m):
PR0 (a|m)
m9
m8

a9
0.5
0

a8
0.5
1
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So far, the model makes no interesting predictions, as both the sender and receiver
are behaving as we would expect given the literal semantics.
Now consider a level-1 sender S1 , who acts as if the receiver adopts the strategy
of R0 . Suppose S1 observes w9 . The goal for S1 is to maximize the likelihood that
the receiver chooses the action a9 , since this is the action that maximizes utility for
both the sender and the receiver in w9 . If the receiver adopts the strategy of R0 ,
the probability of the receiver choosing a9 is maximized if the receiver observes m9 .
Therefore, S1 will send m9 with probability 1 upon observing the world w9 . If S1
observes w8 , then S1 should choose a message that maximizes the likelihood that the
receiver will choose a8 , since this is the action that maximizes the utility for both
the speaker and the receiver in w8 . For R0 , the probability of choosing action a8 is
maximized upon observing m8 . Thus, S1 will send message m8 with probability 1
upon observing w8 . This is summarized in the following table, which shows PS1 (m|w),
the probability that S1 will send message m upon observing world w:
PS1 (m|w)
w9
w8

m9
1
0

m8
0
1

S1 already displays pragmatically enriched behavior with respect to the production
of the message m9 , since S1 sends this message only when observing w9 and never
when observing w8 .
By considering the behavior of R1 , we can see this pragmatic enrichment on the
interpretation side as well. First, let PR1 (w|m) denote the probability R1 assigns to
world w upon observing message m. R1 will assign a probability to a world w in
proportion to the likelihood that a speaker adopting the strategy of S0 would have
sent m after having observed w. We have the following:10
PR1 (w|m) / PS0 (m|w)
In our example, we obtain the following values for PR1 :
PR1 (w|m)
m9
m8
10

w9
0.67
0

w8
0.33
1

This relationship is derived from Bayes’s rule on the assumption that R1 has a uniform prior
probability distribution over worlds. More generally, we have PR1 (w|m) / PS0 (m|w) ⇥ PR1 (w),
where PR1 (w) denotes the prior probability that R1 assigns to w.
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R1 will again choose to perform the action that maximizes expected utility given the
message observed. R1 ’s choices of actions are summarized in the following table:
PR1 (a|m)
m9
m8

a9
1
0

a8
0
1

We now find that R1 will choose action a9 with probability 1 upon observing the
message m9 and will choose action a8 with probability 1 upon observing m8 . Thus,
both in R1 ’s beliefs about the world and R1 ’s choice of action, R1 treats m9 with
a pragmatically enriched meaning. Note, however, that upon receiving the message
m9 , R1 still assigns some probability to the world w8 . If we wish to have a receiver’s
beliefs treat m9 as uniquely denoting w9 , we can go one level up and consider a level-2
receiver R2 , who reasons as if the sender is a level-1 sender.
Still, in order to see a minimal level of pragmatically enriched behavior in this
example we only need to examine the behavior of level-1 senders and receivers. For
more complex phenomena, it is necessary to model agents of higher levels. The core
concept of having linguistic agents reason about lower-level agents will be crucial to
the RSA models discussed in the next section, and the RSA model introduced later
for the purpose of modelling redundant utterances will require considering agents
above level-1.

6.4.3

Rational Speech Act (RSA) Models

RSA models have a similar structure to IBR models, in that they involve defining a
set of agents who recursively reason about each other, but di↵er in several key respects
(Frank and Goodman 2012; Goodman and Frank 2016; Goodman and Stuhlmüller
2013). First, instead of the terms “sender” and “receiver” that are typically used
in the context of traditional signalling games and IBR models, RSA models typically refer to these agents as the “speaker” and the “listener,” respectively. Second,
RSA models do not typically model the receiver/listener as choosing some action to
perform. Rather, RSA models simply represent the listener’s beliefs about the state
world after observing some utterance, similar to IBR models. Because listeners do
not perform an action that has a defined utility for a given world, the utility function
used in speakers’ reasoning about which message to send must reflect certain goals
of that the speaker has. Typically, it is assumed that the speaker has the goal of
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accurately informing the listener about the world.11 Finally, RSA models do not assume that the speaker always sends the optimal message, given the speaker’s utility
function. Rather, speakers send messages on the basis of a probability distribution
over messages that favors those messages with higher utility.
To formalize the ideas of a basic RSA model, we again let W denote a set of worlds
and let M denote a set of messages. As in the IBR models, we assume that messages
have literal meanings known to both the speaker and listener. These literal meanings
are delivered via an interpretation function J·K : M ! }(W). We again assume that
the basic setup is one in which the speaker will observe the state of the world, and
on the basis of this will send a message. The listener then observes the message sent
by the speaker and forms a posterior belief over the state of the world based on the
observed message.
We start with a literal listener L0 . Let PL0 (w) denote the prior probability that
L0 assigns to world w. We will let PL0 (w|m) denote the posterior probability that
L0 assigns to world w after observing that the speaker sent message m. PL0 (w|m) is
defined as follows:
(
PL0 (w) if w 2 JmK
PL0 (w|m) /
0
otherwise
Equivalently, we can see PL0 (w|m) as being the literal listener’s prior distribution
over worlds conditionalized on those worlds in which m is true.
Most applications of RSA define only define a single level-0 agent, a literal listener.
That is, literal speakers are usually not defined.12 However, there is no technical or
theoretical obstacle to defining a literal speaker, and for reasons explained below,
the RSA model that I employ to model the use of redundant utterances will make
use of a literal speaker. Let S0 be a literal speaker, and let PS0 (m) denote the prior
probability that S0 will send message m. Then PS0 (m|w) is the posterior probability
with which S0 will send message m having observed world w. We define PS0 (m|w) as
11

In the simplest RSA models, this is the speaker’s only goal. More elaborate models assume that the
speaker has other goals. For example, Yoon et al. (2016, 2017) develop an RSA model according
to which the utility of a speaker’s message depends upon both the informativity of that message
(“epistemic utility”) and the a↵ective value that the listener derives from the message (“social
utility”). As we will see below, the RSA model I use to model the use of explicitly redundant
utterances also treats the speaker as having several goals, not all of which are related to ensuring
that the listener is accurately informed about the state of the world.
12
Vogel et al. 2014 is one exception to this generalization.
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PS0 (m) if w 2 JmK
0

otherwise

Similar to what we saw with the definition of PL0 (w|m), we can see PS0 (m|w) as being
equivalent to PS0 (m) conditionalized on those messages which are true in world w.
Next, we define higher-level, pragmatic speakers and listeners. Let’s first consider
a level-n speaker, Sn , where n 6= 0. As in the IBR models, Sn will behave as if it
is communicating with a level-(n 1) listener.13 First, we define the utility that Sn
assigns to a message after having observed a particular world w. Let USn (m, w) denote
the utility that Sn assigns to message m having observed w. We define USn (m, w) as
follows:
USn (m, w) = log(PLn 1 (w|m))
As mentioned above, for this basic RSA model, the utility that a speaker assigns
to a message completely depends upon the message’s informativity. Informativity is
quantified here as the negative surprisal of the actual world according to the level(n 1) listener’s posterior distribution over worlds (Shannon 1948).
Having observed a world w, Sn then sends a message m with probability PSn (m|w).
This distribution depends on the utility USn (m, w) according to the following softmax rule, which assigns greater probability mass to messages with higher utilities,
but does not require that the speaker always send the message with the maximum
utility (Luce 1959):
PSn (m|w) / exp( ⇥ USn (m, w))
The parameter controls how “rational” Sn ’s behavior is. When = 1, Sn behaves
like the IBR speaker, sending the message that maximizes utility with probability 1.
When = 0, the speaker sends all messages with uniform probability.
We next consider a level-n listener, Ln , where n 6= 0. As in the IBR models,
a level-n listener will behave as if it is communicating with a level-(n 1) speaker.
The probability that Ln assigns to world w upon observing message m, PLn (w|m) is
13

I use a notation according to which a level-n agent reasons about a level-(n 1) interlocutor.
However, much work in RSA makes use of a di↵erent notational scheme. Often, these models
begin with a literal listener denoted by L0 . The speaker that reasons about L0 is denoted by S1 .
However, the listener that reasons about S1 is not denoted by L2 , but rather by L1 . The speaker
reasoning about L1 is denoted by S2 and the listener reasoning about S2 is denoted by L2 , etc.
On my notation, for an agent of level-n, n denotes the total number of lower level agents included
in the model. On the alternative notation, for an agent of level-n, n denotes the number of lower
level agents of a di↵erent type than the level-n agent included in the model.
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defined as follows, following Bayes’s rule:
PLn (w|m) / PSn 1 (m|w)PLn (w)
I illustrate how this basic model works by considering the same case that was considered for the IBR models in which a basic scalar implicature was derived. Again,
we have W = {w9 , w8 } and M = {m9 , m8 }. These messages are again interpreted
as follows, Jm9 K = {w9 , w8 } and Jm8 K = {w8 }. We will start by defining a literal
listener L0 . I assume that PL0 , L0 ’s prior probability distribution over worlds, is a
uniform distribution over worlds in W. This give us the following for PL0 (w|m):
PL0 (w|m)
m9
m8

w9
0.5
0

w8
0.5
1

As expected, L0 interprets the messages literally, i.e. without showing any scalar
implicature behavior.
I next consider a level-1 pragmatic speaker, S1 . S1 ’s utility function is as follows:
US1 (m, w)
w9
w8

m9
log(0.5)
log(0.5)

m8
1
0

To derive PS1 (m|w) from these utilities, it is necessary to set a value for . The values
in the following table follow from a choice of = 5:
PS1 (m|w)
w9
w8

m9
1
0.03

m8
0
0.97

Thus, the level-1 pragmatic speaker S1 uses the messages with the pragmatically
enriched meaning, sending m9 whenever w9 is observed and sending m8 the vast
majority of the time when w8 is observed.
To see scalar implicature behavior in the listener, we can consider the level-2
pragmatic listener L2 . If we assume that PL2 assigns uniform probabilities to all
worlds in W, we have the following for PL2 (w|m):
PL2 (w|m)
m9
m8

w9
0.97
0

w8
0.03
1
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Thus, L2 interprets m9 as referring to w9 in almost all cases, and interprets m8 as
referring to w8 in all cases.
The above example illustrates the basic structure of RSA models, although these
models have been extended in several ways. I direct the reader to Goodman and
Frank 2016 for a recent overview of applications of RSA models. In the next section,
I present a model in the style of RSA that formalizes the resolution to the puzzle of
explicit redundancy sketched above in §6.2 and §6.3.

6.5

Rational Speech Act Model of Uninformative
Assertions

In formalizing the reasoning behind speakers’ use of explicitly redundant utterances,
I focus on the case of uninformative assertions, rather than rhetorical questions or
mnemonic imperatives. I make this choice because uninformative assertions are
the type of redundant utterance that requires the smallest modification to existing, assertion-focused RSA frameworks. In principle, I see no obstacles to extending
this framework further in order to capture the pragmatic reasoning sketched above
regarding the use of mnemonic imperatives and rhetorical questions. However, I leave
such extensions for future work.
In setting up this RSA model, I assume that there is some relevant issue, whether
it is the case that p, that the speaker aims that the listener be well-informed about,
as in the basic RSA model considered above, and to be aware of. The speaker has the
option of sending the messages p and ¬p. However, in addition to sending these message, the speaker may indicate that the listener is already well-informed with respect
to p by sending either the message uninf orm(p) or the message uninf orm(¬p).
These can be understood as representations of some explicitly redundant message,
such as As you already know, it is (not) the case that p. In addition, I allow
the speaker to send no message. This gives the following set of messages: M =
{p, ¬p, uninf orm(p), uninf orm(¬p), null}.
In the basic RSA model discussed above, messages were interpreted as denoting
sets of worlds. I take a slightly di↵erent approach here in order to simplify the
description of the model. Intuitively, the truth values of the messages in M should
depend upon whether or not p is the case and whether the listener believes that p or ¬p
is the case before the speaker sends a message. In principle, this can be accomplished
by assuming a standard possible world semantics for all messages. That is, we could
have a set of worlds W in which there are worlds in which p is the case and the
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listener believes p, p is the case and the listener believes ¬p, etc. However, if such an
approach were adopted, the actual worlds in the model would end up playing little
role in the agents’ reasoning. To illustrate why this is the case, suppose that w1 is
the only world in which p is the case and the listener already believes p. Thus, w1
is the only world in which the message uninf orm(p) is true. Next, suppose that
before the speaker sends a message, the listener Ln does not believe that p is the
case. If we assume that Ln is introspective with respect to its own beliefs, then the
prior probability that Ln assigns to w1 before the speaker sends a message, PLn (w1 ),
must be 0. This follows since Ln does not believe p, but w1 is a world in which the
listener does believe p. Next suppose Ln receives the message uninf orm(p), which is
true only in w1 . Such a situation is problematic, as Ln cannot update its probability
distribution in the way described for the basic RSA model.
One way to circumvent this problem is to assume that Ln does not initially rule
out world w1 , i.e. that PLn (w1 ) > 0. This would allow Ln to respond to the speaker’s
message as in the basic RSA model, but would also require us to treat Ln as not
introspective regarding Ln ’s own beliefs. Moreover, on this approach, Ln may come to
have a false belief that w1 is the actual world. Since Ln did not previously believe p to
be the case, it was a mistake on the speaker’s part to send the message uninf orm(p).
We do not want the listener Ln to perpetuate this error in its own beliefs, especially
since Ln “knows better” in virtue of the fact that Ln knows that Ln never believed p
in the first place.
If we step back from the formalism of the RSA model, it is not difficult to see
how we would intuitively expect Ln to react to receiving the message uninf orm(p).
This message communicates that the speaker believes p and that the speaker believes
that the listener believes p. Crucially, the listener should not take this message to
communicate anything about what the listener actually believes, since the listener’s
own beliefs on this matter are more trustworthy than the speaker’s. Rather, the
listener should only respond to this message by updating the listener’s beliefs about
what the speaker believes about p and about the listener.
It would still be possible to model this type of reasoning in terms of the listener
reasoning about the state of the world, where the world determines whether p is the
case, whether the listener believes p, whether the speaker believes that the listener
believes p, etc. But I find it more straightforward to describe the model in slightly
di↵erent terms in which worlds are taken to underdetermine agents’ belief states.14
14

Technically, this is a departure from the awareness model presented in Chapter 2, according to
which world-time indices fully determine the beliefs of all agents. These two perspectives can be
reconciled by taking the “worlds” in the RSA model to be equivalence classes of worlds in the
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Thus, I assume only two worlds, W = {w1 , w2 }, that di↵er with respect to the truth
value of p. As stated above, the truth value of messages will also depend upon whether
or not the listener believes that p is the case. Since the beliefs of listener agents in the
model are represented in probabilistic terms, this requires some theory of how to map
probabilistic representations of belief onto outright beliefs. I adopt a basic “Lockean”
perspective on this matter, which states that an agent beliefs a proposition p so long as
the agent assigns p a sufficiently high degree of subjective probability (Foley 1993).15
Alternatively, an agent believes p so long as the subjective probability the agent
assigns to p exceeds some threshold ✓. With respect to the model of agents’ mental
states presented in Chapter 2, the subjective probabilities that an agent assigns to p
in the present RSA model should be thought of as the background probabilities that
these agents assign to p, i.e. the agents’ beliefs about p were they aware of all relevant
issues and had no implicit assumptions. It is important to think of agents’ beliefs in
this way so that a speaker may truthfully send the message uninf orm(p) when the
speaker believes that the listener’s background beliefs support p but the listener is
making an implicit assumption that p is false. I define the interpretation function J·K
as follows, where bl can be intuitively thought of as the subjective probability that
the listener assigns to w1 :
JpK = w bl ✓.w = w1

Juninf orm(p)K = w bl ✓.w = w1 ^ bl > ✓
J¬pK = w bl ✓.w = w2

Juninf orm(¬p)K = w bl ✓.w = w2 ^ 1

bl > ✓

JnullK = w bl ✓.>

I next define the behavior of a literal speaker, S0 .16 In the basic RSA model,
it was assumed that speakers always perfectly observed the state of the world. This
meant that the literal speaker could have perfect knowledge of exactly which messages
awareness model such that two worlds w1 and w2 are equivalent if and only if they agree on the
valuation of all atomic proposition letters in AtL . Importantly, w1 and w2 may be equivalent in
this sense even if there is some agent whose mental states at indices hw1 , ti and hw2 , ti di↵er.
15
Recall that in Chapter 3 it was assumed that an agent ↵ believes p so long as P↵ (p) = 1. As
mentioned in Chapter 3, there are many intricate issues involved in the question of how to map
probabilistic notions of belief onto notions of outright belief. Foley 1992, 1993, 2009; Frankish
2004, 2009; Hawkins 2009; Hawthorne and Bovens 1999; Hawthorne 2004; Je↵rey 1970; Kroedel
2012; Leitgeb 2013, 2015; Lin and Kelly 2012 represent just a sample of work on this topic.
16
Note that this is a departure from most RSA models, which include a literal listener, but no literal
speaker.
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were true and could send all true messages with uniform probability. On the current
model, the truth of a message depends upon a variable that the speaker cannot observe
directly, bl , the subjective probability that the listener assigns to w1 . To model this,
I assume that the speaker maintains a prior probability distribution over values of bl .
Such an assumption is also compatible with taking the speaker to perfectly observe
the world, which would give the speaker perfect knowledge of whether p is the case.
However, I relax this assumption to allow for S0 to be uncertain about the true state
of the world. Note that this adjustment still allows the modelling of a literal speaker
S0 that has perfect knowledge of the state of the world as a special case, so nothing
is lost by making this modification.
S0 maintains a prior joint probability distribution over worlds and values of bl ,
PS0 . I assume that the probability S0 assigns to a world is independent of that which
S0 assigns to values of bl , so we have the following:17
PS0 (w, bl ) = PS0 (w) ⇥ PS0 (bl )
Using PS0 (w, bl ), it is then possible to define the probability that some message m
is true according to S0 . To simplify expressions in this model, I first introduce the
following indicator function I, which converts the truth value of a message given
values for w, bl , and ✓ to the values 1 or 0:
I(m, w, bl , ✓) =

(

1 if JmK(w)(bl )(✓)
0 otherwise

I then define the probability that some message m is true according to PS0 given some
value of ✓, written PS0 (m|✓). Intuitively, PS0 (m|✓) is obtained by integrating over the
probabilities that m is true given ✓ for a given world and a given value of bl , weighted
by the the probabilities that S0 assigns to this world and this value of bl . Formally,
PS0 (m|✓) is defined as follows:
1

PS0 (m|✓) /
/
17

X

0 w2W
1 X
0 w2W

PS0 (w, bl ) ⇥ I(m, w, bl , ✓) dbl
PS0 (w) ⇥ PS0 (bl ) ⇥ I(m, w, bl , ✓) dbl

If we assume that S0 can perfectly observe the state of the world, we either have PS0 (w1 ) = 1 or
PS0 (w2 ) = 1.
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Since S0 is a literal speaker, PS0 (m|✓) dictates not just the probability that S0 judges
the message m to be true given ✓, but also the likelihood that S0 will send the message
m given ✓.
We next move up one level to consider the level-n pragmatic listener, Ln . In the
basic RSA model, Ln reasoned only about the state of the world. In this model,
however, Ln reasons about both the state of the world and the speaker’s beliefs about
the listener’s beliefs about the state of the world. For the reasons discussed above,
Ln does not reason about the value of bl , the listener’s own beliefs about the state of
the world. Assuming that the listener is introspective regarding the listener’s beliefs,
the listener should already have perfect knowledge about the value of bl . Rather, Ln
reasons about the probabilities assigned to values of bl by the speaker PS(n 1) . In
principle, when reasoning about the probabilities that PS(n 1) assigns to values of bl ,
Ln could consider any possible probability distribution defined on the interval [0, 1].
Reasoning in this way, Ln ’s posterior after observing a message m would include a
probability distribution over probability distributions over values of bl . To simplify
matters, I assume that Ln only considers the possibility that PS(n 1) ’s distribution
over values of bl takes the form of a delta distribution, a distribution that places all of
its probability mass on some particular real number. Equivalently, Ln assumes that
S(n 1) has full confidence that bl takes some particular value. For example, if 0.5
describes PS(n 1) ’s distribution over values of bl , then PS(n 1) (bl = 0.5) = 1.
Let bs denote the value such that PS(n 1) (w1 ) = bs , and let bsl denote the value
such that PS(n 1) (bl = bsl ) = 1. That is, bs represents what the level-(n 1) speaker
believes about the world and bsl represents what the the level-(n 1) speaker believes
that the listener believes about the world. I then assume that Ln has a prior joint
probability distribution PLn over worlds, values of ✓, values of bs , and values of bsl .
I assume that the probabilities Ln assigns to worlds w, values of ✓, values of bs , and
values of bsl are independent, so we have the following:
PLn (w, ✓, bs , bsl ) = PLn (w) ⇥ PLn (✓) ⇥ PLn (bs ) ⇥ PLn (bsl )
Next, I write S(n 1) (bs , bsl ) to denote a literal speaker S(n 1) such that PS(n 1) (w1 ) = bs
and PS(n 1) (bl = bsl ) = 1. For all messages except null, Ln arrives at a posterior
distribution over values of bs and bsl given a message m, written PLn (bs , bsl |m), by
integrating over the likelihood that S(n 1) (bs ), bsl would send the message m for a
given value of ✓ weighted by the prior probability that Ln assigns to the values of ✓,
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bs , and bsl . Formally, PLn (bs , bsl |m) is defined as follows:
1

PLn (bs , bsl |m) /

PS(n

1) (bs ,bsl )

(m|✓) ⇥ PLn (✓, bs , bsl ) d✓ dbs dbsl

PS(n

1) (bs ,bsl )

(m|✓) ⇥ PLn (✓) ⇥ PLn (bs ) ⇥ PLn (bsl ) d✓ dbs dbsl

0
1

/
0

Ln ’s posterior distribution over worlds is derived from its posterior distribution over
the speaker’s beliefs by integrating over the probabilities that speakers with a given
value of bs and a given value of bsl would assign to a particular world w, weighted
by the posterior probability of those values of bs and bsl given m and Ln ’s prior
probability assigned to w. Formally, we have the following:
1

PLn (w|m) /

PS(n

1) (bs ,bsl )

(w) ⇥ PLn (bs , bsl |m) ⇥ PLn (w) dbs dbsl

0

I mentioned that the above definitions for Ln ’s posteriors given a message m only
hold if m is not the null message. If the message received by Ln is instead null, I
take Ln to do no pragmatic reasoning. Thus, Ln ’s posterior distribution is the same
as Ln ’s prior:
PLn (w, bs , bsl |null) = PLn (w, bs , bsl )
The choice to have Ln do no pragmatic reasoning upon receiving the null message is
non-trivial. To motivate this choice, first note that although I have not yet said how
a listener’s awareness state is incorporated into the RSA model, we can abstractly
consider whether the listener was previously aware of the issue of whether p is the case
or unaware of this issue.18 First consider the case of a listener who is unaware of the
issue of whether p is the case. Since all of the messages that the speaker could send,
other than the null message, involve the issue of whether p is the case, a listener who
is unaware of this issue should not be able to engage in pragmatic reason about why
the speaker did not send these messages. Thus, there are good grounds for assuming
that a listener who is unaware of p should not engage in any pragmatic reasoning
captured by this model.
18

The listener’s awareness state will explicitly enter the model once we consider the pragmatic
speaker Sn .

CHAPTER 6. WHY REDUNDANT UTTERANCES?

241

Next consider the cause of a listener who is aware of p. In this case, it would be
possible, in principle, for the listener to reason about why the speaker did not send
a non-null message. But this reasoning would also have to take into account possibilities that I have not explicitly modelled here. For example, perhaps the speaker
sent no message regarding p because the speaker was unaware of the issue of whether
p was the case or because the speaker simply has no interest in communicating anything about p to the listener. A sufficiently complex model could incorporate these
possibilities into the listener’s reasoning. However, for the sake of simplicity I assume
that, due to uncertainties about why the speaker sent the null message, Ln remains
ambivalent about what, if anything, the speaker was attempting to accomplish by
sending no message. Therefore, Ln does no pragmatic reasoning when observing the
null message.
Finally, I define a level-n pragmatic speaker Sn . Before delving into the details of
how Sn determines which messages to send, I note that at an abstract level, Sn closely
resembles the pragmatic speaker defined in the basic RSA model. Let USn (m) be the
utility that Sn assigns to message m. Then the probability that Sn sends message m
is given by the following equation:
PSn (m) / exp( ⇥ USn (m))
Thus, just as in the basic RSA model, the pragmatic speaker Sn will send messages
by soft-maximizing utility. The extensions to the basic RSA model all lie in how USn
is defined.
There are many components that go into the definition of USn , each with its own,
independent motivation. It is easiest to first o↵er the full definition of USn and then
explain the reasoning behind including each component. I assume that Sn maintains
a prior probability distribution over worlds, the listener’s awareness state, denoted by
the variable a and which takes one of the values in the set A = {aware, unaware},
the value of bl , the value that the listener assigns to bs , which I denote bls , and the
value that the listener assigns to bsl , which I denote blsl . Again, I assume that the
probabilities S2 assigns to these variables are independent, giving us the following:
PSn (w, a, bl , bls , blsl ) = PSn (w) ⇥ PSn (a) ⇥ PSn (bl ) ⇥ PSn (bls ) ⇥ PSn (blsl )
Next, I write L(n 1) (bl , bls , blsl ) to denote a level-(n 1) pragmatic listener L(n 1) such
that PL(n 1) (w1 ) = bl , PL(n 1) (bs = bls ) = 1, and PL(n 1) (bsl = blsl ) = 1. Formally, the
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utility that Sn assigns to message m, USn (m), is defined as follows:
U Sn =

XX

w2W a2A

0
@

1

0

⇣

log(PL(n

1) (bl ,bls ,blsl )

(w|m))

+ ⇣ ⇥ DKL (PSn (bl ), PL(n
+ ⌘ ⇥ DKL (PL(n

1) (bl ,bls ,blsl )

1) (bl ,bls ,blsl )

(bsl |m))

(bs |m), PL(n

1) (bl ,bls ,blsl )

(bsl |m))

C(m)
K(a, m))
⇥PSn (bl ,bls ) dbl dbls dblsl
l

⇥PSn (w, a))

⌘

Now let’s unpack the components of this definition. The first term in Sn ’s utility
function, log(PL(n 1) (bl ,bls ) (w|m)), is familiar from the basic RSA model considered in
l
the previous section. It reflects the informativity of the message m to L(n 1) .
The next two terms each include the function DKL , which yields the KullbackLeibler divergence, or relative entropy, between two probability distributions (Kullback and Leibler 1951). The Kullback-Leibler divergence is one measure of the degree to which two probability distributions diverge.19 The first term that uses this
function, ⇣ ⇥ DKL (PSn (bl ), PL(n 1) (bl ,bls ) (bsl |m)), measures the distance between Sn ’s
l
beliefs about the listener’s beliefs about the world (PSn (bl )) and L(n 1) ’s posterior
beliefs about the speaker’s beliefs about the listener’s beliefs about the world, given
m (PL(n 1) (bl ,bls ) (bsl |m))). Intuitively, this term captures how well the message m
l
communicates the speaker’s beliefs about the listener and is included to reflect the
fact that the Sn wishes to be honest about its beliefs about the listener. This term is
weighted by a constant ⇣.
The next term, ⌘ ⇥ DKL (PL(n 1) (bl ,bls ,bls ) (bs |m), PL(n 1) (bl ,bls ,bls ) (bsl |m)), also inl
l
cludes the function DKL . This term represents the divergence between L(n 1) ’s posterior beliefs about the speaker’s beliefs about the world, given m, and L(n 1) ’s posterior
beliefs about the speaker’s beliefs about the listener’s beliefs about the world, given
19

The choice to use the Kullback-Leibler divergence in this term, rather than some other measure of
the distance between two probability distributions is somewhat arbitrary. Herbstritt and Franke
(2017) present an RSA-style model of uncertainty that uses Hellinger distance to measure the
divergence between a speaker’s and a listener’s beliefs. While I use the Kullback-Leibler divergence
here, there are likely many alternative metrics that could be used instead without detrimental
consequences to the basic predictions of the model.
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m. More straightforwardly, this term is intended to capture how much the message m
leads the listener to believe that the speaker already believes that the speaker’s and
the listener’s beliefs diverged. This term can be thought of as capturing politenessrelated aspects of the message. The more a message leads the listener to believe that
the speaker believes that the two already have similar beliefs, the more this message
supports the listener’s positive face. This term is weighted by a constant ⌘.
This politeness-related term resembles Yoon et al.’s (2016, 2017) proposals for
incorporating politeness into RSA models in that the politeness of a message is encoded through the pragmatic speaker’s utility function. However, my approach di↵ers
from that of Yoon et al. with respect to the details of how this politeness term is
calculated. On Yoon et al.’s approach, each message is taken to contribute some
a↵ective value to the listener, which is determined by a function V : M ! R. In
my model, the analogue to this a↵ective value is derived from the listener’s posterior
beliefs about the speaker. Notably, Yoon et al.’s approach di↵ers from that o↵ered
here in that their a↵ective value function V is intended to capture forms of politeness that do not relate to whether a message leads the listener to believe the speaker
takes the listener to be well-informed. For example, the more general a↵ective value
function is intended to capture the fact that praising a listener’s actions has greater
a↵ective value than denigrating them. Still, one could take the perspective that the
term ⌘ ⇥ DKL (PL(n 1) (bl ,bls ,bls ) (bs |m), PL(n 1) (bl ,bls ,bls ) (bsl |m)) in the current model is
l
l
one way to cash out a component of the overall a↵ective value of messages.
The final two terms are cost functions. The first cost function, C(m), simply
measures the complexity of the message. Recall that the original puzzle of explicit
redundancy noted that non-explicitly redundant utterances are generally less complex than explicitly redundant utterances. Therefore, I require that the cost of the
messages preserves the following ordering:
C(null) < C(p), C(¬p) < C(uninf orm(p)), C(uninf orm(¬p))
The final term, K(a, m) represents the cost of leaving the listener unaware of the
issue of whether p is the case. In most cases, this cost will be 0 because all non-null
messages raise the listener’s awareness of the issue of whether p is the case. However,
K(a, m) is non-zero precisely when a = unaware and m = null. That is, there is a
cost incurred when the listener is already unaware of the relevant issue and the speaker
says nothing to raise the listener’s awareness of this issue. Recall that I assume in
this model that the speaker has as a goal that the listener be aware of the issue of
whether p is the case. I do not specify why ensuring the listener’s awareness of this
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matter is a goal of the speaker’s, but the previous chapters o↵ered several reasons
why a speaker might wish to ensure that the listener is aware of an issue—for the
purpose of coherently structuring a discourse, for the purpose of ensuring the listener
can adequately resolve a decision problem, etc.
To explore the predictions made by this model, I begin by considering its predictions regarding a literal speaker S0 . Recall that the literal speaker’s interpretation of
the messages uninf orm(p) and uninf orm(¬p) depended upon some value ✓. Intuitively, ✓ corresponds to the minimum probability that an agent must assign to some
proposition p in order for it to be said that the agent believes p. Since my main
interests are not in how this threshold is set, I assume a particular value of ✓ for the
purposes of illustration.20 Note that a value of ✓ less than 0.5 would be irrational,
as it would allow for the possibility that an agent both believes p and believes ¬p.
Figures 6.1–6.3 are based on setting the value of ✓ to exactly 0.5. Note that this value
is almost certainly far too low to be realistic. Nevertheless, it is a useful value for the
purposes of illustrating the basic behavior of the literal speaker. Also note that this
choice of the value of ✓ has no ramifications for higher-level agents, since the level-1
pragmatic listener integrates over all possible values of ✓. In Figures 6.1–6.3, I have
plotted the probability that S0 will send each message, given S0 ’s beliefs about the
probability that p is true and S0 ’s beliefs about the listener’s beliefs that p is true.
Note that in these figures, I assume that S0 ’s beliefs about the listener’s beliefs in
p are distributed according to a distribution, so there is some value r such that
PS0 (bl = r) = 1.
The general trends shown in Figures 6.1–6.3 are quite intuitive. First consider
Figure 6.1. The probability that message p is sent increases proportionally with S0 ’s
belief that p is true. Similarly, the probability that message ¬p is sent increases
proportionally with S0 ’s belief that p is false. Note that p is more likely to be sent
if S0 believes that the subjective probability the listener assigns to p is less than 0.5,
and ¬p is more likely to be sent if S0 believes that the subjective probability that the
listener assigns to p is greater than 0.5. This is due to the fact that when the speaker
takes the listener to assign p a probability less than 0.5, the message uninf orm(p) is
20

One approach to gaining greater understanding the nature of the value ✓ would involve a small
modification to the RSA model of redundant utterances that I have presented. In the current
model, a pragmatic listener Ln such that n > 0 does not reason about the value of ✓. However,
there is no technical obstacle to changing this such that Ln arrives at a posterior distribution
over values of ✓, rather than integrating over these values. Such a model would closely resemble
RSA approaches to vague adjectives in which pragmatic listeners are taken to reason about a
context-sensitive threshold relevant for the interpretation of the adjective in question (Lassiter
and Goodman 2013; Qing and Franke 2014).
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Figure 6.1: Probability of literal speaker S0 sending messages p and ¬p given S0 ’s
beliefs about p and beliefs about the listener’s beliefs about p.
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Figure 6.2: Probability of literal speaker S0 sending messages uninf orm(p) and
uninf orm(¬p) given S0 ’s beliefs about p and beliefs about the listener’s beliefs about
p.
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Figure 6.3: Probability of literal speaker S0 sending message null given S0 ’s beliefs
about p and beliefs about the listener’s beliefs about p.
not true and is therefore not in competition with any other messages. Likewise, when
the speaker takes the listener to assign p a probability greater than 0.5, the message
uninf orm(¬p) is not true and is not in competition with any other messages.
Looking at the graphs in Figure 6.2, we see that the probability of S0 sending the
message uninf orm(p) resembles the probability that S0 sends the message p, with the
exception that S0 only sends the message uninf orm(p) if S0 believes that the listener
assigns a probability greater than 0.5 to p being true. The case of uninf orm(¬p)
is similar; the probability that uninf orm(¬p) is sent resembles the probability that
¬p is sent, but uninf orm(¬p) is only sent when S0 believes that the listener assigns
a probability less than 0.5 to p. Finally, we can consider Figure 6.3, which shows
the probability that the message null is sent. This message is sent fairly frequently
regardless of the speaker’s beliefs about p or the speaker’s beliefs about the listener’s
beliefs about p. This follows from the messages’s semantics, according to which it is
always true. However, the null message is more likely to be sent when it is not in
competition with the two uninformative messages, i.e. when the speaker believes p
to be likely but does not believe that the listener believes p to be likely, or when the
speaker does not believe p to be likely but believes that the listener does believe p to
be likely.
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Figure 6.4: Probability that pragmatic listener L1 assigns to S0 ’s beliefs about p and
S0 ’s beliefs about the listener’s beliefs about p, given the messages p and ¬p. Note
that the directions of the x- and y-axes are flipped between the two plots in order to
obtain a useful perspective for both plots.
Now consider what conclusions a level-1 pragmatic listener L1 will draw upon observing each message. For this illustration, I will assume a listener whose prior distribution over worlds, values of bs , and values of bsl is completely unbiased. Technically,
this means that PL1 (w1 ) = PL1 (w2 ) = 0.5, and if unif(a, b) denotes a uniform distribution on the interval [a, b], then we have PL1 (bs ) ⇠ unif(0, 1) and PL1 (bsl ) ⇠ unif(0, 1).
Unlike the literal speaker S0 , L1 does not know the value of ✓. I take L1 to be unbiased with respect to the value of ✓, with the exception that L1 assumes ✓ > 0.5.
Thus, we have PL1 (✓) ⇠ unif(0.5, 1). L1 ’s posterior distributions over values of bs and
bsl given the messages p, ¬p, uninf orm(p) and uninf orm(¬p) are shown in Figures
6.4 and 6.5. L1 ’s posterior distribution given the message null is not shown, since,
according to the model presented above, L1 does no pragmatic reasoning when observing the null message. Therefore, when observing the message null, L1 ’s posterior
distribution is the same as L1 ’s prior distribution, which in this case is uniform.
First consider Figure 6.4. As expected, we see that the message p leads L1 to
assign higher probability to S0 believing that p is true, and the message ¬p leads L1
to assign higher probability to S0 believing that p is false. Using L1 ’s posterior beliefs
about S0 ’s beliefs about p, we find that PL1 (w1 |p) ⇡ 0.67. That is, L1 ’s posterior
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Figure 6.5: Probability that pragmatic listener L1 assigns to S0 ’s beliefs about p and
S0 ’s beliefs about the listener’s beliefs about p, given the messages uninf orm(p) and
uninf orm(¬p). Note that the directions of the x- and y-axes are flipped between the
two plots in order to obtain a useful perspective for both plots.
distribution over worlds assigns w1 probability 0.67. Similarly, PL1 (w2 |¬p) ⇡ 0.67.
We also see that upon observing the message p, L1 believes it is more likely that
S0 believes that the listener believes p is unlikely than it is that S0 believes that
the listener believes p is likely. Upon observing message ¬p, L1 believes it is more
likely that S0 believes that the listener believes p is likely than it is that S0 believes
that the listener believes p is unlikely. Intuitively, this result can be explained as
follows. If S0 believed that the listener believed that p was likely, then S0 could have
sent the message uninf orm(p) instead of the message p. Since S0 sent p instead of
uninf orm(p), it is more likely that S0 believes that the listener believes that p is
unlikely. Similar reasoning explains why the observation of the message ¬p leads L1
to believe that S0 believes the listener believes p to be likely.
The flip side of this reasoning is apparent when we consider the graphs of L1 ’s posterior distribution over bs and bsl given the messages uninf orm(p) and uninf orm(¬p),
shown in Figure 6.5. Here, we see that upon observing the message uninf orm(p), L1
concludes both that the speaker believes p to be likely and that the speaker believes
that the listener believes p to be likely. Upon observing the message uninf orm(¬p),
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L1 concludes that the speaker believes p to be unlikely and that the speaker believes that the listener believes p to be unlikely. This makes sense, as these are
exactly the conditions under which each message is true. Using L1 ’s posterior beliefs about S0 ’s beliefs about p, we find that PL1 (w1 |uninf orm(p)) ⇡ 0.66 and
PL1 (w2 |uninf orm(¬p)) ⇡ 0.66.
Finally, I consider the behavior of the level-2 pragmatic speaker S2 . Given the
number of parameters that must set in order to define S2 ’s utility function, US2 , there
is a great amount of flexibility in the behavior that can be modelled with such a
speaker. As my aim is to show that the RSA model proposed here allows for a pragmatic speaker S2 that displays the expected behavior, I have chosen the following
values that make qualitatively correct predictions:
K(a, m) =

=6
⇣=

0.025

⌘ = 0.3

C(m) =

(

1 if a = unaware ^ m = null

0 otherwise
8
>
>
<0.4 if m 2 {p, ¬p}

0.6 if m 2 {uninf orm(p), uninf orm(¬p)}
>
>
:0
if m 2 {null}

These values were used to create the plots in Figures 6.6 and 6.7, which show the
probability with which a speaker S2 would send the messages p, uninf orm(p), and
null depending on PS2 (a) and PS2 (bl ). The results shown in these graphs also depend
upon several additional assumptions about S2 . First, I assume that PS2 (w1 ) = 0.95,
i.e. that S2 strongly believes that p is true. Second, I assume that PS2 (bl ) ⇠ Beta,
i.e. that S2 ’s beliefs about the listener’s beliefs about p are distributed according to
a beta distribution. I further assume that this beta distribution has variance 0.01.
Finally, I assume PS2 (bls ) ⇠ unif(0, 1) and PS2 (blsl ) ⇠ unif(0, 1).
Figure 6.6 shows the probability that S2 will send the messages p and uninf orm(p).
In general, S2 will send the message p most frequently when S2 believes that L1 believes p is unlikely. When S2 believes that L1 believes that p is likely, S2 will prefer
to send the message uninf orm(p). The one exception to these patterns is the case
in which S2 believes that L1 believes that p is likely and believes that the listener is
aware of p already. As shown in Figure 6.7, in this case there is no reason for the
speaker to say anything, so the message null is preferred.
In summary, the crucial result of this model is that it predicts that under certain
circumstances a speaker will utter an explicitly redundant message, uninf orm(p), in
order to draw a listener’s attention to p. This prediction is borne out despite the
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Figure 6.6: Probability of pragmatic speaker S2 sending messages p and uninf orm(p)
given S2 ’s beliefs about the listener’s beliefs about p and S2 ’s beliefs about whether
the listener is aware of p. Note that the directions of the x- and y-axes are flipped
between the two plots in order to obtain a useful perspective for both plots.
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Figure 6.7: Probability of pragmatic speaker S2 sending message null given S2 ’s
beliefs about the listener’s beliefs about p and S2 ’s beliefs about whether the listener
is aware of p.
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fact that uninf orm(p) has a higher cost than p, which would also raise the listener’s
awareness of p. The explicitly redundant utterance is preferred when S2 believes that
L1 is well-informed about an issue, but is not aware of the issue. In short, an explicitly
redundant message is preferred in these contexts because it accurately communicates
the speaker’s beliefs about the listener and contributes to the listener’s positive face
by emphasizing that the speaker and the listener share similar beliefs about p.

6.6

Chapter Summary

This chapter began by introducing the puzzle of explicit redundancy, which asked why
a speaker would ever opt to use a more complex, explicitly redundant message to raise
awareness of an issue when a less complex, non-explicitly redundant message would
achieve the same result. In §6.1, I considered a candidate proposal for resolving
this issue based on the principle Maximize Presupposition. I eventually rejected
this proposal, instead o↵ering a pragmatic account for the preference for explicitly
redundant utterances (§6.2). On this account, an explicitly redundant utterance is
preferred for the purposes of raising awareness because it is more informative than
a non-explicitly redundant alternative in virtue of communicating more about the
speaker’s beliefs about the listener’s beliefs. In §6.3, I extended this basic argument to
include discussion of politeness-related e↵ects of using either an explicitly redundant
or a non-explicitly redundant utterance to raise a listener’s awareness of an issue.
To formalize the account put forward in §6.2 and §6.3, I first surveyed a number of
game theoretic approaches to pragmatics, including Lewis signalling games (§6.4.1),
iterated best response models (§6.4.2), and rational speech act (RSA) models (§6.4.3).
In §6.5, I developed a formalization of the informal account proposed in §6.2 and §6.3
as a variant of an RSA model. In the next chapter, I provide empirical support for
the predictions of this model.

Chapter 7
Experimental Validation of RSA
Model for Redundant Utterances
At the end of the previous chapter, I showed that the RSA model introduced there was
able to explain the use of explicitly redundant utterances for the purpose of raising
a listener’s awareness of some relevant issue. However, my justification for treating
this model as an accurate reflection of speaker behavior relied entirely upon intuitions
about the appropriateness of uttering explicitly redundant or non-explicitly redundant
messages in particular contexts. In this chapter, I demonstrate that there is empirical
support for both the general pragmatic resolution to the puzzle of explicit redundancy
and the RSA model introduced in the previous chapter. I provide evidence from
three experiments showing that the model proposed in the previous chapter is able to
successfully account for speaker behavior with respect to sending particular messages,
given the speaker’s beliefs about the listener’s beliefs about some relevant proposition
p and the speaker’s beliefs about whether the listener is aware of p.
Three experiments, which I refer to as Experiment 1a, Experiment 1b, and Experiment 2, are described below. Of the three, only Experiment 2 directly tests the
predictions of the pragmatic solution to the puzzle of explicit redundancy and the particular implementation of this solution via the RSA model. However, Experiments 1a
and 1b are instrumental in providing empirical measures of parameter values used to
fit an RSA model. I begin this chapter by providing a justification for the necessity
of Experiments 1a and 1b. Each of the three experiments is then described, in turn,
in §7.1, §7.2, and §7.3.
To illustrate the necessity of Experiments 1a and 1b, it is easiest to first explain
the general goals and method of Experiment 2. The basic design of Experiment 2 had
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participants presented with a description of a context in which some information p
was known to an agent S and was relevant to some other agent L’s decision problem.
The relevance of p to L’s decision problem therefore provided S a reason to attempt
to ensure that L was both well-informed about p and was aware of the issue of
whether p was the case. Participants were also presented with information regarding
S’s beliefs about whether L was aware of the issue of whether p was the case and S’s
beliefs about whether L had correct (implicit) beliefs about whether p was the case.
Participants were then asked what, if anything, S would say to L in this situation.
Participants’ responses to this question would illustrate how frequently they believed
that a speaker would send no message, an explicitly redundant message, or a nonexplicitly redundant message given the speaker’s beliefs about the listener’s beliefs
about p and the speaker’s beliefs about the listener’s awareness of p.
These experimental results could then be compared to both the qualitative predictions made by the pragmatic resolution to the puzzle of explicit redundancy, outlined
in §6.2 and §6.3, and the quantitative predictions of a level-2 pragmatic speaker in
the RSA model presented in §6.5. Qualitatively, we would expect to see S send an
explicitly redundant message when S believes L to have correct implicit beliefs about
p but to be unaware of p. In contrast, we would expect to see S send a non-explicitly
redundant message when S believes L to have incorrect implicit beliefs about p. Finally, we would expect S to say nothing when S believes that L is both well-informed
about p and aware of p. The precise quantitative predictions made by the RSA model
greatly depend upon the parameters of that model. The strategy pursued below is to
fit an RSA model to the experimental data such that the level-2 pragmatic speaker in
the model approximates the behavior of S indicated by the study participants. The
validity of the RSA model can then be judged by seeing how closely the model is able
to fit the experimental data.
Given this general setup for Experiment 2, consider how participants could be
informed about S’s beliefs about whether L is aware of the issue of whether p is the
case. Such information must be represented numerically in the RSA model as PS2 (a),
so it was necessary to map information provided to participants in Experiment 2 to
such a probability. One option would be to directly present study participants with
some numerical measure of this probability, which could then be directly incorporated
into the RSA model, but there are problems with doing so. First, numerically precise
descriptions of an agent’s beliefs, such as that shown in (1), are relatively unnatural.
(1) S believed that there was a 72% likelihood that L was thinking about whether
p was the case.
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Instead, S’s beliefs about the likelihood that L was aware of the relevant issue were
described in Experiment 2 with a more naturalistic expression along the lines of (2).
(2) S said, “I think it is likely that L is thinking about whether p is the case.”
However, to implement the RSA model, numerical values for S’s beliefs about L’s
awareness state were still necessary. Therefore, Experiment 1a measured how experimental participants would map a qualitative descriptions of beliefs about L’s
awareness of p, as shown in (2), to probabilities.
Next, consider how participants in Experiment 2 could be informed about S’s
beliefs about L’s implicit beliefs in p. Again, this information is represented numerically in the RSA model as PS2 (bl ), but I ruled out providing a precise probabilistic
measure of S’s beliefs in favor of a more naturalistic description. One option would
be to provide a description such as (3).
(3) S said, “I think it’s likely that L believes p.”
However, such a description was problematic in that it could plausibly be interpreted
by study participants as describing S’s beliefs about L’s explicit beliefs about p (cf.
Yalcin 2011). In order to provide information about S’s beliefs about L’s implicit
beliefs, descriptions regarding S’s beliefs that L had previously encountered the information that p was the case were provided (4).
(4) S said, “I think it’s likely that L has heard that p.”
Again, in order to implement the RSA model, numerical values for S’s beliefs about
L’s beliefs about p were necessary. Therefore, Experiment 1a also measured how
participants would map qualitative descriptions such as (4) to the probability that S
assigned to L having heard that p.
However, the likelihood that L had heard or encountered some information is not
precisely what the RSA model requires. If we allow h to denote the event of L having
heard that p is the case and again take S to be a level-2 speaker, this approach gives
a measurement for PS2 (h). To obtain PS2 (bl ), we require measurements of PS2 (bl |h)
and PS2 (bl |¬h), i.e. the probability that L would assign to p if L had heard that p
was the case and the probability that L would assign to p if L had not heard that p
was the case. These values were measured in Experiment 1b.
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Experiment 1a
Method

Participants
700 participants from within the United States were recruited via Amazon Mechanical
Turk for Experiments 1a and 2. At the start of the experiment, participants were
randomly assigned to participate in either Experiment 1a or Experiment 2, with
participants having a 1/3 probability of being assigned to Experiment 1a. In total,
256 participants were assigned to Experiment 1a. All participants were paid $0.30
for their participation. Participants took an average of three minutes and thirtynine seconds to complete Experiment 1a. Six participants were excluded from the
analysis for indicating that they were non-native English speakers. An additional
thirty-seven participants were excluded from the analysis due to inaccurate answers
on filler items.1
Stimuli
Participants read a paragraph-length description of a situation involving at least two
individuals, who I refer to as S and L. In each situation, L was described as facing
some decision problem, and S was described as knowing some information p that was
relevant for the resolution of L’s decision problem. For target items, participants were
shown a statement by S indicating whether S considered it likely or unlikely that L
had heard or observed that p was the case and a statement from S indicating whether
S considered it likely or unlikely that L was thinking about the issue of whether p
was the case. For non-target items, participants were shown either two statements
by S about the described situation or one statement each from S and L about the
described situation.
Each target item included one of two types of dependent measures. In the first
type of target item, participants were asked to indicate the probability that S assigned
to the proposition that L was thinking about the issue of whether p was the case.
1

Thus, approximately 15% of native English speaker participants being excluded from the analysis.
While this percentage may seem high prima facie, the stimuli in this experiment included somewhat
complicated descriptions of scenarios that required participants to pay relatively close attention to
what they were reading. In addition, approximately 15% of native English speaker participants
failed to provide accurate answers to filler items in Experiment 2 and in pilot versions of both
Experiments 1a and 2. For these reasons, the number of participants excluded on the basis of their
accuracy on filler items was acceptable.
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In the second type of target item, participants were asked to indicate the probability
that S assigned to the proposition that L had heard or observed that p was the case.
For non-target items, participants were asked to indicate the probability of some other
proposition related to the situation described. In all non-target items, the description
of the scenario made it clear whether this proposition should have been assigned a
probability greater than or less than 50%. Participants responded to all items by
using a sliding scale that allowed responses between 0% and 100%.
To illustrate, I o↵er the following examples of target and non-target items.2 Example (5) shows an example of a target item with the first type of dependent measure,
i.e. that which measured the probability that S assigned to L being aware of the issue
of whether p was the case. In this example, Joel is S and Ana is L.
(5) Last weekend, Joel and Ana were trying to decide which movie to see, Extreme Danger or Fatal Revenge. Joel knew that Fatal Revenge would only be
in theaters for another week, but that Extreme Danger would be in theaters
for another month.
Joel said, “I think that it’s likely that Ana had heard how long
each movie will be in theaters.” Joel also said, “But I think it’s
unlikely that Ana is thinking about how much longer each will be
in theaters.”
How likely did Joel consider it that Ana was thinking about how much longer
the movies would be in theaters?
An example target item with the second type of dependent measure would begin
with the same first two initial paragraphs as (5), but would conclude with a di↵erent
question:
(6) How likely did Joel consider it that Ana had heard about how much longer
the movies would be in theaters?
An example non-target item would have begun with the same initial paragraph as
(5), but would have been concluded as follows:
(7) Joel said, “Based on the reviews I’ve read, I think it is likely that
we’ll enjoy Extreme Danger.” Ana said, “Based on the reviews I’ve
2

A full list of stimuli used for Experiment 1a, Experiment 1b, and Experiment 2 appear in Appendix
B.
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read, I think it is unlikely that we will enjoy Fatal Revenge.”
How likely was it that Joel and Ana saw Extreme Danger ?
Procedure
Participants began by reading instructions detailing the task they would be performing. They next completed three warm-up, non-target items, for which they received
feedback. After this, participants completed five items, two of which were target
items. The order of scenarios within the warm-up and non-warm-up blocks was fully
randomized for each participant. The names appearing in each scenario were also
fully randomize for each participant. The order of target and non-target items within
the non-warm-up block was randomized, with the exception that the two target items
were separated by at least one non-target item.
For each item, the sliding scale that participants used to record their answers was
initialized at the midpoint of the scale. Participants were required to adjust the scale
before they were allowed advance to the next item. When a participant adjusted
the scale, a numerical value was displayed below the scale to show the value that the
participant had chosen. After completing all items, participants were asked to provide
their native language and were allowed to provide feedback on the study. Reaction
times were calculated for each item for each participant, measured from the time the
page loaded until the time the participant clicked a button to advance to the next
item.

7.1.2

Results & Discussion

For all analyses, data was excluded from participants who indicated that their native
language was not English and who answered at least two of the non-warm-up filler
items incorrectly. In addition, all data points whose log-transformed reaction times
di↵ered from the mean log-transformed reaction time of all responses by more than
two standard deviations were excluded from the analysis.
Plots of the main results are shown in Figures 7.1 and 7.2. These results are quite
intuitive in that participants estimated the probability S assigned to L having heard
that p higher when S said that it was likely that L had heard that p than when S
said that it was unlikely that L had heard that p. Similarly, participants estimated
the probability that S assigned to L thinking about p as higher when S said that it
was likely that L was thinking about p than when S said that it was unlikely that L
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How likely did S consider it that L had heard that p ?
100

S 's description of likelihood
that L was thinking about p
Likely
Unlikely

Percent

75

50

25

0
Likely
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S 's description of likelihood that L had heard that p

Figure 7.1: Mean probabilities assigned to the individual having heard the relevant
information in each condition of Experiment 1a. Error bars represented 95% bootstrapped confidence intervals.
was thinking about p.
None of the above results should be surprising, but the plots in Figures 7.1 and
7.2 also suggest two additional main e↵ects. In general, it appears that if S described
L as being unlikely to be attending to p, participants thought that S assigned a lower
likelihood to L having heard that p, independently of S’s description of the likelihood
that L had heard that p. Similarly, when S described L as being unlikely to have
heard that p, participants took S to assign a lower probability to L thinking about p,
independently of S’s description of the likelihood that L was thinking about p. While
this set of apparent e↵ects is not as intuitive as the first set, there is some rational
justification for them. If an agent is not thinking about the issue of whether p is the
case, it seems plausible that the agent is less likely to have sought out an answer to
whether p is the case and therefore less likely to have heard that p is the case. If an
agent has heard that p is the case, then this will presumably have caused the agent
to think about whether was the case p in the past and, in turn, made it more likely
that the agent is currently thinking about whether p is the case.
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How likely did S consider it that L was thinking about p ?
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S 's description of likelihood
that L had heard that p
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Figure 7.2: Mean probabilities assigned to the individual being aware of the relevant
issue in each condition of Experiment 1a. Error bars represented 95% bootstrapped
confidence intervals.
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To more rigorously analyze these e↵ects, I fit two mixed-e↵ects linear regressions.3
The first predicted the probability that participants indicated that S assigned to L
previously having heard that p. The second predicted the probability that participants
indicated S assigned to L thinking about whether p was the case. In both models,
S’s description of the likelihood that L had previously heard the information (either
“likely” or “unlikely”) and S’s description of the likelihood that L was thinking about
the issue (again, either “likely” or “unlikely”) were included as predictors, as was the
interaction between these two terms. For each scenario, random slopes and intercepts
were fit for both predictors, as well as the interaction term.
The first model showed a significant main e↵ect of S’s description of the likelihood
that L had previously heard the information on the probability that S assigned to
L having previously heard the information ( = 61.72, t = 24.84, p < 0.001).4 No
other e↵ects were shown to be significant. The second model revealed a main e↵ect
of S’s description of the likelihood that L was thinking about p on the probability
that S assigned to L thinking about p ( = 64.04, t = 27.05, p < 0.001). In addition,
this model revealed a small, marginally significant main e↵ect of S’s description of
the likelihood that L had heard that p on the probability that S assigned to L
thinking about p ( = 4.02, t = 1.87, p = 0.031). The model revealed no significant
interactions. Thus, the models confirmed the existence of the primary main e↵ects
observed above. In addition, a main e↵ect of a smaller magnitude seems to exist such
that participants indicated that S took L to be less likely to be attending to p if S
described L as having heard that p.
Again, the main purpose of Experiment 1a was to obtain a mapping from qualitative descriptions of an agent’s beliefs about another agent to probabilities which
could then be used as inputs to the RSA model for redundant utterances. The RSA
model only requires a single value for PS2 (a), the probability that S2 assigns to the
listener being aware of p. For each experimental condition, I take this value to correspond to the mean of the responses from participants regarding S’s beliefs that L
was thinking about whether p was the case. In contrast, in the RSA model, S2 ’s
beliefs about the listener’s implicit beliefs take the form of a distribution over values
of bl , the subjective probability the listener assigns to p, rather than a single value.
However, as mentioned above, the results from Experiment 1a are not sufficient to
derive a distribution over values of bl . Rather, the values obtained from Experiment
3

All mixed-e↵ects linear regressions discussed in this chapter were fit using R version 3.3.3 with the
lmer function from the lme4 package.
4
In all cases, p-values were estimated by treating the t-values as if they were z-values (Barr et al.
2013).
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1a are sufficient to measure PS2 (h), the probability that S2 assigns to the listener
having heard or observed that p. In each condition, I take this value to correspond
to the mean response from participants regarding S’s beliefs that L had heard or
observed that p.

7.2
7.2.1

Experiment 1b
Methods

Participants
200 participants from within the United States were recruited via Amazon Mechanical
Turk for Experiments 1a and 2. All participants were paid $0.30 for their participation. Participants took an average of three minutes to complete Experiment 1b.
Eight participants were excluded from the analysis for indicating that they were nonnative English speakers. An additional twenty-three participants were excluded from
the analysis due to inaccurate answers on filler items.
Stimuli
The stimuli for Experiment 1b involved descriptions of situations similar to those
presented in Experiment 1a. Situations described in target items involved only one
individual, who I refer to as L, and included a description of whether L had heard
or had observed some information p, which was relevant to the situation described.
Participants were then asked to estimate the probability that L assigned to p given
that L had (or had not) heard or observed p. Situations described in non-target
items involved multiple individuals. In non-target items, participants were asked to
estimate the probability of some proposition relevant to the situation described. As
in Experiment 1a, for all non-target items, the description of the scenario made it
clear whether this proposition should have been assigned a probability greater than
or less than 50%. Participants indicated their responses using a sliding scale that
allowed for responses between 0% and 100%, as in Experiment 1a.
An example target item in Experiment 1b is presented in (8).
(8) Michelle was planning to take a vacation, but had not yet booked her flight.
She was considering flying with either Oceanic Airlines or South Pacific Airlines. Oceanic Airlines o↵ered free wifi on their flights.
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Michelle had not previously heard that Oceanic Airlines o↵ered free
wifi.
Given that Michelle had not heard that Oceanic Airlines o↵ered free wifi, how
likely did she consider it that Oceanic Airlines would o↵er free wifi?
An example non-target item is shown in (9).
(9) Michelle and Dan were talking about upcoming vacations that they planned
to take separately. Each was considering either flying with Oceanic Airlines
or South Pacific Airlines. Oceanic Airlines o↵ered free wifi on their flights,
and South Pacific Airlines allowed passengers to check an extra bag for free.
Michelle mentioned to Dan that she would like to use wifi on the
flight. Dan mentioned that he usually took a lot of luggage when
travelling.
How likely was it that Dan decided to book with Oceanic Airlines?
Procedure
The procedure was identical to that in Experiment 1a.

7.2.2

Results & Discussion

As in Experiment 1a, data was excluded from participants who indicated that their
native language was not English and who answered at least two of the non-warm-up
filler items incorrectly. In addition, all data points whose log-transformed reaction
times di↵ered from the mean log-transformed reaction time of all responses by more
than two standard deviations were excluded from the analysis.
A plot of the overall results of Experiment 1b are shown in Figure 7.3. The main
result is unsurprising; when participants were informed that L had heard or observed
p, then estimated L’s subjective probability that p was the case to be much higher
than when they were informed that L had not hear or observed p.
However, the details of these results are more nuanced than they appear at first.
First, note that there was greater variance in responses in the condition in which
L was described as not having heard or observed p (s2 = 773.37) than when L
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How likely did L consider it that p was the case?
100

Probability

75
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25

0
Yes

No

Had L heard or observed p ?

Figure 7.3: Mean probabilities assigned to L believing that p was the case, given that
L had or had not heard or observed p, in Experiment 1b. Error bars represented 95%
bootstrapped confidence intervals.
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Figure 7.4: Mean probabilities assigned to L believing that p was the case, given that
L had or had not heard or observed p and by condition, in Experiment 1b. Error
bars represented 95% bootstrapped confidence intervals.
was described as having heard or observed p (s2 = 273.48).5 The di↵erence in these
variances has an intuitive explanation. If L had heard or observed that p was the case,
it is reasonable to expect L’s belief in p to be at or near 100%. We would therefore
expect participants’ responses to be closely clustered at this end of the scale. If
instead L has not heard or observed that p is the case, participants’ expectations
about L’s belief in p may resemble participants’ prior estimations of the likelihood of
p. These prior estimations will depend greatly on exactly what the content of p is in
the given situation described.
Figure 7.4 shows participants’ mean responses based on both the description of
whether L had heard or observed that p and the context described. The plot suggests
that for certain contexts, such as “Movie” and “Flight,” participants estimated L’s
beliefs as higher when L was described as not having heard or observed that p than
they did in contexts such as “Baking” and “Lunch.” To analyze these e↵ects, I fit
5

The di↵erence in these variances was found to be statistically significant by Levene’s Test (F =
30.69, p < 0.001).
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a linear mixed-e↵ects model predicting participants’ responses from the description
of whether L had or had not heard or observed that p and the described context, as
well as the interaction between these two terms. Random intercepts were included
for each participant. This model revealed a significant main e↵ect of the description
of whether L had heard or observed that p ( = 70.66, t = 13.00, p < 0.001), but
no significant main e↵ects of the described context. Significant interaction e↵ects
between the description of whether L had heard or observed p and the contexts
“Movie,” ( = 31.32, t = 4.00, p = 0.001) “Flight” ( = 29.30, t = 3.82, p = 0.002)
and “Party” ( = 18.69, t = 2.46, p = 0.007). These results confirm that for some
contexts, participants estimated L’s beliefs as higher when L was described as not
having heard or observed that p than they did for other contexts.
Again, the primary purpose of conducting Experiment 1b was to gain a measure
of the distribution over L’s beliefs given that L had heard or observed that p and
given that L had not heard or observed that p. Because of the variation in responses
across di↵erent scenarios, I fit separate beta distributions over the likelihood that
L assigned to the relevant proposition p for each scenario, either given that L had
heard or observed that p or given that L had not heard or observed that p.6 Fitted
distributions are show in Figures 7.5 and 7.6.
Note that for each context, the distributions in the conditions in which L was
described as having not heard or observed that p and the distributions in the conditions in which L was described as having heard or observed that p are not symmetric.
In general, while the fitted distributions for the condition in which L had heard or
observed that p place very little probability mass on low values of bl , the fitted distributions for the the condition in which L had not heard or observed that p place a fair
amount of the probability mass on high values of bl . This is particularly true for the
“Movie” and “Flight” conditions. This can be interpreted as showing that at least
some participants took L to assign the relevant proposition p a high prior probability
in these contexts, even when L did not have direct evidence that p was the case.
6

All beta distributions were fit using R version 3.3.3 with the fitdistr function from the MASS
library.
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Figure 7.5: Fitted distributions over values of bl given that L had not heard or
observed that p (left) or had heard or observed that p (right), for contexts “Baking,”
“Flight,” and “Lunch” in Experiment 1b.
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P(bl|h) in context "Movie"
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Figure 7.6: Fitted distributions over values of bl given that L had not heard or
observed that p (left) or had heard or observed that p (right), for contexts “Movie”
and “Party” in Experiment 1b.
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Experiment 2
Method

Participants
As discussed in §7.2.1 above, 700 participants from within the United States were
recruited via Amazon Mechanical Turk for Experiments 1a and 2. At the start of the
experiment, participants were randomly assigned to participate in either Experiment
1a or Experiment 2, with participants having a 2/3 probability of being assigned to
Experiment 2. 444 participants were assigned to Experiment 2. All participants were
paid $0.30 for their participation. Participants took an average of four minutes and
fifty-five seconds to complete Experiment 2. Fourteen participants were excluded from
the analysis for indicating that they were non-native English speakers. An additional
fifty-five participants were excluded from the analysis due to inaccurate answers on
filler items.
Stimuli
The stimuli for Experiment 2 were largely identical to those used in Experiment 1a,
with the exception of the dependent measure. After reading the initial description
of the context in both target and non-target items, study participants were asked
to predict what S said to L in the described context, choosing from a set of five
pre-determined options. For all items, one of the five options allowed participants
to indicate that they thought that S did not say anything to L. For target items,
choices for S’s statement included the options of asserting p outright, uttering “Don’t
forget that p,” asserting q, some salient alternative to p that was false in the context
described, or uttering “Don’t forget that q.” In non-target items, choices included
other statements that were relevant to the described context. For non-target items,
these choices included only one or two responses that were sensible for S to say in
the described context.
Note that the possible responses used in target items in Experiment 2 did not
include an explicitly redundant assertion. Rather, the expression “Don’t forget that
p,” was used as a proxy for explicitly redundant assertions. These proxy expressions
were mnemonic imperatives with finite complements, discussed above in §5.4. I opted
to use these mnemonic imperatives, rather than explicitly redundant assertions, because I judged them to be more naturalistic utterances in informal conversations like
those described in the experiment. At the same time, these expressions exhibit core
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properties that they share with explicitly redundant assertions that made them viable
substitutes in this experiment. An utterance of “Don’t forget that p” is similar to
an explicitly redundant assertion such as “As we both know, p” in that it communicates both that the speaker believes that p is the case and that the speaker takes the
listener to already believe that p is the case.
To illustrate, I o↵er the following examples of target and non-target items. Example (10) shows an example of a target item in Experiment 2.
(10) Sarah and Chris were discussing what they planned to bring to a potluck dinner later that week. Chris said that he planned to bake a dessert, but wasn’t
sure what to make. Sarah knew that the dinner’s host was allergic to nuts.
Sarah thought that it was likely that Chris knew about the host’s
allergy, and that it was likely that he was thinking about allergies
the dinner attendees might have.
What, if anything, do you think that Sarah said to Chris about the dinner
host’s allergy?
• Sarah did not say anything to Chris.

• “The dinner host is allergic to nuts.”

• “Don’t forget that the dinner host is allergic to nuts.”
• “The dinner host loves nuts.”

• “Don’t forget that the dinner host loves nuts.”
An example non-target item is shown in (11).
(11) Sarah and Chris were discussing what they planned to bring to a potluck dinner later that week. Chris said that he planned to bake a dessert, but wasn’t
sure what to make. Sarah knew that the dinner’s host was allergic to nuts.
Sarah thought that it was unlikely that Chris knew about the host’s
allergy, but that it was likely that he wanted to bake something containing nuts.
What, if anything, do you think that Sarah said to Chris about the dinner
host’s allergy?
• Sarah did not say anything to Chris.
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• “The dinner host doesn’t have any allergies.”
• “The dinner host is allergic to nuts.”
• “The dinner host is allergic to shellfish.”
• “I don’t know if the dinner host has any allergies.”
Procedure
The procedure was identical to that in Experiment 1a, with the exception that each
participant only saw one target item.

7.3.2

Results & Discussion

As in Experiments 1a and 1b, data was excluded from participants who indicated
that their native language was not English and who answered at least two of the nonwarm-up filler items incorrectly. In addition, all data points whose log-transformed
reaction times di↵ered from the mean log-transformed reaction time of all responses
by more than two standard deviations were excluded from the analysis.
Plots of the main results from Experiment 2, along with simulated results from
the RSA model fitted to the experimental data are shown in Figures 7.7–7.9. These
plots exclude the percentages of respondents who indicated either that S asserted
q or that S uttered “Don’t forget that q,” as these numbers were negligable for all
conditions. The plots show that the general trend of responses was as predicted.
Participants were much more likely to respond that S asserted p when S considered
it unlikely that L had previously heard that p than when S considered it likely that
L had heard that p. In contrast, participants believed that S was more likely to send
the message “Don’t forget that p” when S considered it likely that L had heard that
p, as opposed to when S considered it unlikely that L had heard that p. Participants
were most likely to respond that S said nothing to L when S believed that L had
likely already heard that p and when S believed that L was thinking about p.
These predictions are broadly in line with the intuitive judgments motivating the
pragmatic model introduced in the previous chapter. When a speaker believes that
some information is new to a listener, the speaker will assert that information outright.
When a speaker believes that some information is already known to the listener, but
nonetheless wishes to ensure that the listener is aware of that information, the speaker
will use an expression that communicates the speaker’s belief that the information is
listener-old, even if that expression is more complex than an alternative. Finally, if
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How frequently does S say nothing when
thinking it likely that L had heard that p?
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Figure 7.7: Frequency with which participants in Experiment 2 indicated that S said
nothing by experimental condition. Results are not shown for conditions in which
S indicated it was unlikely that L had heard that p, as percentages were at or near
0%. Simulated results from optimal RSA model fit to experimental data are shown
in blue. Error bars represented 95% bootstrapped confidence intervals.
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How frequently does S utter p when
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thinking it unlikely that L had heard that p?
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Figure 7.8: Frequency with which participants in Experiment 2 indicated that S
asserted “p” by experimental condition. Simulated results from optimal RSA model
fit to experimental data are shown in blue. Error bars represented 95% bootstrapped
confidence intervals.
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How frequently does S utter "Don't forget that p"
when thinking it likely that L had heard that p?
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How frequently does S utter "Don't forget that p"
when thinking it unlikely that L had heard that p?
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Figure 7.9: Frequency with which participants in Experiment 2 indicated that S
uttered “Don’t forget that p” by experimental condition. Simulated results from
optimal RSA model fit to experimental data are shown in blue. Error bars represented
95% bootstrapped confidence intervals.
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a speaker believes that some information is already known to a listener and that the
listener is already actively attending to the issue, the speaker is more likely to say
nothing.
One striking result of Experiment 2 is that participants were quite comfortable
indicating that S would send the message “Don’t forget that p” even when S believed
that it was unlikely that L had previously heard or encountered that p. Given S’s
belief that L was unlikely to have previously heard or encountered that p, participants
indicated that S would send the message “Don’t forget that p” between 41% and 44%
of the time, depending upon S’s beliefs about whether L was thinking about p. Given
the semantics of mnemonic verbs with finite complements (cf. Chapter 5), this message should be infelicitous in these contexts without presupposition accommodation
on the part of L. In contrast, the message “p” would have been completely felicitous
in these contexts and would not have required any accommodation on the part of L.
The experimental results show that study participants were quite willing to have S
send a more polite and more complex message, following the reasoning outlined in
§6.3, even if this came at the cost either of infelicity or of requiring L to perform some
form of accommodation.7
The largest e↵ect observed in Experiment 2 was the main e↵ect of the S’s description about whether S believed L had previously heard or encountered that p. In
contrast, the e↵ect of S’s description about whether S believed L was thinking about
p was much more muted. At first glance, the small e↵ect size associated with this
manipulation may appear to be a disappointing result. However, this small e↵ect it
is entirely consistent with the type of pragmatic reasoning argued for in the previous
chapter. To understand why this result would be observed, first consider the case of
a speaker who thinks it unlikely that a listener has the correct implicit beliefs about
an issue at hand. In this case, whether the listener is actively considering the issue
does not enter into the speaker’s choice of utterance, or whether to utter anything
at all. Regardless of the listener’s awareness state, the speaker must produce some
utterance that ensures the listener comes to have correct beliefs. Any utterance the
speaker chooses to accomplish this will, as a side e↵ect, ensure that the listener is
aware of the relevant issue. Therefore, we should not expect to see any e↵ect of
S’s description about whether L was thinking about p in experimental conditions in
7

Of course, in those conditions in which S believed L was unlikely to have heard that p, the accommodation on the part of L would serve S’s goal of informing L about p. However, I take it that
this goal would be accomplished in a more straightforward manner if S instead sent the message
“p.” On this view, the additional politeness of the message “Don’t forget that p” outweighs any
cost associated with informing L about p in a more indirect fashion.
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which S thought it unlikely that L had heard or encountered that p.
Now consider those cases in which a speaker believes a listener to already have
accurate implicit beliefs about the relevant issue. Only in this case will the speaker’s
beliefs about the listener’s awareness state influence what, if anything, the speaker
will say. We should predict that the speaker will opt to say nothing when the speaker
believes the listener to be actively considering the issue and to otherwise say something to raise the listener’s awareness of the issue. This prediction is borne out in the
experimental data in so far as the only condition in which a non-negligible proportion
of study participants indicated that S would say nothing to L was when S believed
that L had previously heard or encountered that p and believed that L was actively
thinking about p.8
Viewed from this perspective, the only thing that is somewhat puzzling about
the experimental results is that even when S thought it was likely that L believed
p and that L was aware of p condition, only 30% of participants believed that S
would say nothing to L. Rationally, it would seem that this percentage ought to
be higher since there is little benefit to be derived from uttering any message in
this condition. However, it is plausible that study participants took S to adopt a
conservative, “better safe than sorry” approach. S only thought it was likely that L
had heard that p and that L was considering p. S was not absolutely sure of either,
so it might have been worth uttering something to guarantee that L was both wellinformed about p and aware of p. Moreover, the non-null utterances may not have
appeared particularly costly to study participants. This was especially true given
that, for the study participants, indicating that S said something was exactly as
difficult as indicating that S said nothing. Both responses required the participants
to choose one option from a list. Since participants did not directly experience a
greater cost for themselves when selecting complex utterances, they may not have
fully factored considerations regarding message complexity into their responses.
Overall, the experimental results were qualitatively consistent with the claims
of the previous chapter. To confirm whether these results were also quantitatively
consistent with the RSA model presented in that chapter, I fit an RSA model to the
experimental data. In doing so, I treated participant responses that S said “p” as
the message p in the RSA model, responses that S said “Don’t forget that p” as the
message uninf orm(p) in the RSA model, and responses that S said nothing as the
8

A two-tailed z-test confirms that the proportion of participants indicating that S would say nothing
when S believed L to have heard that p and to be aware of p di↵ers significantly from the proportion
of participants indicating that S would say nothing when S believed L to have heard that p and
to be unaware of p (z = 3.53, p < 0.001).
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Model
Full RSA
No World Informativity
No Belief Informativity
No Politeness
No Unawareness Cost
No Message Costs

Log Likelihood
–272.02
493.86
297.60
311.99
276.60
277.43

AIC
556.04
997.72
605.20
633.98
563.20
562.86
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BIC
579.12
1016.95
624.43
653.21
582.43
578.25

Table 7.1: Comparison of various RSA models’ fits to experimental data in Experiment 2. The full RSA model achieves the closest fit to the data and has the lowest
AIC and BIC scores of all models. See Appendix C for full details of how RSA models
were fit.
null message in the RSA model. Model parameters were then fit using a variant of
gradient descent to produce a level-2 speaker S2 that would send these messages with
probabilities that maximized the likelihood of the experimental data.9
The plots in Figures 7.7–7.9 reveal that the simulated data from the RSA model
were able to match the general trends of the experimental data, fitting the data quite
closely in several conditions. In order to further evaluate this model, I calculated
the log likelihood of the experimental data according to the optimal RSA model, as
well as the Akaike information criterion (AIC) and Bayesian information criterion
(BIC), two measures that balance a model’s goodness of fit against the number of
free parameters in the model.10 In comparing models, those with lower AIC or BIC
scores are favorable to those with higher scores. I then evaluated the performance
of the RSA model against two other types of models. First, in order to examine
the relevance of the full RSA model proposed in Chapter 6, I compared this model’s
optimal fit to the experimental data against the optimal fit of simpler RSA models
that excluded one of the components of S2 ’s utility function. The log likelihood of
the data, AIC, and BIC for each of these models is shown in Table 7.1.
Comparing the performance of the various RSA models shown in Table 7.1, we
see that the full model proposed in Chapter 6 fares the best on all metrics with
one exception. The model including no message costs has a (slightly) lower BIC score
than the full RSA model.11 In general, even in the optimal RSA model, message costs
9

Additional details regarding how the RSA model was fit to the data appear in Appendix C.
If L̂ is the maximum likelihood of the observed data for a model and k is the number of free
parameters in the model, then AIC = 2k 2 log(L̂). If n is the number of observations in the data,
then BIC = log(n)k 2 log(L̂).
11
The RSA model with no message costs was able to achieve a lower BIC score than the full RSA
10
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were relatively small.12 As discussed above, study participants did not experience
any additional cost in choosing more complex messages. For this reason, message
complexity may not have played a major role in driving participants’ responses.
By comparing the performance of these models, we can also see which components
of the RSA are most crucial in producing accurate predictions. In general, we can
reason that those RSA models that assign the lowest log likelihoods to the experimental data are missing the components that are most important for explaining the data.
From this perspective, the world informativity term, i.e. the term that ensures that a
speaker accurately communicates whether p is the case, is the most important. The
politeness term, which states that the speakers derives utility from sending messages
that communicate that the speaker and the listener already share similar beliefs, is
the second most important term. This is followed by the belief informativity term,
which deals with the utility the speaker derives from accurately communicating to
the listener the speaker’s beliefs about the listener’s beliefs. The relative importance
of the politeness and belief informativity terms is consistent with the observation
discussed above that study participants took S to prioritize politeness, even when
this would cause S to send a message that was inconsistent with S’s beliefs about L.
Finally, the costs associated with leaving the listener unaware of the relevant issue
and the costs associated with the messages are among the least important terms.
Although the RSA model without message costs achieved the lowest BIC score,
the full RSA model, including message costs, still provided the best overall fit to
the experimental data and had the lowest AIC score. This provides evidence that
each of the terms present in the level-2 speaker’s utility function US2 in the full
model contributes to producing more empirically accurate predictions. Note, however,
that this comparison does not provide information about how well the RSA model
compares to other, non-RSA models of the experimental data. Therefore, I also
compared the full RSA model to a set of multinomial logistic regressions.13 Each
of these models predicted the probability with which participants indicated that S
would say nothing to L, would assert “p,” or would utter “Don’t forgt that p.” These
model since the former model contains two fewer free parameters than the latter. These two
additional parameters correspond to the message cost for the messages p and ¬p and the cost
for the messages uninf orm(p) and uninf orm(¬p), respectively. Since BIC penalizes additional
free parameters more harshly than AIC, the full RSA model has a lower AIC score than the RSA
model with no message costs.
12
In particular, the cost of message p, C(p), was approximately 0.146, while the cost for the message
uninf orm(p), C(uninf orm(p)) was approximately 0.208.
13
All multinomial logistic regressions were fit using R version 3.3.3 with the multinom function from
the nnet package.
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Model
Log Likelihood
Full RSA
272.02
Multinomial Logistic 1
318.34
Multinomial Logistic 2
253.22
Multinomial Logistic 3
–241.02

AIC
556.04
640.68
534.44
562.03
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BIC
579.12
648.38
588.33
716.00

Table 7.2: Comparison of full RSA model’s and multinomial logistic regressions’ fits
to experimental data in Experiment 2. The full RSA model achieves the closest fit to
the data and has the lowest AIC and BIC scores of all models. See Appendix C for
full details of how RSA models were fit.
models di↵ered with respect to whether they included only intercepts (Multinomial
Logistic 1), predictors based on the context, whether S considered it likely or unlikely
that L had heard or observed that p and whether S considered it likely or unlikely
that L was thinking about p (Multinomial Logistic 2), or the above predictors as well
as interaction terms for each variable (Multinomial Logistic 3). The results for these
models are shown in Table 7.2.
We see that while the RSA model performs favorably compared to the interceptsonly model, Multinomial Logistic 1, on all measures. The RSA model also outperforms all multinomial logistic models in BIC and has a lower AIC score than all
models other than Multinomial Logistic 2. The results in Table 7.2 also show that
there is a fair amount of variation that remains unexplained by the RSA model, as
evidenced by the fact that both the Multinomial Logistic 2 and Multinomial Logistic
3 models assign the experimental data a greater log likelihood than the RSA model.
Nonetheless, the RSA model achieves comparable to these multinomial logistic models. It is also possible that the RSA model’s fit to the data of Experiment 2 could be
improved by changing some of the modelling choices laid out in Appendix C, although
I leave this exploration for future work.
There are also several important ways in which the RSA model is advantageous in
comparison with the multinomial logistic regressions, despite producing a somewhat
poorer fit to the data. First, the RSA model has a theoretical motivation, laid
out in Chapter 6, that is lacking from the multinomial logistic regressions. While
these models can predict the behavior of study participants based on experimental
conditions, they lack any explicit connection to or motivation from a broader theory
of language use. Second, the RSA model is able to make predictions about speaker
behavior as the speaker’s beliefs about the listener vary along a continuous scale. For
example, the RSA model provides predictions about the speaker’s behavior for any
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probability in the interval [0, 1] that the speaker assigns to the listener being aware
of p and to any probability distribution over values of bl that the speaker may hold.
In contrast, the multinomial logistic regressions are restricted to making predictions
about the finite set of situations presented in Experiment 2. At this time, I have not
empirically investigated to what extent the RSA model’s predictions hold up when the
speaker’s beliefs about the listener take on additional values along these continuous
scales, but I leave this for future work.

7.4

Chapter Summary

This chapter discussed the results of three experiments designed to test the RSA
model developed in Chapter 6. Experiments 1a and 1b, discussed in §7.1 and §7.2,
respectively, were crucial for obtaining empirical measures of how particular descriptions about an agent’s beliefs could be mapped onto probabilities. Experiment 2,
discussed in §7.3, directly tested the predictions of the RSA model using the empirical measures obtained from Experiments 1a and 1b.
Overall, the results of Experiment 2 were consistent with the basic pragmatic
resolution to the puzzle of explicit redundancy discussed in Chapter 6. The RSA
model from Chapter 6 was shown to provide a fit to the data comparable to fits
obtained from multinomial logistic regressions of varying degrees of complexity. While
there remains some variation in the data unexplained by the RSA model, the results
of Experiment 2 can be seen as providing a basic confirmation of the pragmatic
resolution to the puzzle of explicit redundancy presented in Chapter 6.

Chapter 8
Conclusion & Directions for Future
Work
Given that the previous two chapters dealt with a puzzle that arose from the main
claims of this dissertation, but was somewhat tangential to these claims, I use this
final chapter to refocus on the broader arguments I have made. In this chapter,
I reiterate my central claims, but I also discuss some of the larger lessons that I
believe can be learned through examining the issues of redundancy and awareness.
In addition, I highlight a number of open problems related to these issues that I have
not addressed here, but which would be fruitful avenues for future research.
The first central claim of the preceding chapters is that speakers’ frequently produce utterances that are redundant with respect to their conventional discourse effects. Chapters 3, 4, and 5 show how redundant assertions, questions, and directives
may be defined, respectively, and show that each of these types of redundant utterances can be used felicitously. Given that the function that utterances serve in
discourse is generally understood in terms of their conventional discourse e↵ects, the
existence of redundant utterances raises the question of what purpose such utterances serve. The second central claim of the preceding chapters is that an important
function of redundant utterances is that of raising listeners’ awareness or drawing
listeners’ attention to some issue that has already been addressed or settled in the
discourse, but which listeners may be ignoring. Doing so may, in turn, serve further
purposes related to changing listeners’ explicit beliefs, assisting listeners in solving
some contextually relevant decision problem, or making it possible for the speaker to
structure a coherent discourse. Chapter 2 outlines the intuitions behind the notion of
awareness relevant to this point and presents a way to formally model agents’ states of
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awareness. Chapters 3, 4, and 5 each discuss how the redundant utterances identified
in these chapters may be used for awareness-raising purposes.
As mentioned above, Chapters 6 and 7 deal with a question that arises from
the central claims of the previous chapters. In particular, this question is why a
speaker would ever produce an utterance that is explicitly redundant when such an
utterance is more complex than an alternative, non-explicitly redundant utterance
that would also serve the speaker’s goals? In Chapter 6, I argue that explicitly
redundant utterances are preferred by speakers because they are more informative
than non-explicitly redundant alternatives. In particular, explicit redundancy is more
informative with respect to the speaker’s beliefs about the listener. In this chapter,
I also argue that the additional informativity of explicitly redundant utterances can
cause such utterances to be perceived as more polite than alternatives. Chapter 6
includes a formalization of this pragmatic reasoning in a Rational Speech Act (RSA)
framework. Chapter 7 provides experimental support for the claims of Chapter 6,
particularly for the formalization of these claims via the RSA model.
Beyond the specifics of the claims summarized above, the preceding chapters
should be seen as an argument for the more general point that the traditional models
used for representing linguistic discourse are incomplete. In particular, these models
fail to adequately account for certain realities of human psychology, including agents’
limited attentional and reasoning capacities. I doubt that any linguist or philosopher
of language would disagree with this assessment of these models, which are widely
understood as unrealistic, but useful abstractions. My broad claim is not that such
abstractions lack any utility, or even that traditional models are incorrect. Rather, I
claim that these models cannot provide a full understanding of important discursive
uses of natural language. A more complete understanding of these uses requires consideration of issues related to discourse participants’ awareness and attention. The
arguments of the preceding chapters reflects this stance, in that these arguments are
presented as reasons for modelling agents’ states of awareness in addition to, not instead of, modelling the discourse in terms of the common ground, the QUD stack, a
To-Do List, etc.
The arguments laid out in the preceding chapters should be seen as a starting
point for understanding the issues of redundancy and awareness in discourse, rather
than the final word on these matters. All of the issues raised here would benefit from
more thought and study. Below, I outline a few potential paths forward.
There are many ways that the awareness model presented in Chapter 2 could
be modified or extended. This model, following previous work such as Yalcin 2011,
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Bledin and Rawlins 2016, and Franke and de Jager 2011, treats agents’ states of
awareness simply in terms of propositions that they are aware or unaware of. But
there is potential to treat awareness and unawareness in a more fine-grained way. For
example, a model in the vein of that proposed by Board and Chung (2007) would allow
for modelling of agents’ unawareness of entities. Whether such a model is necessary
for capturing any linguistic phenomena remains to be seen. One possibility, alluded
to in Chapter 3, would be to use such a model for capturing the status of discourse
referents. Such a model could also potentially be applied to an account of quantifier
domain restriction. The idea here would be that such restriction is a manifestation
of agents’ unawareness of entities within the domain of quantification.
Another possible extension of the awareness model would be one that draws on
psychological research on human memory and attention. One possible use of such
a model would be to estimate the likelihood that an agent is aware of some issue
at a time t1 given that the agent was aware of the same issue at a previous time t0
based on various factors that are known to influence memory, e.g. the amount of time
elapsed between t1 and t0 . The usefulness of such a model for answering questions
of interest to linguists may not seem obvious, but I do not wish to prematurely rule
out that such a model could have linguistic applications. One potential application of
such a model would be to determine how well speakers can model their interlocutors’
awareness states. For example, such a model could be used to answer the question of
whether speakers use awareness-raising utterances more frequently when interlocutors
are actually less likely to be unaware of an issue. Answers to this question could play
a role in larger debates about the extent to which speakers engage in audience design
(Clark 1996; Clark and Carlson 1982; Horton and Keysar 1996; Schober and Brennan
2003).
Awareness models may also be extended in ways such that they are more closely
integrated with an overall theory of discourse. The proposal of Bledin and Rawlins
(2016) represents one step in this direction in that it ties awareness-raising utterances
to a new type of discourse move. Investigations into how speakers utilize awarenessraising utterances may reveal the existence of other types of discourse moves. Another
avenue ripe for exploration is the connection between awareness and discourse structure. As discussed in §2.2.2, work such as Grosz and Sidner 1986 and Walker 1996b
has argued for the importance of modelling awareness for the purpose of coherently
structuring discourses. However, such issues have played a less important role in more
recent work on discourse structure, such as Asher and Lascarides 2003 and Kehler
2002, 2005, 2011. Thus, there is work to be done in incorporating notions of awareness
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into this more recent work.
In addition to further investigations of how awareness plays a role in discourse,
there are many potential avenues for investigating other roles that redundancy plays.
While the focus of this dissertation has been the ways in which redundancy may
be used for awareness-raising purposes, my claim is not that redundant utterances
can only be explained in these terms. Chapter 3, particularly §3.2.1, discusses some
uses of uninformative assertions that are unrelated to a speaker’s attempt to raise a
listener’s awareness of an issue. But this discussion only scratches the surface of the
uses which redundant utterances can serve.
One particularly interesting case may be uses of redundant utterances whose purposes are mainly politeness-related or are motivated by a desire to build a sense
of shared camaraderie. Such uses were discussed briefly in Chapter 3 and again in
Chapter 6. In addition, the experimental results discussed in Chapter 7 suggest that
speakers will often use expressions that are false or whose presuppositions are not
satisfied in the current context if those expressions are more polite. While the discussions in these chapters o↵er a starting point for understanding such uses of redundant
utterances, they certainly do not give a complete account of these uses.
The RSA model presented in Chapter 6 represents one approach to capturing how
redundant utterances can be used for politeness-related goals. An important topic
for future research is how politeness may be better represented in RSA-style models
or other formal models of pragmatic reasoning. As discussed in Chapter 6, Yoon
et al. (2016, 2017) o↵er a di↵erent perspective on how the utility of utterances may
depend on a↵ective considerations, including politeness. The model in Chapter 6
di↵ers from that presented by Yoon et al. in that it attempts to derive a message’s
politeness-related utility from the inferences that listeners would draw from this message. However, the model of Chapter 6 is more limited than Yoon et al.’s in that
it can only capture one source of politeness. Whether and how various sources of
politeness should be represented in RSA-style models remain open questions. More
generally, there is work to be done in extending RSA models to incorporate additional
considerations that speakers make when choosing an utterance, whether or not these
considerations are related to politeness. And while the experimental results reported
in Chapter 7 provide some validation for the RSA model of Chapter 6, this model
and related pragmatic models are still ripe for further experimental exploration.
There are clearly a great many open questions related to awareness and redundancy that are still open for future research. I hope that the arguments presented here
have shed light on at least a few of these questions and have revealed the importance
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of reckoning with such questions in any full account of natural language discourse.

Appendix A
Additional Formal Details
A.1

Value of Epistemic Change

Recall example (4) from Chapter 2, which was used by Franke and de Jager (2011)
to show that changing an agent’s awareness state may have consequences for how the
agent resolves her decision problem. Franke and de Jager make a similar point with a
slightly di↵erent example. Suppose that Bob, an expert baker, visits his friend Farmer
Pickles, who is not an expert baker, and the two have the following conversation:
(1) Pickles: I was going to bake a cake but I haven’t got any eggs!
Bob: Did you think of making shortbread instead?
Pickles: I didn’t, in fact I didn’t even know that you don’t need eggs to make
shortbread! Thanks, Bob!
In (1), we again see a case of a speaker, Bob, raising awareness of a possibility, making
shortbread, for a listener, Pickles, without Bob having explicitly informed Pickles of
anything. Like Little Bo Peep, Pickles’s decision problem changes once he becomes
aware of the possibility of baking shortbread. But more than this, it appears that
Pickles learns something from Bob’s utterance. In particular, Pickles has learned that
shortbread requires eggs.
To model this interaction using the awareness model introduced in §2.3.3, we’ll
consider four worlds, so W = {w1 , w2 , w3 , w4 }. Worlds w1 and w2 are worlds in which
baking a cake requires eggs, whereas worlds w1 and w3 are worlds in which baking
shortbread requires eggs. Pickles has three actions available to him: bake a cake,
bake shortbread, or bake nothing. We have A = {cake, shortbread, nothing}.
i
i
Let MiPickles = hPPickles
, UPickles
i represent Pickles’s background model at index i.
i
We’ll take Pickles to believe that baking a cake requires eggs, so PPickles
({w1 , w2 }) =
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1, but to be completely undecided as to whether shortbread requires eggs, so we have
i
i
PPickles
({w1 , w3 }) = PPickles
({w2 , w4 }) = 0.5. Pickles’s utility function will encode
the fact that Pickles would prefer baking a cake over baking shortbread, so long as
the baked good in question does not require eggs. For both cake and shortbread, if
the food in question does require eggs, then attempting to bake it will have negative
utility. Regardless of whether eggs are required for making either baked good, doing
nothing will have a utility of 0. In particular, I assume the following:
8
>
1
if w 2 {w3 , w4 } ^ a = cake
>
>
>
>
>
>
<0.75 if w 2 {w2 , w4 } ^ a = shortbread
i
UPickles (w, a) = 0
if a = nothing
>
>
>
>
1 if w 2 {w1 , w2 } ^ a = cake
>
>
>
:
1 if w 2 {w1 , w3 } ^ a = shortbread

Let aiPickles = hUiPickles , viPickles , AiPickles i denote Pickles’s initial awareness state. I
take Pickles to initially be unaware of the issue of whether shortbread requires eggs.
If we let
2 AtL be a proposition letter such that V( ) = {w1 , w3 }, we have
i
UPickles = { }. However, I do not take Pickles to make any implicit assumptions
about whether shortbread requires eggs or not, so viPickles ( ) is undefined. The constraint in (34) in Chapter 2 does not allow us to derive that Pickles is unaware of of
the action shortbread, so we must separately stipulate that shortbread 2 AiPickles .1
Given Pickles’s initial decision problem, we find that EUiPickles (cake) = 1 and
EUiPickles (nothing) = 0. Thus, we expect Pickles to bake nothing.
Next, Bob speaks up. Let ? represent Bob’s utterance. This utterance should
i
raise awareness of the option of baking shortbread. Therefore, I assume PPickles
(? ) =
{shortbread}. Thus, as a result of Bob’s utterance, Pickles becomes aware of
the action of baking shortbread, Ai0Pickles (w) = ;. Note that Bob’s utterance does
not mention whether shortbread requires eggs, but I assume that it nonetheless
i
raises Pickles’s awareness of :
2 PPickles
(? ). After Bob’s utterance, we have
i0
UPickles = ;, and we find that the expected utility of baking cake and of doing nothing remain unchanged. Given what we have said so far, Bob’s utterance does not
1

This principle does not derive the desired result in this case because given Pickles’s unawareness
of , Pickles can distinguish between two states: s1 = {w1 , w2 } and s2 = {w3 , w4 }. Pickles assigns
a subjective probability of 0 to the worlds in s2 , meaning that any action in state s2 has utility
0. However, in the state s1 , the action shortbread has the utility 0.125. Therefore, shortbread
does not have uniform utility across all states that Pickles can distinguish, so the constraint in (34)
in Chapter 2 does not require that Pickles is unaware of shortbread.
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change Pickles’s beliefs about whether shortbread requires eggs. Thus, we also have
EUi0Pickles (shortbread) = 0.125. In other words, after Bob’s utterance, we find that
baking nothing still has the highest expected utility of the actions available to Pickles.
But this is clearly the wrong result; after Bob’s utterance, Pickles’s optimal action
should be shortbread.
Note that Pickles’s response in (1) suggests that Pickles has learned from Bob’s
utterance that shortbread does not require eggs, despite the fact that this is never
explicitly stated by Bob. To make sense of the fact that Pickles learns that shortbread
does not require eggs, Franke and de Jager (2011) first introduce a way to quantify
the value of a speaker’s utterance to a listener, the value of epistemic change,
defined below in (2). The VEC extends the existing the decision theoretic notion
of the value of sample information (VSI) to incorporate awareness-related updates
in addition to informative updates. Franke and de Jager base their definition of the
VEC on Rai↵a and Schlaifer’s (1961) definition of VSI.
(2) Value of Epistemic Change (following Franke and de Jager (2011))
Let ↵ be an agent with a decision problem D↵ . Then the value of epistemic
change for ↵, denoted VEC↵ : L ! R, is a function that maps sentences in
L to real numbers. For all sentences 2 L, VEC↵ ( ) is defined as follows,
where EU0↵ and BA0↵ denote the expected utility function and best actions,
respectively, given ↵’s decision problem updated with :2,3
VEC↵ ( ) = EU0↵ (BA0↵ )

EU0↵ (BA↵ )

This definition can be modified to be compatible with the model presented in §2.1.4
as follows:
(3) Value of Epistemic Change
Let ↵ be an agent with a decision problem at index i D↵i . Then the value
of epistemic change for ↵ at i, denoted VECi↵ : L ! R, is a function that
maps sentences in L to real numbers. For all sentences 2 L, VECi↵ ( ) is
That is, EU0↵ and BA0↵ denote ↵’s expected utility function and set of best actions, respectively,
for ↵’s decision problem after a↵ is updated to a↵ + and ↵’s background probability distribution
is updated from P↵ to P↵ + .
3
Note that as defined in (23), the expected utility function for an agent ↵ is defined only on actions,
rather than sets of actions, i.e. the domain of EU↵ is A \ A↵ , not }(A \ A↵ ). We can extend
the definition of EU↵ to handle sets of actions to say that EU↵ (A) for any A ✓ A is the average
expected utility of every action in A. This extension allows EU0↵ (BA0↵ ) and EU0↵ (BA↵ ) to be
defined. Note that since every action in BA↵ has the same expected utility, the average expected
utility of these actions will be the same as the expected utility of any one of them.
2
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defined as follows, where EUi0↵ and BAi0↵ denote the expected utility function
and best actions, respectively, given ↵’s decision problem updated with :
VECi↵ ( ) = EUi0↵ (BAi0↵ )

EUi0↵ (BAi↵ )

Intuitively, the VEC of a sentence relative to an agent ↵ can be thought of as the
amount of utility that would be gained by ↵ were ↵’s decision problem updated with
.4
Now, given Pickles’s actual decision problem, the VEC of Bob’s utterance is 0,
since the best action both before and after Bob’s utterance is nothing. But if we
assume that Bob is cooperative, he must have intended for his utterance to have a
positive VEC. He could not have intended his utterance to have a positive VEC in
virtue of its informative content, since his utterance is not informative.5 Therefore,
his utterance could only have a positive VEC in virtue of its awareness-raising e↵ects.
We can next ask what must hold for Bob’s utterance have a positive VEC in virtue
of its awareness-raising e↵ects. Given Pickles’s utility function, we find that Bob’s
utterance would have a positive VEC in virtue of its awareness-raising e↵ects so long
i
as PPickles
(w)({w2 , w4 }) & 0.57. That is, Bob’s utterance would have a positive VEC
if Pickles believed it to be more likely than not that shortbread does not require eggs.
We know that Pickles does not, in fact, have such a belief, but what is relevant is
whether Bob takes Pickles to have such a belief. If Bob believes that Pickles believes
that shortbread does not require eggs, then Bob will take his utterance to have a
positive VEC. One plausible reason for Bob to believe that Pickles believes that
shortbread does not require eggs is if Bob believes that shortbread does not require
eggs and Bob takes Pickles to have the same beliefs that he does regarding the issue
of whether shortbread requires eggs. If this is the case, then we can conclude that
Bob believes that shortbread does not require eggs.
Suppose Pickles goes through this type of pragmatic reasoning. Pickles will conclude that Bob believes that shortbread does not require eggs. Since Bob is an expert
baker, Pickles may take Bob’s beliefs regarding this issue to be trustworthy. Therefore, Pickles may update his own beliefs to encode the fact that shortbread does not
require eggs. In this way, Pickles concludes via pragmatic reasoning that shortbread
4

See Chapter 5 of de Jager (2009) and Franke and de Jager (2011) for more detailed arguments in
support of using VEC as a metric to judge the contribution of a speaker’s utterance.
5
Contrast Bob’s actual utterance, Did you think of making shortbread instead?, with one that would
have informed Pickles that shortbread does not require eggs, e.g. You don’t need eggs to make
shortbread. The latter would have a positive VEC in that Pickles would update his background
probability distribution by conditioning on those worlds in which shortbread does not require eggs.
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does not require eggs. Moreover, if Bob can anticipate that Pickles will perform this
type of pragmatic reasoning, it is not necessary for Bob to actually believe that Pickles believes that shortbread requires eggs. Rather, Bob may know that Pickles does
not know anything about baking shortbread, but so long as Pickles engages in the
type of pragmatic reasoning sketched here, Bob may be confident that his utterance
will lead Pickles to believe that shortbread does not require eggs.

A.2

Additional Formal Details of Awareness Model

Here, I lay out some additional assumptions I make regarding the model of agents’
awareness states discussed in §2.3.3. Recall that this model relativizes agents’ mental
states to a particular world and time. I assume a “forward-branching” model of time,
following Thomason (1984).6 The motivating intuition behind this model is the idea
that for any world w and any time t, the past of w relative to t is fixed, but the
future is not. Let W denote a set of worlds and let T denote a set of times. Every
world determines the complete state of a↵airs at all times. I assume that times are
discrete, and I denote the time immediately after time t with t + 1. The set of times
are linearly ordered by a relation . For all times t 2 T , ⇡t is an equivalence relation
on worlds. The expression w1 ⇡t w2 can be read as “worlds w1 and w2 share their
history at least up to time t.” An illustration of this model of time is shown in Figure
A.1.
There are two temporal constraints that I assume on agents’ mental states, based
on similar constraints present in Kaufmann (2005) and Lauer (2013):
(4) Historicity
Let ↵ be an agent with background model and awareness state at index i =
hw, ti Mi↵ and ai↵ and background model and awareness state at index j =
hv, ti Mj↵ and aj↵ . If w ⇡t v, then Mi↵ = Mj↵ and ai↵ = aj↵ .

(5) No Fore-Belief
For all v, u 2 W, if v ⇡t u, then for all agents ↵ with background model at
index i = hw, ti Mi↵ , P↵i (v) > 0 $ P↵i (u).
The historicity constraint in (4) says that if two worlds share the same history up to
time t, then an agent’s background models and awareness states in these two worlds
6

I choose this model as it has previously been used to analyze linguistic phenomena by authors
such as Condoravdi (2002), Kaufmann (2005), Kaufmann and Schwager (2009), and Lauer (2013),
among others.
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w1
w2
t1

t2

t3

w3
w4
w5

Figure A.1: An illustration of the forward-branching time model of Thomason (1984).
In this example, W = {w1 , w2 , w3 , w4 , w5 } and T = {t1 , t2 , t3 }. We have t1 t2 t3 ,
w1 ⇡t1 w2 ⇡t1 w3 ⇡t1 w4 ⇡t1 w5 and w2 ⇡t2 w3 ⇡t2 w4 . The dashed lines indicate that
all times cross-cut all worlds. This figure is based on a similar diagram in Condoravdi
(2002) and Lauer (2013).
cannot di↵er. The no fore-belief constraint in (5) states that if two worlds share their
history up to time t, then at t an agent must either consider both of these worlds
possible or both of these worlds impossible.
Like Franke and de Jager, I represent the issues that an agent is unaware of in
terms of unmentionable proposition letters from a formal language L. Recall that
Franke and de Jager imposed no restrictions on which proposition letters could be
in an agent’s set of unmentionables or which issues an agent could be making an
implicit assumption about. While I follow Franke and de Jager in leaving agents’
sets of unmentionables and assumptions relatively unconstrained, I do introduce a
constraint to ensure that agents’ assumptions are consistent, as well as introspection
conditions, inspired by conditions discussed by Bledin and Rawlins (2016), on agents’
filtered models. First, I assume the following consistency constraint:
(6) Awareness State Consistency
Let ↵ be an agent with awareness state at index i ai↵ . Then ai↵ is said to be
consistent i↵ Wai↵ 6= ;.
The definition of consistency in (6) is equivalent to requiring that an agent makes no
contradictory assumptions, i.e. there are no proposition letters , 2 Ai↵ such that
V( ) \ V( ) = ;. I assume that all agents’ awareness states are consistent as defined
in (6). The introspection condition I assume is as follows:
(7) Introspection
Let ↵ be an agent with awareness state at i ai↵ and filtered model at i Mi↵
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ai↵ = hPai↵ , Uai↵ i. If i = hw, ti, we require that for all v such that Pai↵ (v) > 0,
if j = hv, ti, then ai↵ = aj↵ and Pai↵ = Paj↵
In other words, in world w at time t, every world that agent ↵ takes to be possible
is a world in which ↵ has the same filtered beliefs and and awareness state at t as ↵
does in w. This prevents, for example, an agent ↵ from believing that ↵ is aware of
propositions that ↵ is not actually aware of or believing that ↵ has di↵erent (filtered)
beliefs than those that ↵ actually has.

A.3

Common Knowledge and Common Belief

The intuitive definition of common knowledge and common belief introduced in Chapter 3 can be formalized as follows (Stalnaker 2002). In the case of common knowledge,
we first define a notion of epistemic accessibility as follows:
(8) Epistemic Accessibility
Let W be a set of possible worlds and let K↵ : W ⇥ W ! {T, F} be an
epistemic accessibility relation for agent ↵ such that K↵ (hw, vi) = T i↵ v
is consistent with what ↵ knows at w. We require that K↵ is transitive,
Euclidean, and serial, defined as follows:
a. K↵ is transitive i↵ 8w, v, u(K↵ (hw, vi) ^ K↵ (hv, ui) ! K↵ (hw, ui)).

b. K↵ is Euclidean i↵ 8w, v, u(K↵ (hw, vi) ^ K↵ (hw, ui) ! K↵ (hv, ui).
c. K↵ is serial i↵ 8w9v(K↵ (hw, vi).

For any set of agents A, we can then define a new relation, K ⇤ , that gives the transitive closure of the set of relations {K↵ |↵ 2 A}. K ⇤ is defined as follows:
(9) Transitive Closure
Let A be a set of agents and let K↵ denote agent ↵’s epistemic accessibility
relation. Then the transitive closure of {K↵ |↵ 2 A} is the function K ⇤ :
W ⇥ W ! {T, F} such that K ⇤ (hv, ui) = T i↵ there exists some sequence of
worlds w1 , . . . , wn such that w1 = v and wn = u and for each value i from 1
to n 1, there is some agent ↵ such that K↵ (hwi , wi+1 i).
We then say that some proposition p is common knowledge at a world w among some
set of agents if and only if {v|K ⇤ (hw, vi)} ✓ p. Common belief is defined similarly,
with the except that a doxastic accessibility relation B↵ takes the place of K↵ . We
have B↵ (hw, vi) = T if and only if v is consistent with ↵’s beliefs at w.

Appendix B
Experimental Stimuli
Below, I list the stimuli used for Experiment 1a, Experiment 1b, and Experiment
2, which were described in Chapter 7. For all three experiments, the names of the
individuals included in the stimuli were chosen from the following lists. For stimuli
in which two names appeared, one name was chosen from the list of male names in
(1) and one name was chosen from the list of female names in (2). No participant
saw a single name appear twice in the course of the experiment.
(1) Male names: Mark, Jacob, Kyle, Joel, William, Chris, Ben, Matthew
(2) Female names: Stephanie, Sarah, Michelle, Ana, Jessica, Helen, Olivia, Katherine
For the sake of concreteness, in the examples below I use the names “Mark” and
“Stephanie” throughout.

B.1
B.1.1

Stimuli for Experiment 1a
Warm-up Stimuli

Election
Mark and Stephanie were asked what they thought would happen in their town’s
upcoming mayoral election. The two leading candidates in the election were Jones
and Smith.
Mark said, ”I like Jones, but I don’t think he has a good chance of winning.”
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Stephanie said, ”I don’t like making predictions, but we’ll see what happens.”
How likely did Mark consider it that Jones would win the election?
Present
Mark and Stephanie were both planning to get something for their mutual friend
Emma’s upcoming birthday. The two were asked what they were thinking about
getting her.
Mark said, ”I haven’t made up my mind.”
Stephanie said, ”I know she likes history books, so I’m thinking of getting
her one.”
How likely was it that Stephanie would get Emma a history book?
Bus
Mark needed to take a bus across town, but didn’t know which bus to take or where
the closest bus stop was. Stephanie told Mark that he could catch the bus at the
intersection of 4th and D Streets. There were two buses that left from this stop, the
47 and the 49.
Stephanie said, ”Both the 47 and the 49 will take you where you need to
go.”
Stephanie also said, ”But the 47 bus comes more frequently.”
How likely did Stephanie consider it that Mark would end up catching the 47 bus?
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Non-target Stimuli

Baking
Mark and Stephanie were both planning to attend a potluck dinner and decided to
bake a dessert together. A few days before the party, they met up to decide what
they should bake.
Mark said, ”I really like desserts with nuts.”
Stephanie said, ”I think the party host is allergic to nuts.”
How likely was it that Mark and Stephanie baked something containing nuts?
Flight
Mark and Stephanie were talking about upcoming vacations that they planned to
take separately. Each was considering either flying with Oceanic Airlines or South
Pacific Airlines. Oceanic Airlines o↵ered free wifi on their flights, and South Pacific
Airlines allowed passengers to check an extra bag for free.
Mark said, ”I would really like to use wifi during my flight.”
Stephanie said, ”I usually take a lot of luggage when I travel.”
How likely was it that Stephanie decided to book with Oceanic Airlines?
Lunch
Mark was in charge of ordering a catered lunch for a lunchtime business meeting at
his office. Mark was deciding between ordering Thai food or Mexican food. Before
ordering, Mark ran into his coworker Stephanie.
Mark said, ”I think people like the Thai restaurant and the Mexican
restaurant equally.”
Stephanie said, ”That’s true, but the Thai restaurant o↵ers a big discount
for large orders.”
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How likely was it that Mark ordered Thai food?
Movie
Mark and Stephanie were trying to decide which movie to see, Extreme Danger or
Fatal Revenge. Mark knew that Fatal Revenge would only be in theaters for another
week, but that Extreme Danger would be in theaters for another month.
Mark said, ”Based on the reviews I’ve read, I think it is likely that we’ll
enjoy Extreme Danger.
Stephanie said, ”Based on the reviews I’ve read, I think it is unlikely that
we will enjoy Fatal Revenge.”
How likely was it that Mark and Stephanie saw Extreme Danger ?
Highway
Stephanie had been invited to a party at Mark’s house. There were two main
routes between Mark’s house and Stephanie’s house, Highway 9 and Highway 18,
but Stephanie wasn’t sure which was the fastest.
Mark said, ”I think taking Highway 9 would be the fastest route.”
Stephanie said, ”I prefer Highway 9 anyway because it’s more scenic.”
How likely was it that Stephanie took Highway 18 to Mark’s house?

B.1.3

Target Stimuli

Baking
Mark and Stephanie were discussing what they planned to bring to a potluck dinner
later that week. Stephanie had told Mark that she planned to bake a dessert, but
wasn’t sure what to make. After the two split up, Mark learned that the dinner’s
host was allergic to nuts.
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Mark thought that it was likely /unlikely that Stephanie had heard about
the dinner host’s allergy, and/but that it was likely /unlikely that Stephanie
was thinking about allergies that dinner attendees might have.
How likely did Mark consider it that Stephanie was thinking about allergies that
dinner attendees might have?
How likely did Mark consider it that Stephanie had heard that the party host was
allergic to nuts?
Flight
Mark was planning to take a vacation, but had not yet booked his flight. He told his
friend Stephanie about his upcoming vacation over lunch. Mark mentioned that he
was considering flying with either Oceanic Airlines or South Pacific Airlines. After
the lunch was over, Stephanie learned that Oceanic Airlines o↵ered free wifi on their
flights.
Stephanie thought that it was likely /unlikely that Mark had heard that
Oceanic Airlines o↵ered free wifi, and/but that it was likely /unlikely that
Mark was thinking about whether any airline o↵ered free wifi.
How likely did Stephanie consider it that Mark was thinking about which airlines
might o↵er free wifi?
How likely did Stephanie consider it that Mark had heard that Oceanic Airlines o↵ered
free wifi?
Lunch
Mark was in charge of ordering a catered lunch for a lunchtime business meeting at
his office. Stephanie, one of Mark’s coworkers, learned that he was either going to
order Middle Eastern food or Thai food. Stephanie knew that the Thai restaurant
o↵ered discounts for large, catered orders, and was asked whether Mark knew about
this.
Stephanie thought that it was likely /unlikely that Stephanie had heard
about the Thai restaurant’s discount, and/but that it was likely /unlikely
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that Mark was thinking about discounts that the restaurants might o↵er.
How likely did Stephanie consider it that Mark was thinking about discounts that
the restaurants might o↵er?
How likely did Stephanie consider it that Mark had heard about the Thai restaurant’s
discounts?
Movie
Stephanie told Mark that she was trying to decide which movie to see, Extreme Danger or Fatal Revenge. Later, Mark learned that Fatal Revenge would only be in
theaters for another week, but that Extreme Danger would be in theaters for another
month. Mark was asked whether he thought that Stephanie knew how long each
movie would be in the theaters.
Mark thought that it was likely /unlikely that Stephanie had heard how
long each movie would be in theaters, and/but that it was likely /unlikely
that Stephanie was thinking about how much longer each would be in theaters.
How likely did Mark consider it that Stephanie was thinking about how much longer
the movies would be in theaters?
How likely did Mark consider it that Stephanie had heard about how long each movie
would be in theaters?
Highway
Stephanie was invited to a party at Mark’s house that evening. Mark knew that
Highway 18, the main route between Stephanie’s house and Mark’s house, was undergoing extensive roadwork. Highway 18 remained open during the roadwork, but
was often congested. For this reason, it would take longer for Stephanie to get to
Mark’s house than it normally would. Before the party, Mark was asked whether he
thought Stephanie knew about the roadwork.
Mark thought that it was likely /unlikely that Stephanie had already encountered the roadwork on Highway 18, and/but that it was likely /unlikely
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that Stephanie was thinking about how long it would take to get to Mark’s
house.
How likely did Mark consider it that Stephanie was thinking about how long it would
take to get to Mark’s house?
How likely did Mark consider it that Stephanie had encountered the roadwork on
Highway 18?

B.2
B.2.1

Stimuli for Experiment 1b
Warm-up Stimuli

Election
Mark and Stephanie were both planning to vote in their town’s upcoming mayoral
election. The two leading candidates in the election were Jones and Smith.
Mark liked Jones, but didn’t think he had a good chance of winning.
Stephanie was undecided between the two candidates.
How likely did Mark consider it that Jones would win the election?
Present
Mark and Stephanie were both planning to attend their mutual friend Emma’s upcoming birthday party. Neither had decided what to get her.
Mark didn’t have any good ideas about what to get Emma. Stephanie
knew that Emma liked history books and was thinking of getting her one.
How likely was it that Stephanie would get Emma a history book?
Bus
Mark needed to take a bus across town, but didn’t know which bus to take or where
the closest bus stop was. Stephanie told Mark that he could catch the bus at the
intersection of 4th and D Streets. There were two buses that left from this stop, the
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47 and the 49.
Both the 47 and the 49 would take Mark where he needed to go, but the
47 bus came more frequently.
How likely was it that Mark would end up catching the 47 bus?

B.2.2

Non-target Stimuli

Baking
Mark and Stephanie were both planning to attend a potluck dinner and decided to
bake a dessert together. A few days before the party, they met up to decide what
they should bake.
Mark loved desserts with nuts, but Stephanie knew that the party host
was allergic to nuts.
How likely was it that Mark and Stephanie baked something containing nuts?
Flight
Mark and Stephanie were talking about upcoming vacations that they planned to
take separately. Each was considering either flying with Oceanic Airlines or South
Pacific Airlines. Oceanic Airlines o↵ered free wifi on their flights, and South Pacific
Airlines allowed passengers to check an extra bag for free.
Mark mentioned to Stephanie that he would like to use wifi on the flight.
Stephanie mentioned that she usually took a lot of luggage when travelling.
How likely was it that Stephanie decided to book with Oceanic Airlines?
Lunch
Mark was in charge of ordering a catered lunch for a business meeting at his office.
Mark was deciding between ordering Thai food or Mexican food. Before ordering,
Mark ran into his coworker Stephanie.
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Mark told Stephanie that people in the office seemed to like the Thai
restaurant and Mexican restaurant equally. Stephanie pointed out that
the Thai restaurant o↵ered a big discount for large orders.
How likely was it that Mark ordered Thai food?
Movie
Mark and Stephanie were trying to decide which movie to see, Extreme Danger or
Fatal Revenge. Fatal Revenge would only be in theaters for another week, but Extreme Danger would be in theaters for another month.
Mark said that based on the reviews he had read, he thought that the two
would not enjoy Extreme Danger. Stephanie mentioned that based on the
reviews she had read, she thought that they would enjoy Fatal Revenge.
How likely was it that Mark and Stephanie saw Fatal Revenge?
Highway
Stephanie had been invited to a party at Mark’s house. There were two main
routes between Mark’s house and Stephanie’s house, Highway 9 and Highway 18,
but Stephanie wasn’t sure which was the fastest.
Mark told Stephanie that Highway 9 was both the fastest route and the
more scenic route.

B.2.3

Target Stimuli

Baking
Stephanie was attending a potluck dinner later in the week. She planned to bake a
dessert, but wasn’t sure what to make. The host of the potluck dinner was allergic
to nuts.
Stephanie had/had not previously heard that the dinner host was allergic
to nuts.
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Given that Stephanie had/had not heard about the host’s allergy, how likely did she
consider it that the host would be allergic to nuts?
Flight
Mark was planning to take a vacation, but had not yet booked his flight. He was
considering flying with either Oceanic Airlines or South Pacific Airlines. Oceanic
Airlines o↵ered free wifi on their flights.
Mark had/had not previously heard that Oceanic Airlines o↵ered free wifi.
Given that Mark had/had not heard that Oceanic Airlines o↵ered free wifi, how likely
did he consider it that Oceanic Airlines would o↵er free wifi?
Lunch
Mark was in charge of ordering a catered lunch for a business meeting at his office. He
had decided to order either Middle Eastern food or Thai food. The Thai restaurant
o↵ered discounts for large, catered orders.
Mark had/had not previously heard about the Thai restaurant’s discount
for large orders.
Given that Mark had/had not heard about the Thai restaurant’s discount, how likely
did he consider it that the Thai restaurant would o↵er such a discount?
Movie
Stephanie was trying to decide which movie to see, Extreme Danger or Fatal Revenge.
Fatal Revenge would only be in theaters for another week, but Extreme Danger would
be in theaters for another month.
Stephanie had/had not previously heard about how long each movie would
be in theaters.
Given that Stephanie had/had not heard about how long each movie would be in
theaters, how likely did she consider it that Fatal Revenge would be in theaters for
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another week and that Extreme Danger would be in theaters for another month?
Highway
Mark was invited to a party at Stephanie’s house that evening. Highway 18, the
main route between Stephanie’s house and Mark’s house, was undergoing extensive
roadwork. Highway 18 remained open during the roadwork, but was often congested.
For this reason, it would take longer for Stephanie to get to Mark’s house than it
normally would.
Stephanie had/had not previously encountered the roadwork on Highway
18.
Given that Stephanie had/had not encountered the roadwork on Highway 18, how
likely did she consider it that there would be roadwork on Highway 18?

B.3
B.3.1

Stimuli for Experiment 2
Warm-up Stimuli

Election
Mark and Stephanie were discussing their town’s upcoming mayoral election, where
the two leading candidates were Jones and Smith. Mark was a strong supporter of
Jones, but Stephanie was reluctant to say who she supported.
Mark thought that it was likely that Stephanie supported Smith, but Mark
also thought that it was likely that he could convince her to support Jones.
What, if anything, do you think that Mark said to Stephanie about the election?
• Mark did not say anything to Stephanie.
• “Here’s why I think you should definitely vote for Smith.”
• “Here’s why I think you should consider voting for Smith.”
• “Here’s why I think you should definitely vote for Jones.”
• “Here’s why I think you should consider voting for Jones.”
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Present
Mark and Stephanie were discussing what they would get for their mutual friend
David’s upcoming birthday. Stephanie was having a hard time thinking of a gift that
David would like. Mark knew that David enjoyed reading history books.
Mark thought that it was unlikely that Stephanie knew that David liked
history books and also thought it was unlikely that David had read a new
book about ancient Rome.
What, if anything, do you think that Mark said to Stephanie about what to get
David?
• Mark did not say anything to Stephanie.
• “There’s a new history book about ancient Greece that David might like.”
• “There’s a new history book about ancient Rome that David might like.”
• “Whatever you do, don’t get David a history book. He hates those!”
• “David would probably like a history book, but I’m not sure which ones he’s
already read.”
Bus
Mark needed to take a bus across town, but didn’t know where it stopped. Stephanie
told Mark that he could catch the bus at the intersection of 4th and D Streets.
Stephanie knew that there were two buses that left from this stop, the 47 and the 49,
but both would take Mark to where he wanted to go.
Stephanie thought that it was likely that Mark knew that he could take
either bus to reach his destination, but that it was unlikely that he was
thinking about which bus to take.
What, if anything, do you think that Stephanie said to Mark about which bus to
take?
• Stephanie did not say anything to Mark.
• “You have to take the 47 bus.”

APPENDIX B. EXPERIMENTAL STIMULI

304

• “You ought to take the 47 bus.”
• “You have to take the 49 bus.”
• “You ought to take the 49 bus.”

B.3.2

Non-target Stimuli

Baking
Mark and Stephanie were discussing what they planned to bring to a potluck dinner
later that week. Stephanie said that she planned to bake a dessert, but wasn’t sure
what to make. Mark knew that the dinner’s host was allergic to nuts.
Mark thought that it was unlikely that Stephanie knew about the host’s
allergy, but that it was likely that she wanted to bake something containing nuts.
What, if anything, do you think that Mark said to Stephanie about the dinner host’s
allergy?
• Mark did not say anything to Stephanie.
• “The dinner host doesn’t have any allergies.”
• “The dinner host is allergic to nuts.”
• “The dinner host is allergic to shellfish.”
• “I don’t know if the dinner host has any allergies.”
Flight
Mark was planning to take a vacation, but had not yet booked his flight. Mark
told his friend Stephanie about his upcoming vacation over lunch. Mark mentioned
that he was considering flying with either Oceanic Airlines or South Pacific Airlines.
Stephanie knew that Oceanic Airlines o↵ered free wifi on their flights.
Stephanie thought that it was unlikely that Mark knew about Oceanic
Airlines’ free wifi and that it was likely that Mark would want to browse
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the internet during his flight.
What, if anything, do you think that Stephanie said to Mark about which airline to
fly?
• Stephanie did not say anything to Mark.
• “You should fly on South Pacific, since they let you check one bag for free.”
• “You should fly on South Pacific, since they o↵er free wifi on their flights.”
• “You should fly on Oceanic, since they let you check one bag for free.”
• “You should fly on Oceanic, since they o↵er free wifi on their flights.”
s
Lunch
Mark was in charge of ordering a catered lunch for a lunchtime business meeting at his
office. Before Mark had decided where to order lunch from, he ran into his coworker,
Stephanie. Mark told Stephanie that he was either going to order Middle Eastern
food or Thai food. Stephanie knew that the Thai restaurant o↵ered discounts for
large, catered orders.
Stephanie thought that it was unlikely that Mark knew about this discount and also thought that most people in the office would prefer Thai
food.
What, if anything, do you think that Stephanie said to Mark about where to order
lunch from?
• Stephanie did not say anything to Mark.
• “You should definitely order Middle Eastern food.”
• “You should probably order Middle Eastern food.”
• “You should definitely order Thai food.”
• “You should probably order Thai food.”

APPENDIX B. EXPERIMENTAL STIMULI

306

Movie
Last weekend, Mark and Stephanie were trying to decide which movie to see, Extreme
Danger or Fatal Revenge. Mark knew that Fatal Revenge would only be in theaters
for another week, but that Extreme Danger would be in theaters for another month.
Based on the reviews, Mark thought that it was likely that he and Stephanie
would enjoy Extreme Danger and unlikely that they would enjoy Fatal
Revenge.
What, if anything, do you think that Mark said to Stephanie about which movie they
should see?
• Mark did not say anything to Stephanie.
• “I think we’d like both Extreme Danger and Fatal Revenge.”
• “I think we’d like Extreme Danger, but not Fatal Revenge.”
• “I think we’d like Fatal Revenge, but not Extreme Danger.”
• “I don’t think we’d like either Fatal Revenge or Extreme Danger.”
Highway
Mark ran into Stephanie, who was invited to a party at Mark’s house that evening.
Mark knew that Highway 18, the main route between Stephanie’s house and Mark’s
house, was undergoing extensive roadwork. Highway 18 remained open during the
roadwork, but was often congested.
Mark thought that it was likely that Stephanie had encountered this roadwork already and that it was also likely that she would factor this into her
estimation of when to leave for the party.
What, if anything, do you think that Mark said to Stephanie about the roadwork on
Highway 18?
• Mark did not say anything to Stephanie.
• “There is roadwork on Highway 18.”
• “There is no roadwork on Highway 18.”
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• “I’m not sure if there is roadwork on Highway 18.”
• “Highway 18 is closed due to roadwork.”

B.3.3

Target Stimuli

Baking
Mark and Stephanie were discussing what they planned to bring to a potluck dinner
later that week. Stephanie said that she planned to bake a dessert, but wasn’t sure
what to make. Mark knew that the dinner’s host was allergic to nuts.
Mark thought that it was likely /unlikely that Stephanie had heard about
the dinner host’s allergy, and/but that it was likely /unlikely that Stephanie
was thinking about allergies that dinner attendees might have.
What, if anything, do you think that Mark said to Stephanie about the dinner host’s
allergy?
• Mark did not say anything to Stephanie.
• “The dinner host is allergic to nuts.”
• “Don’t forget that the dinner host is allergic to nuts.”
• “The dinner host loves nuts.”
• “Don’t forget that the dinner host loves nuts.”
Flight
Mark was planning to take a vacation, but had not yet booked his flight. Mark
told his friend Stephanie about his upcoming vacation over lunch. Mark mentioned
that he was considering flying with either Oceanic Airlines or South Pacific Airlines.
Stephanie knew that Oceanic Airlines o↵ered free wifi on their flights.
Stephanie thought that it was likely /unlikely that Mark had heard that
Oceanic Airlines o↵ered free wifi, and/but that it was likely /unlikely that
Mark was thinking about whether any airline o↵ered free wifi.
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What, if anything, do you think that Stephanie said to Mark about the wifi on Oceanic
Airlines?
• Stephanie did not say anything to Mark.
• “Oceanic Airlines o↵ers free wifi on their flights.”
• “Don’t forget that Oceanic Airlines o↵ers free wifi on their flights.”
• “South Pacific Airlines o↵ers free wifi on their flights.”
• “Don’t forget that South Pacific Airlines o↵ers free wifi on their flights.”
Lunch
Mark was in charge of ordering a catered lunch for a lunchtime business meeting at his
office. Before Mark had decided where to order lunch from, he ran into his coworker,
Stephanie. Mark told Stephanie that he was either going to order Middle Eastern
food or Thai food. Stephanie knew that the Thai restaurant o↵ered discounts for
large, catered orders.
Stephanie thought that it was likely /unlikely that Mark had heard about
the Thai restaurant’s discount, and/but that it was likely /unlikely that
Mark was thinking about discounts that the restaurants might o↵er.
What, if anything, do you think that Stephanie said to Mark about the Thai restaurant’s discount?
• Stephanie did not say anything to Mark.
• “The Thai restaurant has discounts for large orders.”
• “Don’t forget that the Thai restaurant has discounts for large orders.”
• “The Middle Eastern restaurant has discounts for large orders.”
• “Don’t forget that the Middle Eastern restaurant has discounts for large orders.”
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Movie
Last weekend, Mark and Stephanie were trying to decide which movie to see, Extreme
Danger or Fatal Revenge. Mark knew that Fatal Revenge would only be in theaters
for another week, but that Extreme Danger would be in theaters for another month.
Mark thought that it was likely /unlikely that Stephanie had heard how
long each movie would be in theaters, and/but that it was likely /unlikely
that Stephanie was thinking about how much longer each would be in theaters.
What, if anything, do you think that Mark said to Stephanie about how much longer
the movies would be playing?
• Mark did not say anything to Stephanie.
• “Fatal Revenge will only be in theaters for another week.”
• “Don’t forget that Fatal Revenge will only be in theaters for another week.”
• “Extreme Danger will only be in theaters for another week.”
• “Don’t forget that Extreme Danger will only be in theaters for another week.”
Highway
Mark ran into Stephanie, who was invited to a party at Mark’s house that evening.
Mark knew that Highway 18, the main route between Stephanie’s house and Mark’s
house, was undergoing extensive roadwork. Highway 18 remained open during the
roadwork, but was often congested. For this reason, it would take longer for Stephanie
to get to Mark’s house than it normally would.
Mark thought that it was likely /unlikely that Stephanie had already encountered the roadwork on Highway 18, and/but that it was likely /unlikely
that Stephanie was thinking about how long it would take to get to Mark’s
house.
What, if anything, do you think that Mark said to Stephanie about the roadwork on
Highway 18?
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• Mark did not say anything to Stephanie.
• “There is roadwork on Highway 18.”
• “Don’t forget that there is roadwork on Highway 18.”
• “There is no roadwork on Highway 18.”
• “Don’t forget that there is no roadwork on Highway 18.”
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Appendix C
Fitting RSA Model to
Experimental Data
In order to fit RSA model parameters to the experimental data, a level-2 pragmatic
speaker from the RSA model described in §6.5 was implemented in Python 2.7. Below,
I refer to this level-2 speaker as S2 , to the level-1 listener about which S2 reasoned as
L1 , and to the level-0 speaker about which L1 reasoned as S0 . As in §6.5, L1 ’s prior
beliefs about the value of ✓ were described by a uniform distribution on the interval
[0.5, 1]. The process of reasoning about S0 on the part of L1 was discretized such
that L1 considered all possible values of bs and bsl in the interval [0.04,0.96] with an
increment of 0.04. S2 was assumed to have full confidence that w1 was the actual
world, i.e. PS2 (w1 ) = 1.
Initially, the values for , ⌘, ⌫, C(m), and K(a, m) were randomly set, with
several exceptions. First, a constraint required that that C(p), C(¬p) were required
to be less than C(uninf orm(p)), C(uninf orm(¬p)). Second, C(null) was initialized
to 0. Third, K(a, m) was initialized to 0 for all values of a and m except when
a = unaware and m = null. Given this initial set of values, the log likelihood of
each experimental observation was then calculated. In calculating these values, S2 ’s
beliefs L1 depended upon the experimental condition in Experiment 2 from which
the experimental observation was drawn and the values calculated in Experiments 1a
and 1b. PS2 (bl ), i.e. S2 ’s beliefs about L1 ’s beliefs about the world, were derived by
first taking the average value measured in Experiment 1a that participants assigned
to L having heard that p given S’s description about the likelihood that L had head
or encountered that p and S’s description about the likelihood that L was thinking
about p. This was then combined with the information calculated in Experiment 1b
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regarding the likelihood that S would assign to L believing that p given that L had
or had not heard that p.
More formally, let PS (h|d) denote the probability that S would assign to L having
heard that p given d, the description of S’s beliefs about L. Likewise, let PS (¬h|d)
denote the probability that S would assign to L not having heard that p given d.1 Both
PS (h|d) and PS (¬h|d) were empirically measured in Experiment 1a. Let PS (bl |h, s)
denote the probability that S would assign to L’s subjective probability that p is the
case being bl given h, that L has heard that p is the case, and given s, the experimental
scenario. Likewise, let PS (bl |¬h, s) denote the probability that S would assign to L’s
subjective probability that p is the case being bl given ¬h, that L has not heard that p
is the case, and given s, the experimental scenario. Both PS (bl |h, s) and PS (bl |¬h, s)
were measured empirically in Experiment 1b and follow the beta distributions shown
in Figures 7.5 and 7.6. From these values, it was possible to obtain the distribution
PS (bl |d, s), i.e. S’s beliefs about L’s beliefs given d, the description of S’s beliefs
about L, and given s, the experimental scenario. We have the following:
PS (bl |d, s) = PS (bl |h, s) ⇥ PS (h|d) + PS (bl |¬h, s) ⇥ PS (¬h|d)
In calculating the log likelihood the RSA model would assign to each experimental
observation, PS2 (bl ) was set equal to PS (bl |d, s) following the above equation using
the description of S’s beliefs in the particular experimental observation and the experimental scenario. The distribution over values of bl was discretized on the interval
[0.04,0.96] with an increment of 0.04.
After the log likelihood of all experimental observations was calculated, a version
of batch gradient descent was used to optimize the values for , ⌘, ⌫, C(m), and
K(a, m). To explain this procedure, it is useful to use alternative notation for C(m),
and K(a, m). I will use C1 to denote C(p) = C(¬p), C2 to denote C(uninf orm(p)) =
C(uninf orm(¬p)), and K to denote K(unaware, null). Next, for a given set of values
of these parameters, we can define a loss function for the corresponding RSA model
as follows. First, let Y denote the set of all responses in Experiment 2. Let X denote
the set of experimental contexts corresponding to these responses such that xi 2 X is
the experimental context in which participant i gave response yi 2 Y . Let m denote
the total number of experimental observations. Let S2 ( , ⌘, ⌫, C1 , C2 , K) denote a
level-2 pragmatic speaker in the RSA model with parameters , ⌘, ⌫, C1 , C2 , and K.
Finally, let PS2 (yi |xi ) denote the probability that speaker S2 would send the message
1

Note that PS (h|d) = 1

PS (¬h|d).
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yi given beliefs derived from xi following the method described above. Then the loss
function is as follows:
L( , ⌘, ⌫, C1 , C2 , K) =

m
X
i=0

log(PS2 (

,⌘,⌫,C1 ,C2 ,K) (yi |xi ))

The goal is to then find the set of parameters that minimizes this loss function. Gradient descent is a procedure to do so that works by calculating the partial derivative
of the loss function with respect to each parameter and then shifting each parameter’s
value a small degree in the opposite direction of the loss function’s partial derivative
with respect to this parameter.
In many implementations of gradient descent, the partial derivative of the loss
function can be calculated analytically. However, given the complex nature of the
RSA model, an analytic solution was not practical. For this reason, I estimated the
partial derivatives with respect to each parameter by incrementing and decrementing
each by a value of 0.01 and in each case re-computing the value of the loss function L.
From this, an estimate of the partial derivative could be obtained. After estimating
these partial derivatives, parameter values were adjusted by a value of 0.005 (the
“learning rate”) in the opposite direction of the partial derivative. If the values of
C1 , C2 , or K would have fallen below 0 given any adjustment, the parameter would
be left unchanged. If the value of C2 would have fallen below that of C1 given the
adjustment, both parameters were left unchanged.
This procedure was repeated until the change in the loss function L between
parameter adjustments was less than 0.001. I then repeated the entire procedure, beginning with the random initialization of the parameters 200 times. Results reported
in Chapter 7 for the RSA model fit to the experimental data represent the model
with parameters set to the average of these 200 estimates.
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