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Abstract: In this study, we tested inter-individual differences and intra-individual stability of
semantic representations of natural language quantifiers. We used a Diffusion Decision Model
(DDM) to estimate individual thresholds of five quantifiers (most, more than half, fewer than
half, many and few). We found substantial individual differences in semantic representations
between most and more than half as well as stability of the representations of all quantifiers
over time. Moreover, we found that the verification process of most is proportion-dependent
and sensitive to individual threshold values. No such effects were found for more than half.
These findings challenge semantic theories that assume the truth-conditional equivalence of
most and more than half.
Keywords: semantic representations, generalized quantifiers, individual differences, Diffusion
Decision Model

Introduction
Quantifier representations in semantics Natural language has many ways to express
quantities with phrases, like more, more than half, fewer than half, many, few, some, all, none,
more than three, etc. These expressions are called “quantifiers”. Quantifiers are well-studied
as mathematical and formal semantics objects (e.g., Barwise & Cooper, 1981; Mostowski,
1957). Recently they have also become an object of interest in cognitive science (see Szymanik,
2016 for review). Representing and verifying sentences containing quantifiers are complex
cognitive tasks involving both language and number cognition.
From a formal semantics perspective, each quantifier can be defined by the specification of its
truth-conditions. The truth-conditions determine in which situation the sentence with the given
quantifier is true or false. For example, the truth-condition for more than half (Example (1))
specifies that sentence “More than half of the students passed the exam” is true when the
number of students who passed the exam (|⟦Students⟧ Ç ⟦passed exam⟧|) is greater than half
of all students (½|⟦Students⟧|). Similarly, “Most of the students passed the exam” is true if the
number of students who passed the exam (|⟦Students⟧ Ç ⟦passed exam⟧|) is greater than the
number of students who did not pass the exam (|⟦Student⟧ Ç ⟦did not pass exam⟧|, Example
(2)).
Example truth-conditions for more than half and most:
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(1) More than half of the students passed the exam. ↔ |⟦Students⟧ Ç ⟦passed exam⟧| >
½|⟦Students⟧|
(2) Most of the students passed the exam ↔ |⟦Students⟧ Ç ⟦passed exam⟧| > |⟦Students⟧ Ç
⟦did not pass exam⟧|
A brief reflection on these two examples leads to the conclusion that the truth-conditions of
most and more than half are logically equivalent. For example, if we assume that 60 out of 100
students passed the exam, we know that both truth-conditions (1) and (2) are fulfilled.
Intuitively, it seems to follow that we can use truth-conditions for most and more than half
interchangeably. This intuition was conceptualized on the ground of Generalized Quantifier
Theory (GQT) (Barwise & Cooper, 1981; Mostowski, 1957). GQT assigns meanings to
quantifiers in such a way that the truth-conditions in Example (1) are equivalent to those in
Example (2).
The current study aims to test the differences in meaning representation and verification of the
two natural language quantifiers most and more than half. In particular, we test the hypothesis
that individuals have a different threshold for accepting most as true than for accepting more
than half as true. Threshold here refers to the number or proportion above which a quantifier
is considered true. Additionally, we hypothesize that individuals differ in their internal
representation of thresholds. Moreover, we tested if the internal representation of thresholds is
stable at different moments in time. We address these questions using evidence accumulation
modeling, which allows for the joint statistical modeling of both verification choices and
verification times (Ratcliff & McKoon, 2008). We will elaborate on the core concepts below.
Verification of quantifiers Hackl, (2009) postulated that both most and more than half have
a proportional reading, and even though they are logically equivalent, they are associated with
different verification strategies. Most is a complex lexical item and can be analyzed as a
superlative of many (MOST = MANY+EST). Hackl’s (2009) analysis went against GQT
(Barwise & Cooper, 1981; Mostowski, 1957), which treats most as a sematic primitive that
cannot be decomposed.
The logical form of most (Example (2)) is equivalent to the logical form of more than half
(Example (1)) in terms of truth-conditions, but it has a different linguistic representation. Hackl
(2009) argued that this linguistic representation corresponds to different verification strategies
for most and more than half. The verification strategy is an algorithm to determine the truth
value of the sentence. The algorithm to verify more than half(A, B) requires the computation
of the intersection of sets A and B (e.g., students who passed the exam) and half of the set of
all As (e.g., half of all student). The algorithm for most(A, B), in turn, is a vote-counting
strategy, which involves tracking if the amount of As that are B is greater than the amount of
As that are not B.
To summarize, according to Hackl (2009), most and more than half have different linguistic
representations and verification strategies. Still, they have the same truth-conditions, meaning
that both quantifiers are true above 50% and false below 50%. This means they have the same
50% threshold.
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Kotek, Sudo, & Hackl (2015) report experimental findings challenging this assumption. They
found that most is accepted less often as true for proportions close to 50% compared to more
than half. They explained this difference in terms of a possible pragmatic interference. While
more than half is frequently used for proportions close to 50%, most is preferred for higher
proportions (Solt, 2016). Solt (2016) suggested that most has a “significantly more than half”
interpretation and supported this claim in a corpus study. Ariel (2003) found a similar pattern
of results in Hebrew. In her questionnaire, study participants used most for higher proportions
than more than half. Thus, on the one hand, most and more than half are defined as truthconditionally equivalent quantifiers, which means that they are true or false in the same
situations. On the other hand, experimental and corpus studies (Solt, 2016, Kotek et al., 2015;
Ariel, 2003) showed that most is strongly preferred with a higher proportion. These results
suggest that most and more than half might not be truth-conditionally equivalent. However,
they did not explicitly test if most and more than half have the same 50% threshold.
Except differences in truth-conditional representation, most and more than half differ also in
vagueness. Vagueness is a common property of natural language expressions, which indicates
that the meaning boundaries of the expression are not sharp. According to Solt (2011), most is
a vague quantifier with a fuzzy threshold. More than half, in contrast, has sharp meaning
boundaries. The vagueness of most and precise representation of more than half are grounded
in different measurement scales. More than half requires a ratio scale, which allows for division
operation. Most, in turn, can be represented in an imprecise way on a semi-ordered scale (Solt,
2011). As a consequence, most in used and verified in less precise way than more than half for
example by using Approximate Number System (ANS, Dehaene, 1997).
Altogether, there are two possible differences between most and more than half. These two
quantifiers might have different truth-conditional thresholds. Threshold for more than half
should be 50% and threshold for most should higher than 50%. Moreover, most and more than
half differ also in precision of their meaning boundaries. Most is a vague quantifier, while more
than half has sharp meaning boundaries.
Individual differences in semantic representations While it may at first glance seem to be
crucial for communication that semantic representations are stable over time and similar across
people, many studies have found individual differences and instability. For example, Bellezza
(1984) and Verheyen & Storms (2013) have shown significant between-subjects variation in
the categorization of common nouns. This variation might be caused by ambiguity (differences
in criterion used to classify concepts to a given category), vagueness (disagreement to what
extent the given standard applies to the concept) or the priority given to different features (Perry
& Saffran, 2017). In addition to between-subject variability, studies also show a withinsubjects inconsistency in the classification of items that are not typical category members
compared to items that are typical category members or items irrelevant for a category
(Mccloskey & Glucksberg, 1978). Moreover, the categorization criterion can change within
one month period of time (Verheyen, White, & Égré, 2019) or during a more extended period,
for example because of aging (Verheyen, Droeshout, & Storms, 2019).
Individual differences, the between-subjects variation, are also present in the realm of
quantifiers (Ramotowska, Steinert-Threlkeld, van Maanen & Szymanik, 2020). Contextdependent quantifiers, such as many or few, have varying usage depending on a speaker
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(Yildirim, Degen, Tanenhaus, & Jaeger, 2016). Their meaning is also flexible and can be
adjusted to another speaker's usage (Yildirim et al., 2016) or learning criterion (Heim et al.,
2015). Heim, Peiseler, & Bekemeier (2020) explained the flexibility of the representation and
processing of few and many in terms of the Adaptation Level Theory (Helson, 1948).
According to the authors, the internal thresholds for quantifiers, like many or few, can change
by exposure to a new range of magnitudes. Participants lowered their internal threshold when
they were exposed to proportions between 20-50% in contrast to the original range of 20-80%
(Heim et al., 2020).
It is not only the representations of clearly vague quantifiers that are sensitive to individual
differences. For instance, also some can be interpreted according to its truth condition, which
includes the case when some means all; or according to its pragmatic reading, which excludes
that case (e.g., Bott, Bailey, & Grodner, 2012; Spychalska, Kontinen, & Werning, 2016).
Spychalska et al. (2016) found that these two readings are available to different groups of
participants (logical vs. pragmatic responders) and are reflected in their electroencephalography (EEG). Moreover, quantifiers can also have different associated verification
strategies. Talmina, Kochari, & Szymanik (2017) found that subjects use two different
strategies - precise verification strategies or estimation-based strategies - to verify most and
more than half.
To summarize, like in other domains of language processing (Kidd, Donnelly, & Christiansen,
2018) also in semantics, individual differences are present. Several studies (e.g., Yildirim et
al., 2016; Talmina et al., 2017) have shown that between-subject variation is present in the
representation and verification of quantifiers. Some of the studies focused on the flexibility of
the representation. None of them, however, tested the stability of quantifier representations
over time. The question about the stability of individual differences in quantifier
representations arises from consideration that semantic representations are probabilistic rather
than stable (Verheyen, White, & Égré, 2019). Verheyen et al (2019) found that participants,
who completed the same catagorisation task in two sessions separated by one month, applied
different categorisation criterion to the same stimuli. Researchers concluded that participants
have access to multiple meanings of one object and they retrieve them in a probabilistic
manner.
Diffusion Decision Model (DDM) The Diffusion Decision Model (DDM, Ratcliff, 1978;
Ratcliff & McKoon, 2008) is a canonical evidence accumulation model that represents twochoice decisions (e.g., between true and false) as a noisy evidence accumulation process toward
two decision boundaries (Figure 11). The model assumes that a decision is reached as soon as
one of the boundaries is crossed, with the time required to reach the boundary called the
decision time. In this way, both response times (RTs) and the proportion of decision outcomes
can be jointly investigated. The parameters that specify the DDM are typically found to match
specific cognitive processing components (Mulder, van Maanen, & Forstmann, 2014). In this
way, various sources of variability of behavior can be separated. The parameter that expresses
the quality of the accumulation process is called drift-rate (v in Figure 1). The evidence
accumulation process starts at one point (z) and finishes when enough evidence is accumulated
1
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toward one of the decision options. The decision options are operationalized as two separate
decision boundaries (separated by a). Additionally, DDM assumes that the RTs during the
decision-making process consists of decision time and a non-decision time parameter Ter (the
time required to execute the response after the decision is made).

Figure 1. Representation of the Diffusion Decision Model. The accumulation process starts in
point z (starting point) and finishes when one of the decision boundaries (TRUE/FALSE
response) is reached (decision boundaries separation parameter a). Ter represents non-decision
time, v represents drift rate. Reaction times (RT) are the sum of non-decision time (Ter) and
decision time (Td).
Because the DDM accounts for both responses and reaction times distributions, it allows
extracting richer information from the data than the traditional comparison of mean reaction
times between groups. It also allows for analyzing the relation between accuracy and reaction
times distributions rather than treating them as two separate measures. A good example of the
benefits of this type of analysis comes from a study in a domain related to quantifiers: number
cognition. Ratcliff & McKoon (2018) implemented two ANS models with linear and log scales
into DDM and fitted these models to data from various numerosity judgment tasks (see also
Schlotterbeck, Ramotowska, van Maanen, & Szymanik, 2020). Because the two models
predicted different relationships between accuracy and reaction times, Ratcliff & McKoon
(2018) could test if participants represent numerosities on a linear or logarithmic scale. By
applying DDM to ANS tasks and taking into account both accuracy and reaction times, they
(Ratcliff & McKoon, 2018; see also Kang & Ratcliff, 2020) extend the traditional measures of
Weber fractions (e.g Barth et al., 2006; see also Dietrich, Huber, & Nuerk, 2015 for review).
DDM was successfully applied to model cognitive processes in two domains that are relevant
for the current study: The domain of number cognition mentioned above (Ratcliff & McKoon,
2018; Ratcliff et al., 2015; Ratcliff & McKoon, 2020) and individual differences in linguistics
tasks. For example, Ratcliff, Thapar, & Mckoon (2009) found participants with lower IQ score

5

had lower drift rates in a lexical decision task than participants with higher IQ. Pexman & Yap
(2018) fitted DDM to data from a semantic decision task to test the individual differences in
semantic processing and decision making. They found differences in the steepness of the drift
rate between participants with high vs. low vocabulary knowledge. Yap, Balota, Sibley, &
Ratcliff (2012) found an association between DDM parameters (drift rate, boundaries
separation and non-decision time), performance in a lexical decision task, and individual
differences in vocabulary knowledge.
Taken together, evidence accumulation models such as DDM seems to be an excellent tool to
analyze the response proportions and RT distributions data in linguistic and number cognition
tasks. Moreover, the analysis of the participants' parameters gives a meaningful interpretation
of individual differences between subjects. Finally, the flexibility of the evidence accumulation
model gives a chance to adapt them to different tasks. For these reasons, we decided to choose
a DDM to model data from the experiments presented in this paper.
Current study In this study, we aimed to investigate the meaning of two natural language
quantifiers – most and more than half, and test individual differences in meaning
representations. For this purpose, we ran a purely linguistic study, in which participants had to
verify sentences with quantifiers based on the provided information about relevant proportions.
In addition to most and more than half we also used three other quantifiers: few, many and
fewer than half. We included these quantifiers for control and generalization purposes.
We fitted DDM to estimate participants’ individual thresholds for each quantifier. We
previously analyzed the differences between most and more than half in a model-free manner
(Ramotowska et al., 2020). This model-free analysis had however two main disadvantages.
Firstly, we were not able to apply a uniform method to estimate thresholds for all participants.
We failed to fit logistic regression function to estimate individual thresholds for some
participants. Secondly, we could not model multiple differences between quantifiers at the
same time. The DDM has a number of free parameters, which allow us to model multiple
properties of quantifiers representation at the same time. In this way we can map individual
threshold and vagueness of the representation into two different parameters.
Firstly, we ran one sentence-sentence verification experiment and a direct replication (see
supplementary materials). Based on the literature, we can now formulate three competing
hypotheses:
(H1.1) Most will have the same threshold as more than half for all participants;
(H1.2) Most will have a higher threshold than more than half for all participants;
(H1.3) Most will have a greater variation in individual thresholds than more than half, meaning
that the “significantly more than half” reading will be available only for some participants.
H1.1 is motivated by the standard definition of truth-conditions for most and more than half.
H1.2 and H1.3 are driven by previous empirical findings, which showed that most is preferred
for higher proportions (Kotek et al., 2015; Solt, 2016; Ariel, 2003) and that participants use
various strategies for most (Talmina et al., 2017).
Moreover, the link between the representation of quantifiers and their verification strategy is
itself an issue of debate. Previous studies have shown that verification of most is proportiondependent in terms of accuracy (Pietroski, Lidz, Hunter, & Halberda, 2009). Solt (2011) argued
that most is a vague quantifier, represented in imprecise manner due to its underlining scale
6

structure. According to her analysis, the ANS is a psychological model that might be
responsible for verification of most. We, therefore, predict:
(H2) There will be an effect of proportion on reaction times for most, but not more than half.
More specifically, we predicted that the verification of most would take longer when the
percentage is close to the individual threshold. We also predicted that DDM parameters will
explain this proportion effect.
Furthermore, we tested if the choice of thresholds will affect participants' reaction times.
Although this analysis has a somewhat exploratory character, we assumed that the differences
in representations of quantifiers across individuals might trigger different verification
strategies (Hackl, 2009). We predict:
(H3) There will be an effect of threshold on reaction times in most, many, and few (in case of
most assuming that we will also find different representations for this quantifier than for more
than half).
Finally, we tested the stability of thresholds over a two-week period. We predicted:
(H4.1) The representation of more than half and fewer than half will not change in time as
these two quantifiers have a clear 50% threshold.
We treated these two quantifiers as our baseline to test the stability of model parameters. Based
on the literature about the stability of semantic representations (Mccloskey & Glucksberg,
1978; Verheyen, White, & Égré, 2019) we have to consider two possibilities
(H4.2) participants have stable internal thresholds for most, many and few; or
(H4.3) the internal thresholds for quantifiers with higher between-subject variation in
representations (most, many, few) will change over time.

Experiment 1
Methods
Participants 90 users of the Amazon Mechanical Turk platform (https://www.mturk.com/)
participated in our experiment. After applying exclusion criteria (see next section) we included
72 participants (48 male) into our analysis, age: M = 35, SD = 11, range: 22-59. The sample
represented various educational backgrounds: high school graduates (24 participants), high
school graduates, who started college (22 participants), and college graduates (26 participants).
The subjects received 4US$ compensation for their participation. The study was approved by
the European Research Council and the University of Amsterdam, Faculty of Humanities
Ethics Committee.
Exclusion criteria We applied two exclusion criteria. Firstly, we excluded fast guessing
participants (11 subjects), whose reaction times were faster than 300ms for 50% or more
responses. Additionally, we tested if participants respected quantifier monotonicity, that is for
quantifiers most, more than half, and many we expected the increasing probability of saying
true with increasing proportion. The opposite effect was expected for few and fewer than half.
We tested this assumption by estimating random slopes for proportion for each participant
(glmer function in R package lmerTest, Kuznetsova, Brockhoff, & Christensen, 2017). Based
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on this criterion, we excluded 6 participants. Finally, we excluded 1 participant who
participated before in a similar experiment.
Design Participants saw two sentences on separate screens. On the first screen, they saw a
sentence with quantifier and pseudowords A and B: “{most/more than half/many/ few/ fewer
than half } of the As are B”. On the second screen, participants saw a sentence with proportion
given as a percentage: “p% of the As are B”, where As and B were the same pseudowords as
in the first sentence.
We decided to use pseudowords not to introduce any other variability in meaning beyond
different quantifiers. We used Wuggy (Keuleers & Brysbaert, 2010) to generate pseudowords
form English nouns (As) and adjectives (Bs). We selected 50 pseudo-adjectives and 50 pseudonouns, which were indicated by an English native speaker as sounding like plausible English
words. We controlled for the frequency of the original English words. The words on both final
lists had Zipf value equal 4.06 (SUBTLEX-US database, van Heuven, Mandera, Keuleers, &
Brysbaert, 2014); and length, all words on final lists were six letters. We matched each
quantifier with each pair of pseudowords and presented them in random order.
The proportion, p%, in the second sentence was randomly drawn from 1% to 99%, excluding
50%. We counterbalanced within-subject proportions above and below 50% for more than half,
fewer than half, and most.
Procedure To display the first sentence containing the quantifier, participants had to press the
arrow down button and hold it pressed as long as they wanted to read the sentence. When they
released the arrow down button, the sentence disappeared. To display the second sentence
containing proportion, they had to press the arrow down button again (but they did not have to
keep it pressed). On this screen, participants had to decide if the first sentence was true or false
based on the information from the second sentence by pressing the arrow left or right buttons
(counterbalance between-subjects).
Altogether, participants saw 250 trials, 50 mixed trials for each quantifier. The experiment was
preceded by a short training block (8 trials). In the training block, participants saw sentences
with quantifiers some, all, and none. At the end of the experiment, participants filled in a short
demographic survey.
Preprocessing reaction times (RT) data Before we fitted DDM, we excluded reaction times
shorter than 300ms and longer than mean+2SD for each quantifier and each response type
separately.
DDM We fitted the simple DDM (without variability parameters) to reaction times and
responses data for each participant separately. The model had boundaries parameter a, starting
point parameter z, non-decision time parameter Ter and drift rate v. We set the drift rate
parameter to be dependent on proportion via the generalized logistic function:
(1) v(p) = 𝑉% +

() *(+
,* - (/0∗(2/23))

,
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where VL is the lower asymptote of the generalized logistic function, VU is the upper asymptote,
s is the growth rate, p is the z-scored proportion in the second sentence of each trial, and p0 is
the individual threshold2.
We used R package rtdists to fit DDM, and we estimated maximum likelihood of DDM
parameters using particle swarm optimization (Clerc, 2010), on the seconds scale of RTs. To
identify model parameters, we fixed the diffusion coefficient to a scaling constant of 0.1.
Bayesian model averaging Because one of the goals of our study was to capture individual
differences between participants, we considered that there might also be individual differences
between participants in terms of which model is best according to AIC values. Therefore, we
decided to use Bayesian model averaging (BMA) for all DDM parameters (Hoeting, Madigan,
Raftery, & Volinsky, 1999; Wagenmakers & Farrell, 2004; Miletić & van Maanen, 2019)
rather than parameters from the winning model. BMA is a method to compute parameters for
each participant, taking into account the weighted average of the parameters from each model.
The weight for model i (wiAIC) is defined using the AIC values (Wagenmakers & Farrell,
2004):
;

(2) 𝑤6 𝐴𝐼𝐶 =

/ ∆ (?@A)
- < >
;

/ ∆C (?@A)
<
∑D
CE; -

Where ∆6 (𝐴𝐼𝐶 ) = 𝐴𝐼𝐶6 − min (𝐴𝐼𝐶), for each model i.
Mixed-effect regression modeling For all linear mixed-effect regression models we applied
the BMA individual thresholds to each participant's response data (see Table 2) We took
responses false below threshold and responses true above the threshold into the analyses. To
test H2 we fitted mixed-effect models (lmer function in lmerTest package in R, Kuznetsova et
al., 2017) with reaction times as dependent variable and proportion, quantifier (most, more than
half), response (true/ false) and their interactions as predictors. To test H3, we fitted a mixedeffect model (lmer function in lmerTest package in R, Kuznetsova et al., 2017) with reaction
times as dependent variable and proportion, threshold, response and their interactions as
predictors for each quantifier. We used answer true as the baseline.
We applied the same procedure of testing the random effect structure for all models. We tried
to keep the random structure of the model maximal (Barr, Levy, Scheepers, & Tily, 2013).
Therefore, we always included by-subject random intercept and by-subject random slopes if
they improved the model (determined by anova function in R).

Results
Descriptive statistics Table 1 summarizes the mean RT and proportion of true and false
responses for each quantifier. This summary already suggests the differences between most
and more than half. Firstly, the RTs for more than half are shorter than for most. Secondly,
2
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most has greater proportion of false than true responses, which indicate the possible difference
in threshold. We applied DDM to further explain these effects.
Table 1. Mean RT in seconds (SD) and proportion of response true vs. false in Experiment 1.
Quantifier
Response true
Response false
RT
response
RT
response
Few
1.201 (.133)
.39
1.087 (.134)
.61
Fewer than half
1.170 (.186)
.48
1.064 (.115)
.52
Many
1.000 (.117)
.57
1.107 (.122)
.43
Most
1.044 (.395)
.47
1.038 (.160)
.53
More than half
.917 (.086)
.50
.942 (.092)
.50
Modeling We systematically constrained parameters across conditions, which did not differ
between quantifiers (pairwise t-test comparisons). We evaluated each constrained model by
assessing AIC values (Akaike, 1998). We used the AIC values to compute for how many
participants each model was the best model (n best) or one of three best models (n top 3). Based
on individual AIC values of each participant, we assigned ranks to each model (1 for the best
model; 7 for the worst model). Next, we computed the mean rank for each model (the lower
rank, the better model). Model comparison descriptives are summarized in Table 2.
For some parameters (Ter, z, VL and VU) we observed differences between positive vs. negative
quantifiers or in case of parameter s between more than half/fewer than half and the rest of
quantifiers. We started the parameter estimation process with an unconstrained model in which
all parameters could differ for all quantifiers (Model 1). We then chose Ter to be the same
across negative quantifiers (few and fewer than half) and positive quantifiers (many, most, more
than half) (Model 2). In Model 3, we constrained a parameter to be the same across all
quantifiers. The z parameter was the same across negative quantifiers (few and fewer than half)
and positive quantifiers (many, most, more than half) (Model 4). We constrained parameter B
to be the same for fewer than half and more than half (Model 5). We also constrained
asymptotes parameters VL and VU (Model 6), in the same way as Ter and z parameter. Finally,
we tested the model with symmetric VL and VU parameters (Model 7). In Model 8 we
constrained p0 parameters for more than half and fewer than half and in Model 9 also for most.
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Table 2. Model comparison (k is the number of free parameters in the model; Mean is the mean
rank; n best is the number of participants, for whom the given model was the best; n top 3 is
the number of participants, for whom the given model was one of the three best models).
Model Parameters
Rank
Free
Fixed
k
Mean n best n top 3
1
Ter, a, z, p0, s, VL, VU
35
7.72
1
4
2
a, z, p0, s, VL, VU
Ter
32
6.60
3
11
3
z, p0, s, VL, VU
Ter, a
28
5.53
4
16
4
p0, s, VL, VU
Ter, a, z
25
5.10
4
22
5
p0, VL, VU
Ter, a, z, s
22
3.99
14
30
6
p0,
Ter, a, z, s, VL, VU
16
4.14
10
31
7
p0,
Ter, a, z, s, VL, VU
14
4.39
3
27
8
Ter, a, z, s, VL, VU, p0
12
3.38
16
41
9
Ter, a, z, s, VL, VU, p0
11
4.17
17
34
In addition to model comparison, we also visually investigated the individual participant model
fit and the aggregate Model 7 fit (Figure 2) by using Vincentizing method (Ratcliff, 1979).
Finally, we used AIC values to compute weights for each model and weighted averaged
parameters (Table 3 and Figure 3). The large variation in best model fit (see Table 2) supports
our choice to use BMA parameters. Figure 4 shows the example drift rates for Model 7. The
drift rates for more than half and fewer than half are steeper and have lower variability in
thresholds (proportion for which v(p) = 0) than drift rates of other quantifiers.
Table 3. Summary for model mean (SD) parameters after BMA (Model 1 to Model 9) using
AIC.
Quantifier
p0
s
VL
VU
a
z
Ter
Few
Fewer than half
Many
Most
More than half

-.34
(.27)
-.02
(.12)
-.17
(.32)
.10
(.22)
.006
(.06)

197
(283)
461
(345)
203
(286)
196
(280)
456
(346)

-.17
(.07)
-.15
(.06)
-.21
(.08)
-.23
(.09)
-.23
(.07)
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.18
(.07)
.17
(.06)
.21
(.06)
.21
(.07)
.21
(.06)

.23
(.05)
.22
(.05)
.23
(.05)
.23
(.05)
.23
(.05)

.52
(.07)
.51
(.06)
.54
(.05)
.54
(.06)
.54
(.05)

.45
(.12)
.45
(.12)
.42
(.11)
.42
(.11)
.42
(.11)

Figure 2. Defective cumulative density plots show the average fit of Model 7. For this
visualization, we plot the mean 5%, 15%, 25%, 35%, 45%, 55%, 65%, 75%, 85%, and 95%
percentiles over participants, scaled by the proportion of true and false responses, separately
for the data and the Model 7 prediction.
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Figure 3. Boxplots representing BMA parameters (Model 1 to Model 9) distributions for all
five quantifiers (fth is fewer than half and mth is more than half).
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Figure 4. Drift rates in Experiment 1 for Model 7. Darker lines indicate mean drift rate and
lighter lines indicate individual drift rates. Individual participants threshold p0 is the proportion
on x-axis for which drift rate v(p) on y-axis is equal zero. The scale parameter s indicates
steepness of the drift rate function.
Hypotheses H1.1-H1.3 In order to test hypotheses H1.1 to H1.3 we constrained parameter p0
= 50% for more than half, fewer than half and most. We compared the AIC of this model to
AIC of Model 7 to determine if the simpler model would be preferred. We predicted that the
improvement of AIC would be greater for more than half and fewer than half than for most
because the threshold of these quantifiers should be less varied.
In the first step, we constrained p0 for more than half and fewer than half. We found that the
constrained model was preferred for 57 out of 72 participants over Model 7. Finally, we
constrained the p0 parameter also for most. The model fitted better 41 out of 72 participants
(compared to Model 7). These results therefore supported hypothesis H1.3 – only some
participants had a 50% threshold for most, and the variation in thresholds was higher for most
than more than half.
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Moreover, we found that the mean BMA threshold for most (53.19%) was higher than the
threshold for more than half (49.92%) (t(71) = 3.56; p < .001; mean difference 0.1), suggesting
that overall, participants interpreted most as a proportion that was clearly higher than 50%3
(Figure 3).
Hypothesis H2 In the next step, we tested the effect of proportion on reaction times for most
in comparison to more than half. We expected to find a significant effect of proportion on
reaction times for most and significant interaction proportion-quantifier, indicating that the
effect of proportion is greater for most than more than half. To test hypothesis H2 we used
linear mixed-effect model.
Firstly, we tested the random structure of the model. The model comparison revealed that the
best model includes by-subject random slope for proportion (χ2(2) = 12.35; p = 0.002). The bysubject random slope for response improved less model fit (χ2(2) = 9.63; p = 0.008), while bysubject random slope for quantifier and the model with by-subject random slopes for proportion
and response were overfitted.
Secondly, we tested the significance of the main effect of proportion and quantifier-proportion
interaction (see model summary in Table 4). As expected, we found a significant main effect
of proportion (ß = -.13; t = -5.46; p < .001) and a significant proportion-quantifiers interaction
(ß = .11; t = 3.26 p < .01). In addition, we found that most was verified slower than more than
half (ß = -.20; t = -6.00 p < .001). This finding supports the claim that verification of most is
proportion-dependent and slower when the proportion is close to 50%. The relationship
between proportion and RT is illustrated in Figure 5A.
Table 4. Summary of the model testing hypothesis 2 (H2) (prop = proportion; quant =
quantifier; resp = response)
Effect
Estimate
t value
p value
intercept
1.13
30.71
< .001
prop
-.13
-5.46
< .001
quant
-.20
-6.00
< .001
resp
.03
0.81
.42
prop:quant
.11
3.26
< .01
prop:resp
.28
9.30
< .001
quant:resp
.03
0.79
.43
prop:quant:resp
-.20
-4.54
< .001
Hypothesis H3 Next, we tested if the choice of the individual threshold affects the speed of
the verification process. This analysis had an exploratory character. We expected that the
selection of the threshold would affect the verification process of quantifiers with various
possible representations such as many, few, and most. To test hypothesis H3 we fitted linear
mixed-effect model to data from each quantifier separately.
More the half and fewer than half For more than half, we included only by-subject random
intercept, because neither the random slope for a response (χ2(2) = .17; p = 0.92), nor model
3

Threshold for most: 53.19 = 0.1*28.68+50.32; threshold for more than half: 49.92 = 0.006*28.32+49.75.
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with a random slope for proportion (χ2(2) = .35; p = 0.84) improved model fit. For fewer than
half we included by-subject random slope for response (χ2(2) = 13.11; p = .001). By-subject
random slope for proportion improved the model fit less (χ2(2) = 12.01; p = .002) and the model
with both slopes had worse fit (χ2(3) = 5.49; p = 0.14).
In the second step, we tested the main effect of the individual threshold on reaction times (see
Table 5). For both quantifiers we found that the effect of threshold was not significant: more
than half (ß = -.53; t = -1.41; p = .16), fewer than half (ß = .14; t = .61; p = .55). As predicted,
we did not find evidence that the choice of threshold affects the speed of verification in more
than half and fewer than half.
Most For most we included by-subject random slope for proportion (χ2(2) = 19.04; p = .00007).
The model with by-subject random slope for response improved fit slightly less (χ2(2) = 18.85;
p = .00008) and the model with both slopes was overfitted. We found significant effect of
threshold (ß = .91; t = 3.71; p < .001) and threshold-proportion interaction (ß = -.60; t = -3.46;
p < .001) (see Table 5). As expected, the verification of most was affected by the choice of
threshold.
Many and few For many the best random effects structure included by-subject random slope
for proportion (χ2(2) = 10.28; p = .006). The model with by-subject random slope for response
improved the fit less (χ2(2) = 7.75; p = .02) and the model with both random slopes did not
improve the fit (χ2(3) = 5.84; p = .12). We did not find significant effect on threshold on speed
of verification of many (ß = -.03; t = -.34; p = .73), and significant threshold-proportion
interaction (ß = -.04; t = -0.81; p = .42) (see Table 5).
For few we included by-subject random slope for response (χ2(2) = 11.55; p = 0.003). The model
with by-subject random slope for proportion improved the fit less (χ2(2) = 9.02; p = 0.01) and
the model with both random slopes was overfitted. We found significant main effect of
threshold (ß = -.87; t = -4.19; p < .001) and threshold-proportion interaction (ß = -.48; t = 3.53; p < .001) (see Table 5).
In general, these findings support the prediction that the choice of threshold will affect the
verification process in quantifiers with various thresholds (most and few). We failed to find
significant threshold effect for many. Figure 5B presents regression models results.
Table 5. Summary of the models estimates, test hypothesis 3 (H3) (prop = proportion; quant =
quantifier; resp = response); *** p < .001; ** p <.01; * p < .05.
Effect
More than half Fewer than half Most
Few
Many
intercept
.93***
1.17***
1.10***
1.24***
1.09***
Prop
-.02
-.002
-.12***
.16***
-.14***
Thr
-.53
.14
.91***
-.87***
-.03
Resp
.06*
-.04
.03
-.11*
.08*
Prop:resp
.08***
-.07*
.26***
-.26***
.25***
Thr:resp
.51**
-.73**
.74***
-.43***
Prop:thr
-.60***
-.48***
-.04
Prop:thr:resp
.65***
.60***
-.20*
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Figure 5. Response times as a function of the proportion. A. Most vs more than half. Each
triangle represents mean RTs for proportions below threshold and each dot for proportions
above threshold. Dashed lines represent regression lines for responses false below threshold
and solid lines for responses true above threshold. B. Individual variation for the relationship
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between RT and proportion. Each panel represents one quantifier. Each triangle represents
mean RTs for proportions false and each dot for proportions true. The dashed regression lines
are for responses false and solid lines for responses true. For each response type and quantifiers
there are three regression lines indicating: threshold 1 SD below mean (-SD), mean threshold
(M) and threshold 1 SD above mean (+SD).
Additional findings In addition to testing three main hypotheses we also found differences in
other DDM parameters between quantifiers. We tested these differences using BMA
parameters. We compared only the pairs of parameters that were not constrained between
quantifiers.
Firstly, we found that more than half has a higher growth rate than most (Figure 3, t(71) = 5.08; p < .001; mean difference -259.39, see also Figure 4). This finding was expected. We
found proportion effect on RT for most, but not more than half. This effect in reflected also in
our modeling results in difference in the growth rate parameter.
Secondly, we also found a difference between positive and negative quantifiers in BMA nondecision times parameters. We found that non-decision time was longer for fewer than half
than more than half (t(71) = 5.81; p < .001; mean difference 0.03) and for few than many
(Figure 3, t(71) = 5.70; p < .001; mean difference 0.03). Furthermore, we found significant
difference between BMA starting point for more than half and fewer than half (t(71) = -2.61;
p = .01; mean difference -0.03) and approached significance for many and few (t(71) = -1.97;
p = .053; -0.03). The starting point for positive quantifiers (more than half, many) was higher
than the starting point for corresponding negative quantifiers (fewer than half, few).
Finally, we also tested the distance between drift rate asymptotes (distance = VL – Vu). The
distance was greater for positive quantifiers than negative quantifiers: more than half vs. fewer
than half (Figure 3, t(71) = 11.87; p < .001; mean difference 0.11), many vs. few (Figure 3,
t(71) = 5.51; p < .001; mean difference 0.07). These findings indicate the DDM can be useful
to capture many properties of natural language quantifiers.

Interim discussion
To test hypotheses H1.1-H1.3, we estimated individual thresholds for all five quantifiers using
DDM. We found that the model with 50% threshold for more than half and fewer than half
improves model fit for a greater number of participants, then the model with 50% threshold for
most. This finding indicates that there was more variation in interpretation of most than more
than half (or fewer than half) and supports hypothesis H1.3.
Following the literature (e.g., Pietroski et al., 2009), we tested the effect of proportion on the
speed of verification of most and more than half (H2). We found the proportion effect for most,
but not more than half. The verification of most was slower when the given proportion was
close to participant’s threshold. This finding is compatible with the hypothesis that most is
verified using a non-precise strategy (Solt, 2016).
We showed that the differences in representations of quantifiers affect the speed of verification.
Participants who had a higher threshold for most were slower in verifying this quantifier than
participants with a lower threshold. In contrast, the individual threshold did not affect the
verification of more than half and fewer than half. We also found the effect of threshold for
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few. This finding may indicate that most and more than half are verified using different
strategies and that the choice of strategy depends on the participant’s representation of this
quantifier.
We showed that the growth rate parameter of the DDM drift rate is greater for more than half
than for most. This finding is consistent with Solt’s (2011) analysis of most. It indicates another
source of differences between most and more than half, namely vagueness. It shows that in
terms of vagueness, most is closer to quantifiers such as many and few, rather than more than
half.
Our modeling results show that DDM can have a broad application in experimental semantics.
By using DDM, we were able to capture the difference between positive quantifiers (many,
more than half) and negative (few, fewer than half). The positive quantifiers had shorter nondecision time, higher starting point and greater drift rate than negative quantifiers. These
findings replicate the results by Schlotterbeck et al. (2020).
To summarize, we found that the verification of most, but not more than half, is sensitive to
proportion and that the choice of threshold affects the verification process of most. Moreover,
we found greater variation in individual thresholds in most than more than half.

Experiment 2 (Stability of meaning representations)
Methods
In Experiment 1 we showed that most and more than half have different meaning
representations and that the representations of most are more sensitive to individual differences.
In Experiment 2 we tested the stability of meaning representations. We predicted that semantic
representations of sharp-meaning quantifiers (more than half and fewer than half) should be
stable over time (H4.1). For the vague quantifiers (most, many, few) we considered the
possibility that the representations might change over time.
To test the stability of meaning representations, we used the same experiment as Experiment
1. Participants had to verify the sentence with a quantifier (most, more than half, fewer than
half, many and few) based on the proportion in the second sentence. Participants performed this
experiment twice in two sessions separated by a two-week period.
Participants We recruited 89 participants in the first session of the experiment via the Prolific
platform (https://www.prolific.co/). 72 participants completed both sessions. The final sample
included 64 participants (46 female, see Exclusion criterion section). Participants were on
average 32 years old (SD = 9, range: 18–60) and represented the following education
backgrounds: attending high school or high school graduates (5 participants), high school
graduates, who started college (6 participants), and college graduates (53 female). Participants
were paid 7.5£ per hour. The study was approved by the European Research Council and the
University of Amsterdam, Faculty of Humanities Ethics Committee.
Exclusion criterion We used the same exclusion criterion as in Experiment 1. We excluded
participants if they met one of the criterions in at least one testing session. We excluded 3 fast
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guessing participants and 4 participants who failed to meet the monotonicity criterion. Besides,
we excluded 1 participant, who was not an English native speaker.
Design We used the same design as in Experiment 1.
Procedure We simplified the procedure from Experiment 1. Participants had to press the K
button on their keyboard to move to the first screen, containing a sentence with a quantifier,
but they did not have to hold the K button pressed. To move to the second screen, containing
a sentence with proportion, participants had to press the K button again. To provide a response
(true or false) they had to press J or L button (counterbalanced across participants).
The stability experiment had the same number of trials as Experiment 1, and it was also
proceeded by a short training block. After completing the experiment participants filled in a
brief demographic survey. Participants did the same experiment twice. The proportions
presented in second sentence and the order of trials were randomized across sessions. The
second session was held in the third week after the first session.
Preprocessing reaction time (RT) data We used the same preprocessing procedure as in
Experiment 1.
DDM We applied Model 7 form Experiment 1 to data from both sessions (Table 7 shows mean
parameters). We chose this model because it was the best model in Experiment 1. In addition,
Model 7 included all the constraints, which highlighted differences between positive and
negative quantifiers and between vague and sharp meaning boundaries quantifiers.

Results
Descriptive statistics We summarize the descriptive statistics in both sessions (Table 6). We
observed similar patterns as in Experiment 1: we find shorter RTs for more than half than most
and larger proportion of false responses for most. We also notice that participants were faster
in the second session, which indicates a learning effect.
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Table 6. Mean RTs in seconds (SD) and proportion of response true vs. false in each session.
Quantifier
Truth
Session 1
Session 2
value
RTs
responses
RTs
responses
Few
false
1.232 (.143)
.60
1.103 (.121)
.59
Few
true
1.286 (.130)
.40
1.168 (.181)
.41
Fewer than half
false
1.114 (.104)
.53
1.123 (.280)
.51
Fewer than half
true
1.179 (.109)
.47
1.141 (.216)
.49
Many
false
1.141 (.145)
.47
1.021 (.136)
.49
Many
true
1.082 (.115)
.53
.978 (.146)
.51
Most
false
1.078 (.112)
.54
1.015 (.206)
.53
Most
true
1.043 (.134)
.46
.961 (.183)
.47
More than half
false
1.016 (.127)
.51
.919 (.143)
.50
More than half
true
.965 (.099)
.49
.909 (.302)
.50
Modeling results Figure 6 shows that the best model from Experiment 1 (Model 7) also has a
good fit to the data of both sessions in Experiment 2. Table 7 shows that parameter estimates
are also comparable to Experiment 1.
Table 7. Mean parameters (SD) for each quantifier in both sessions.
Session Quantifier
p0
s
VL
VU
1
Few
-.28
284
-.14
.14
(.33)
(362)
(.04)
(.04)
1
Fewer than half
.01
457
-.14
.14
(.15)
(355)
(.04)
(.04)
1
Many
-.06
284
-.19
.19
(.33)
(362)
(.04)
(.04)
1
Most
.15
284
-.19
.19
(.21)
(362)
(.04)
(.04)
1
More than half
.02
457
-.19
.19
(.15)
(355)
(.04)
(.04)
2
Few
-.27
196
-.16
.16
(.28)
(296)
(.05)
(.05)
2
Fewer than half
.001
514
-.16
.16
(.11)
(352)
(.05)
(.05)
2
Many
-.03
196
-.22
.22
(.31)
(296)
(.06)
(.06)
2
Most
.13
196
-.22
.22
(.23)
(296)
(.06)
(.06)
2
More than half
.03
514
-.22
.22
(.09)
(352)
(.06)
(.06)
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a
.24
(.06)
.24
(.06)
.24
(.06)
.24
(.06)
.24
(.06)
.23
(.05)
.23
(.05)
.23
(.05)
.23
(.05)
.23
(.05)

z
.52
(.06)
.52
(.06)
.52
(.06)
.52
(.06)
.52
(.06)
.51
(.04)
.51
(.04)
53
(.04)
53
(.04)
53
(.04)

Ter
.43
(.11)
.43
(.11)
.38
(.09)
.38
(.09)
.38
(.09)
.43
(.09)
.43
(.09)
37
(.07)
37
(.07)
37
(.07)

Figure 6. Defective CDF plots show the average fit of Model 7 to data from session 1 (A) and
session 2 (B). For this visualization, we plot the mean 5%, 15%, 25%, 35%, 45%, 55%, 65%,
75%, 85%, and 95% percentiles over participants, scaled by the proportion of true and false
responses, separately for the data and the Model 7 prediction.
In the next step, we compared each parameter between the sessions to see if they are stable.
We used a Bayesian paired t-test (R function ttestBF from BayesFactor library, Morey, 2018)
to quantify the change in parameters. The Bayesian t-test indicates the relative likelihood of a
difference in parameter estimates between sessions, expressed by the Bayes Factor. A large
Bayes Factor suggests that there is a systematic parameter difference between the sessions,
whereas a Bayes Factor smaller than 1 provides evidence for the absence of a difference,
suggestive of a stable parameter across session. We mostly focused on the stability of the
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threshold parameters, but we also tested the stability of other DDM parameters (Table 8). We
predicted that the threshold for more than half and fewer than half should be stable over time
at 50%. We considered that thresholds for other quantifiers might differ in between sessions.
Figure 7 presents example correlation of DDM parameters (p0) between sessions and Table 9
summarizes all correlations.
Table 8. Bayes Factors for paired t-tests for parameter estimates between sessions. The Bayes
Factors are the same if the parameters were constrained across quantifiers: s was the same for
more/ fewer than half and the same for most, many, few; VL and VU were symmetric (VL = -VU);
a was the same for all quantifiers; z and Ter were the same for positive and the same for negative
quantifiers.
Quantifier
p0
s
VL
VU
a
z
Ter
Few
.14
.41
71
71
.63
.39
.15
Fewer than half
.16
.19
71
71
.63
.39
.15
Many
.17
.41
1106
1106
.63
.15
.16
Most
.22
.41
1106
1106
.63
.15
.16
More than half
.17
.19
1106
1106
.63
.15
.16
We found that the Bayes Factor was below 1 for all parameters except asymptotes (VL and VU),
which indicates evidence in favor of the null hypothesis (no difference between parameters
between sessions). In particular, the Bayes Factor for individual threshold parameters was
below 0.33 for all quantifiers, which indicates substantial evidence in favor of the null
(Jeffreys, 1961).
To closer investigate the effect of session of parameters, we compared two Bayesian regression
models (R function lmBF from the BayesFactor library, Morey, 2018). In the first model we
used individual threshold as the dependent variable and scale parameter, quantifier, and session
as predictors. In the second model we removed the session predictor. We found that second
model was around 10 times more likely than the first model (BF = 10.5 ±2.5%). This finding
indicates that thresholds were stable across sessions.
We found that VL and VU parameters differed between testing sessions. We tested if participants
accumulated evidence faster in the second session, by computing the maximum speed of
evidence accumulation in both sessions, which was operationalized as the distance between
asymptotes (VU – VL) and tested the difference in distance between sessions (Bayesian paired
t-test). We found substantial evidence in favor of the hypothesis that participants speed up the
evidence accumulation process in the second session for positive quantifiers (BF = 1106 ±0%)
and for negative quantifiers (BF = 71 ±0%). This difference can be explained in terms of the
training effect, consistent with previous literature that found that training effects are reflected
in increased drift rates (Dutilh, Krypotos, & Wagenmakers, 2011; Dutilh, Vandekerckhove,
Tuerlinckx, & Wagenmakers, 2009; Petrov, van Horn, & Ratcliff, 2011).

23

Figure 7. Correlations of threshold parameter between session 1 and 2: A few (r(62) = 0.48; p
< 0.001); B fewer than half (r(62) = -0.05; p = 0.72); C many (r(62) = 0.47; p < 0.001); D most
(r(62) = 0.63; p < 0.001); E more than half (r(62) = 0.002; p = 0.99).
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Table 9. Correlations of DDM parameters between session 1 and 2. Note that some parameters
were constrained between quantifiers (see modeling section) and therefore the correlations
were the same, df = 62; *** p < .001; ** p <.01; * p < .05.
p0
s
VL
VU
a
z
Ter
Few
.48***
0.03
0.55***
0.55*** 0.77*** 0.04 0.53***
Fewer than half -0.05
-0.17
0.55***
0.55*** 0.77*** 0.04 0.53***
Many
0.47*** 0.03
0.51***
0.51*** 0.77*** 0.31* 0.46***
Most
0.63*** 0.03
0.51***
0.51*** 0.77*** 0.31* 0.46***
More than half
0.002
-0.17
0.51***
0.51*** 0.77*** 0.31* 0.46***

Interim discussion
We tested the stability of thresholds and the other DDM parameters in two experimental
sessions separated by a two-week period. We predicted that (H4.1) the thresholds for
quantifiers with sharp meaning boundaries (more than half and fewer than half) would not
change. For the vague quantifiers (most, many, and few), we considered two complementary
hypotheses: Either the thresholds will be stable over time (H4.2) or the thresholds will not be
stable (H4.3).
Our experimental results support the hypothesis that internal thresholds are stable over time for
quantifiers with sharp-meaning boundaries as well as for vague quantifiers. Moreover, we
showed that the variation in thresholds cannot be predicted by the testing session. In particular,
the model with only the growth rate parameter as a predictor of thresholds was better than the
model that also included also session as a predictor. This finding showed that the interindividual variation in parameters is a better predictor than intra-individual variation over time.
The stability of thresholds for sharp meaning boundaries quantifiers confirms the reliability of
our model. The stability of thresholds for vague quantifiers shows a contrast between
quantifiers and semantic representations of common noun categories. Previous findings (e.g.
Mccloskey & Glucksberg, 1978; Verheyen et al, 2019) on semantic categorization provided
evidence that semantic categories of common nouns are flexible and probabilistic. Our results,
in contrast, show that function words, such as quantifiers, have stable representations.
We also tested the stability of other parameters of DDM. All parameters except asymptotes of
the drift rate were stable in time. The change in drift rate’s asymptotes parameters could be
explained by the training effect. Participants accumulated evidence faster and therefore had a
larger distance between drift rate’s asymptotes when they did the experiment for the second
time. Altogether, this finding provides evidence that the DDM is a reliable model to analyze
the internal semantics representations.
Finally, we also correlated DDM parameters between sessions. For most of the parameters, we
found moderate correlations. The exceptions were the growth rate parameter, the starting point
parameter for negative quantifiers, and the threshold parameter for fewer than half and more
than half. The lack of correlation between sessions for the threshold parameter could be
explained by the fact that the variation in thresholds for fewer than half and more than half was
very small.
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General Discussion
Main findings The current study was mainly focused on the differences between two natural
language quantifiers: most and more than half. Many semantic theories (e.g., GQT, Barwise &
Cooper, 1981; Hackl, 2009) predict that most and more than half are truth-conditionally
equivalent. The existing experimental (Kotek et al., 2015) and corpus studies (Solt, 2016)
provided empirical evidence contradicting these theories. However, none of these studies have
investigated the differences in truth-conditional thresholds between most and more than half
directly. We filled this gap by showing that most and more than half have different internal
truth-conditional thresholds. We showed the robustness of this effect in the replication of
Experiment 1 (see supplementary materials). These findings shed critical light on the
conventional position in formal semantics that the two quantifiers are equivalent. It seems that
at least cognitively speaking, the two quantifiers may be not only associated with different
linguistic representations (Hackl, 2009) but also have different truth-conditional meaning
(corresponding to different thresholds).
Solt (2011, 2016) suggested that most is preferably used for proportions above 60%, while
more than half for proportions between 50% and 55%. According to our data the mean
threshold for more than half is 50% and for most 53%. This difference seems to be less apparent
than expected based on Solt’s (2011, 2016) findings, which may be due to our use of
semantically bleached pseudo-words and the experimental context. We found, however,
greater variation in thresholds for most. This finding supports hypothesis H1.3 about individual
differences in interpretation of most and proves that some participants have a 50% threshold
and some have higher thresholds. Therefore, the mean difference in thresholds cannot be
interpreted in isolation.
In terms of processing differences between most and more than half, we found a replicable
effect of proportion on the process of verification of most. In both Experiment 1 and its
replication (see supplementary materials) we found that most was verified slower when the
proportions were close to participants’ threshold than when they were far. No such effect was
found for more than half. The effect of proportion on verification of most was also reflected in
our modeling data. We discovered that most and more than half differ in growth rate parameter,
which can be interpreted as a measure of vagueness. The growth rate models the steepness of
the drift rate curve. In the case of more than half the drift rate had the shape of a step-like
function, which indicates that the evidence accumulation process was equally fast for
proportions close to individual thresholds as for proportions far from threshold. In contrast, for
most, the drift rate has a smoother shape indicating slower evidence accumulation process
around the threshold. The modeling of the growth rate parameter further shows that most is
more similar to many, rather than more than half.
Moreover, we have found that individual representations can affect the verification process of
vague quantifiers. In particular, we found an effect of threshold on reaction times for vague
quantifiers, but not for quantifiers with sharp meaning boundaries. Although this finding did
not fully replicate (see replication experiment in supplementary materials), it suggests that
different thresholds might be associated with different verification strategies, reflected in turn
in reaction times differences. The effect of proportion on verification of most has been shown
before in responses data (Pietroski et al., 2009). Pietroski et al. (2009) obtained a good fit of
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the Approximate Number System model to accuracy data from the verification of most. In this
study, however, Pietroski et al. assumed a 50% threshold for most. They defended this
assumption (Pietroski et al., 2011) by conducting additional analysis and showing that the data
do not deviate from model prediction enough to assume a threshold other than 50% for most.
This type of analysis, however, does not provide direct estimations of the thresholds. Our
analysis, in contrast, shows that at least some participants have a higher threshold for most than
more than half and that the choice of threshold might affect reaction times data. Moreover, by
jointly modeling both responses and response times data, we showed not only differences in
thresholds between two quantifiers but also differences in vagueness.
Finally, we contrasted a more considerable inter-individual variation in the representation of
most compared to more than half, with intra-individual stability of representations of both
quantifiers. The stability of internal representations suggests that they are well-grounded and
not affected by situation-specific factors. It also means that participants have a stable strategy
for each quantifier in solving the verification task. Previous studies have shown that contextdependent quantifiers like many and few have flexible thresholds that can be changed via
reinforcement learning (Heim et al., 2015), sensory adaptation (e.g., Heim et al., 2020) or
during interaction with another speaker (Yildirim et al., 2016). Despite this flexibility, our
study shows that thresholds for many and few are stable in the same context, at least for a
relatively short (two-week) period.
Two lines of explanation The stable inter-individual differences in quantifier representations
call for an explanation. There are two possible explanations and future work directions.
The first explanation postulates that individual differences are driven by differences in
verification strategies. It is based on Solt’s (2011, 2016) theory and findings showing
individual differences in the choice of verification strategy (Talmina et al., 2017). Solt (2011,
2016) claimed that most and more than half have different measurement requirements. More
than half has to be represented precisely and therefore requires a ratio scale, on which one can
perform division. Most is represented on a semi-ordered scale (Solt, 2016), on which the
elements are ordered by a “significantly greater than” relation. Therefore, most can be verified
in a non-precise manner, e.g., by using ANS. As a consequence, most has a preference toward
"significantly more than half" interpretation. Solt’s (2011, 2016) theory predicts that most
should have a higher threshold than more than half.
Moreover, Solt (2011) claimed that most is a vaguer quantifier than more than half and
therefore has no clear threshold. Vague expressions can be interpreted differently by different
subjects (e.g. Yildirim et al., 2016). Furthermore, experimental findings suggest that
participants have different preferences in using precise and estimation-based strategies during
the verification of most and more than half (Talmina et al., 2017). Taking all these puzzle
pieces together, most is preferred for higher proportions, but it is also a vague quantifier and is
more sensitive to individual interpretations. Participants, in turn, use various strategies to verify
most. We postulate that two verification strategies (precise vs. estimation-based) might be
associated with different thresholds. Participants who have a higher threshold for most would
prefer the estimation-based strategy, while participants with a threshold close to 50% the
precise strategy.
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Our study provides moderate support for this explanation. We found a significant effect of
threshold and threshold-proportion interaction on reaction times in verification of most.
Participants with higher limits (those who had "significantly more than half" interpretation)
were slower in verification and had a greater proportion effect. This finding should be taken
with caution, as it was not fully replicated in the pure replication experiment that we report as
supplementary material. Further studies are needed to explain the source of difference in
strategy preference. One possible direction is to look into individual differences in working
memory capacity (Talmina et al., 2017).
In addition to this explanation, there is a second line of reasoning. This second explanation
draws an analogy between participants who prefer a literal interpretation of scalar implicature
some-not all (logical responders) and a pragmatic interpretation (pragmatic responders). In this
analogy, logical responses would interpret most as equivalent to more than half, while the
second group would use pragmatic strengthening for most and interpret is as “significantly
greater than more than half”. The existence of these two groups could explain the interindividual differences in thresholds for most. It could also explain the proportion and
proportion-threshold interaction effects for most. Experimental studies (Bott, Bailey, Grodner,
2012; Bott & Noveck, 2004) have shown that scalar implicatures (e.g. some-not all) are
cognitively costly and require additional processing time. The pragmatic interpretation of most
(“significantly greater than more than half”), therefore, needs more time for verification than
the competitive interpretation (most as equivalent to more than half).
Electro-encephalography (EEG) studies suggest that the source of differences between the two
groups of responders might lay in pragmatic abilities. Zhao, Liu, Chen, & Chen (2015) showed
that the inter-individual differences in pragmatic abilities are reflected by participant’s EEG
activity during the evaluation of pragmatic underinformative sentences with some. Similarly,
Nieuwland, Ditman, & Kuperberg (2010) showed that participants’ pragmatic skills correlate
with their sensitivity to underinformative usage of some. These findings suggest that the
general pragmatic abilities might affect participants’ sensitivity to the pragmatic interpretation
of quantifiers. Altogether, our data could be explained by the pragmatic-straightening
hypothesis. Further studies are needed to investigate if the general pragmatic abilities predict
the interpretations of most.
Methodological matters We chose a purely linguistic task to study individual differences in
semantic representations of most and more than half. We decided to use this task instead of a
visual task to avoid confounds between quantifier representations and non-linguistic factors
(e.g., Dietrich, Nuerk, Klein, Moeller, & Huber, 2019; Gilmore, Attridge, & Inglis, 2011; Inglis
& Gilmore, 2013). We showed that in the purely linguistic task, there are apparent differences
in thresholds and verification between most and more than half. We believe these effects have
a purely linguistic nature.
We have investigated differences in semantic representations of most and more than half by
applying an evidence accumulation model, Diffusion Decision Model (DDM, Ratcliff, 1978),
a well-known model in mathematical psychology of decision making. DDM allows us to model
accuracy and reaction times jointly. It was validated as a cognitive model in many tasks (see
Ratcliff & McKoon, 2008 for review), recently also in a similar domain to quantifier
processing: exact and imprecise number comparison (Ratcliff, Thompson, & McKoon, 2015).
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We showed that DDM could be successfully used to study differences in semantic
representations. Except the differences between most and more than half discussed above, we
also found differences between negative and positive quantifiers in non-decision time, drift
rate, and starting point. These findings are consistent with Schlotterbeck et al., (2020). The
explanation of these differences goes beyond the scope of this paper; however, the fact that we
were able to capture them shows that DDM can have multiple usages in experimental
semantics.
Limitations Finally, we also note a few limitations of this study. Firstly, we did not find one
model, which would fit best for all participants. In our analysis, we account for this fact by
including BMA parameters. However, we cannot conclude that differences between
representations of most and more than half in threshold and growth rate are the only possible
sources of inter-individual variations. Secondly, although we obtained a good model fit, we
noticed that the model sometimes did not predict long reaction times. The worse model fit for
long RTs is not surprising because long RTs are rare and, therefore, difficult to accurately
predict; however, in our experiment, long RTs mostly drove the proportion effect. Thirdly, we
notice that our regression models did not meet all mixed-effects model assumptions. Finally,
we did not replicate all the thresholds effects on RTs. Therefore, we can only draw a limited
conclusion about the relationship between threshold and strategy of processing of quantifiers.
Conclusion Altogether, the current study provided strong evidence on inter-individual
differences in sematic representations of most and more than half and the intra-individual
stability of these representations in time. We successfully applied DDM to quantifier
verification data, and we showed that this type of model parameters could explain differences
between most and more than half in the verification process.
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Supplementary materials
Replication experiment
Methods
Participants We collected data from 90 subjects. We excluded 26 participants, based on the
same criteria as in Experiment 1.
The final sample consisted of 64 participants (41 male), age: M = 36, SD = 9; range: 23-65.
The final sample represented similar educational backgrounds as in Experiment 1: high school
graduates (7 subjects), high school graduates, who started college (21 subjects), and college
graduates (36 subjects). Participants were paid 4US$ for taking part in the experiment. The
study was approved by the European Research Council and the University of Amsterdam,
Faculty of Humanities Ethics Committee.
Exclusion criteria We used the same exclusion criterion as in the Experiment 1. We excluded
6 fast guesser participants and 4 for participants, who did not meet the monotonicity criterion.
Besides, we excluded 16 participants, who participated before in similar experiments.
Design The same as in Experiment 1.
Procedure The procedure was almost the same as in Experiment 1. Only the keyboard buttons
were changed. We replaced the arrow down button with the K button to move to the next
screen, and arrow right/left buttons with J/L to respond.
Preprocessing reaction times (RT) data The same as in Experiment 1.
DDM We used the same model comparison strategy as for Experiment 1.
Bayesian model averaging We used Bayesian model averaging (BMA) of DDM parameters
also for replication data.
Mixed-effect modeling We used the same strategy as in Experiment 1.
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Results
Descriptive statistics Table 10 summarizes the mean RTs and the proportion of true and false
in the replication experiment. We found that participants on average slightly faster verified
more than half than most. The difference in the proportion of true vs. false responses was less
apparent.
Table 10. Mean RT in seconds (SD) and proportion of response true vs. false in replication
experiment.
Quantifier
Response true
Response false
RT
response
RT
response
Few
1.282 (.387)
.40
1.228 (.686)
.60
Fewer than half
1.082 (.109)
.47
1.043 (.156)
.53
Many
1.068 (.275)
.60
1.077 (.174)
.40
Most
.929 (.129)
.49
.987 (.136)
.51
More than half
.914 (.187)
.51
.968 (.219)
.49
Modeling results We constrained the Ter parameter (Model 2) and a (Model 3) parameters to
be the same across quantifiers. We also found that the z parameter (Model 4) and La, Ua
parameters (Model 6) are the same for positive and negative quantifiers. We constrained B
parameter to be the same for more than half and fewer than half and the same for few, many,
and most (Model 5). Next, we found that symmetric boundaries between true and false
responses improve fit for some participants (Model 7). Finally, we constrained p0 parameter to
be zero for more than half and fewer than half (Model 8) and for most (Model 9). Table 11
summarizes model comparison, Table 12 shows BMA parameters and Figure 8 presents the fit
of Model 7.
Table 11. Model comparison (k is the number of free parameters in the model; Mean is the
mean rank; n best is the number of participants, for whom the given model was the best; n top
3 is the number of participants, for whom the given model was one of the three best models).
Model Parameters
Rank
Free
Fixed
k
Mean
n best n top 3
1
Ter, a, z, p0, s, VL, VU
35
6.38
5
13
2
a, z, p0, s, VL, VU
Ter
31
6.69
3
7
3
z, p0, s, VL, VU
Ter, a
27
5.59
5
11
4
p0, s, VL, VU
Ter, a, z
24
5.20
2
13
5
p0, VL, VU
Ter, a, z, s
21
4.48
10
23
6
p0
Ter, a, z, s, VL, VU
15
4.39
5
29
7
p0
Ter, a, z, s, VL, VU
13
4.56
6
27
8
Ter, a, z, s, VL, VU, p0 11
3.45
12
36
9
Ter, a, z, s, VL, VU, p0 10
4.25
16
33
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Table 12. Summary for model mean (and SD) parameters after BMA using AIC, replication
experiment.
Quantifier
p0
s
VL
VU
a
z
Ter
Few
-.27
160
-.15
.17
.23
.50
.40
(.34)
(244)
(.06)
(.07)
(.06)
(.05)
(.09)
Fewer than half
-.002
489
-.15
.17
.22
.51
.40
(.11)
(355)
(.06)
(.05)
(.05)
(.04)
(.09)
Many
-.27
150
-.21
.20
.22
.54
.40
(.39)
(246)
(.08)
(.06)
(.05)
(.06)
(.09)
Most
.08
154
-.24
.23
.23
.54
.39
(.17)
(233)
(.08)
(.09)
(.09)
(.06)
(.10)
More than half
-.0001
466
-.22
.22
.23
.53
.39
(.06)
(349)
(.08)
(.08)
(.05)
(.05)
(.09)
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Figure 8. Defective cumulative density plots show the average fit of Model 7 in replication
experiment. For this visualization, we plot the mean 5%, 15%, 25%, 35%, 45%, 55%, 65%,
75%, 85%, and 95% percentiles over participants, scaled by the proportion of true and false
responses, separately for the data and the Model 7 prediction.
Hypotheses H1.1-H1.3 As in Experiment 1, we tested if the p0 parameter can be constrained
for more than half, fewer than half, and most. We found that the model with p0 = 50% for more
than half and fewer than half (Model 8) was better than the Model 7 for 49 out of 64
participants. When we introduced additionally the constrain p0 = 50% for most (Model 9) the
new model was better for 37 out of 64 participants than the Model 7.
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We also found that the BMA threshold parameter was higher for most (51.92%) than more than
half (49.64%) (t(63) = 3.75; p < .001; mean difference 0.08)4. Altogether, we replicated the
findings from Experiment 1.
Hypotheses H2 Firstly, we tested random effects structure. We included by-subject random
intercept and by-subject random slope for response (χ2(2) = 13.00; p = .002). The random slope
for proportion improved model less (χ2(2) = 6.64; p = .04), the random slope for quantifier gave
an overfitted model, and the model with random slop for response and proportion did not
improve model fit (χ2(3) = 7.75; p = .051).
In the next step, we tested fixed effects of the model. We replicated main effect of proportion
(ß = -.15; t = -6.28; p < .001), main effect of quantifier (ß = -.14; t = -4.10; p < .001), and
quantifier-proportion interaction (ß = .14; t = 4.07; p < .001). Table 13 presents the whole
model summary. We replicated the finding form Experiment 1 – verification of most was
proportion-dependent and slower when the proportion was close to individual threshold.
Table 13. Summary of the model testing hypothesis 2 (H2) (prop = proportion; quant =
quantifier; resp = response), replication experiment.
Effect
Estimate
t value
p value
intercept
1.05
28.13
< .001
prop
-.15
-6.28
< .001
quant
-.14
-4.10
< .001
resp
.09
2.56
.01
prop:quant
.14
4.07
< .001
prop:resp
.34
10.79
< .001
quant:resp
-.02
-.43
.67
prop:quant:resp
-.31
-6.79
< .001
Hypothesis H.3
More than half and fewer than half For more than half and fewer than half we did not expect
to find the significant effect of threshold (H.3). We did not include by-subject random slopes
for both quantifiers. For more than half random slope for proportion gave overfitted model and
random slope for response did not improve fit (χ2(2) = .21; p = .90). For fewer than half random
slopes did not improve the fit: response (χ2(2) = .67; p = .72) and proportion (χ2(2) = .38; p =
.83).
For more than half we found that the effect of threshold was not significant (ß = .71; t = 1.17;
p = .24), however there was significant threshold-proportion interaction (ß = -.90; t = -2.95; p
= .003). For fewer than half, we found that the effect of threshold was not significant (ß = -.22;
t = -.91; p = .37).
Most For most we included by-subject random slope for response (χ2(2) = 13.56; p = .001), but
not by-subject random slope for proportion (χ2(2) = 6.86; p = .03). The model with both slopes
did not improve the fit (χ2(3) = 5.87; p = .12). We did not replicate the effect of threshold (ß =
.19; t = 1.13; p = .26).
4

Threshold for most: 51.92 = 0.08*28.41+49.65; threshold for more than half: 49.64 = -0.0001*28.65+49.64.
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Many and few For many we included both by-subject random slopes. Firstly, we included slope
for response (χ2(2) = 19.28; p = .00007) (by-subject random slope for proportion (χ2(2) = 9.46;
p = .009)), then slope for proportion (χ2(3) = 11.91; p = .008). We found significant main effect
of threshold (ß = -.22; t = -2.83; p = .006) and threshold-proportion interaction (ß = .10; t =
3.34; p = .001).
For few we included only by-subject random intercept (models with random slopes were
overfitted). We found significant main effect of threshold (ß = -.75; t = -4.12; p < .001) and
threshold-proportion interaction (ß = -.22; t = -2.40; p = .02).
In general, we found similar patterns of results as in Experiment 1. The effect of threshold was
present in vague quantifiers like many and few, but not in quantifiers with sharp meaning
boundaries like more than half and fewer than half. We did not however replicate the effect of
threshold for most. Table 14 summarizes all models’ estimates.
Table 14. Summary of the models estimates, test hypothesis 3 (H3) (prop = proportion; quant
= quantifier; resp = response); replication experiment, *** p < .001; ** p <.01; * p < .05.
Effect
More than half Fewer than half
Most
Few
Many
intercept
.90***
1.07***
1.05***
1.41***
1.12***
Prop
.001
-.02
-.17***
.30***
-.17***
Thr
.71
-.22
.19
-.75***
-.22**
Resp
.07*
-.01
.10**
.07
-.04
Prop:resp
.36***
-.64***
.30***
Thr:resp
-1.2*
-.30*
1.04***
Prop:thr
-.90**
-.22*
.10**
Prop:thr:resp
Additional findings Like in Experiment 1, we also tested the difference in growth rate between
most and more than half. We used BMA parameters. We found that the growth rate was higher
for most than for more than half (t(63) = -6.13; p < .001; mean difference -312.01).
We also found the differences between positive and negative quantifiers. The BMA starting
point was higher for more than half than fewer than half (t(63) = -2.77; p < .01; mean difference
-0.03) and for many than for few (t(63) = -3.89; p < .001; mean difference -0.04). The BMA
distance between drift rate asymptotes were greater for more than half than fewer than half
(t(63) = 7.68; p < .001; mean difference 0.12) and for many than for few (t(63) = 5.69; p < .001;
mean difference 0.08).
In Experiment 1 we constrained the non-decision time parameter to be the same between
positive and negative quantifiers. In the replication experiment this constrain did not improve
the model. We tested the differences in the Ter parameter in Model 1. We did not find
significant difference between more than half and fewer than half (t(63) = 1.35; p = .18; mean
difference 0.03), and for many and for few (t(63) = -.68; p = .50; mean difference -0.01).

Discussion
We ran the replication experiment in the same settings as Experiment 1. Firstly, we estimated
thresholds for all quantifiers. Like in Experiment 1 we found that we can improve DDM fit by
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constraining the threshold parameter for more than half and fewer than half to be 50%. The
model with a 50% threshold for most fitted data better only for some participants.
We replicated the effect of proportion on reaction times for most. Like in Experiment 1 we
found that most is verified slower than more than half when the proportion is close to
participants’ threshold.
In general, we replicated the finding that individual thresholds affect the verification process
for quantifiers which have various representation. We did not find the effect of threshold for
more than half and fewer than half, however, for more than half we found an interaction effect.
Moreover, we found that the effect of threshold for many and few, but we did not replicate this
finding for most.
We replicated the findings from Experiment 1 than most and more than half differ also in
another parameter – growth rate.
Finally, as in Experiment 1, we found differences between positive and negative quantifiers in
the starting point and drift rate. We did not replicate the result for non-decision time.
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