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1 Epistemics and their relatives

1.1 What are epistemics?

Epistemic statements connect a proposition with what is known.1 The proposition is
provided by the clause where an operator with the epistemic modal flavor appears. In 1,
it is The pie is ready. This proposition is called the prejacent. The epistemic operator
determines the asserted connection: what is known may entail the proposition, as in 1-2,
or be merely compatible with it, as in 3-4. The epistemic operator does not necessarily
take widest scope in its clause: in 5, it scopes under negation. The sentence 5 says that
it is not compatible with what is known that Ann is at home. From that, it follows that
Ann must be not at home.

(1) The pie must be ready.

(2) Our home team has to win tomorrow: they are better in every possible aspect that
matters.

(3) The keys might be in the car.

(4) For all we know, Mary could have been to Alaska before.

(5) Ann can’t be at home yet. She only left work 10 minutes ago.

Exactly how to analyze “what is known” is subject to current debates, overviewed in
Section 2. The discussion is centered on English, which reflects the state of the literature:
while epistemic modals have been described in many languages, the theoretical debate on
the nature of epistemic modality in formal semantics and philosophy of language largely
employs evidence from English. Section 3 discusses the syntactic position of epistemic
modal verbs; the focus on modal verbs in well-studied European languages, and relative
neglect of other syntactic devices expressing epistemic meanings also reflects the state of the
literature. Section 4 briefly discusses epistemics embedded under attitude predicates.

Other chapters in this volume discuss issues related to epistemic modality as well. [X, b]
introduces the semantics of attitude verbs, and also discusses the issue of embedding epis-
temic modals under them. Epistemic expressions can be graded, as in very likely or 20%
likely, see [X, d]. Interactions between modals in general and tenses and aspects are the
subject of [X, f]. In the literature on evidentials, there is a debate as to whether evidentials

1This chapter has greatly benefitted from the comments of two anonymous reviewers and the editors
for this volume, as well as from conversations about modality with Pranav Anand, Cleo Condoravdi, Kai
von Fintel, Irene Heim, Sabine Iatridou, Natasha Korotkova, Dan Lassiter, Sven Lauer, John MacFarlane,
Paul Portner, Aynat Rubinstein, and Hedde Zeijlstra. All possible mistakes are, of course, my own. I
gratefully acknowledge the support of the Alexander von Humboldt foundation and the DFG under project
391377018.
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are epistemic modals, see chapter [X, c] and a more detailed discussion in [Korotkova, 2016,
Ch. 2, Ch. 6]. In terms of the “strength” of modal claims, a special category of “weak ne-
cessity”, in addition to the simple possibility and necessity, is often invoked; [X, g] discusses
whether there can be epistemic weak necessity. Sometimes it looks like two epistemics on
top of each other semantically amount to only one, the issue known as modal concord; see
[X, e]. Outside of this volume, [Maché, 2013] is a dissertation that, among other things,
reviews restrictions on the appearance of epistemics in different contexts.

The theoretical literature on epistemic modality is developing rapidly. The bulk of this
chapter was written in the early 2015, and so does not do justice to important work that
appeared later, including for example [Moss, 2015] and [Moss, 2018], who develops a seman-
tics for epistemics in terms of unconditional and conditional probability measures.

1.2 Ambiguity between epistemic and other meanings; historical devel-
opment of epistemics

Investigations into the behavior of epistemics are made harder by the fact that the lexical
items involved may be multiply ambiguous. For example, the most frequent reading of
Present-Day English might is that of epistemic possibility. However, might may also express
circumstantial possibility and permission, [Coates, 1983, Ch.6.2]. Other English modals
that can convey epistemicity are even more widely ambiguous. For example, along with
epistemic can’t in 5, there are also deontic, circumstantial and ability can’t :

(6) Deontic: You can’t be here. That’s not allowed.

(7) Circumstantial: This key can’t fit the lock. It has a totally different shape.

(8) Ability: Alex can’t swim.

Thus considering each potentially epistemic example, one must always make sure the judge-
ments are not affected by possible other readings. Sometimes, the example may be seman-
tically underdetermined, not allowing the researcher or the hearer to identify the intended
flavor with certainty. Even worse, two meanings may contextually entail one another. For
instance, in a certain conversation the circumstantial and epistemic readings of 9 may well
contextually entail each other: if the conversation participants assume that what is known
has the same extent as the relevant circumstances, the two readings collapse.

(9) Given that he left work an hour ago, John has to be home already.

Circumstantial : ‘the circumstances, namely the time John left, his intention of
going straight home, and the conditions on his way are such that it’s necessary that
he already arrived’
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Epistemic: ‘what we know about the circumstances, including the time John left,
his intention to go home, and the conditions on his way, necessitates that John is
already home’

Those facts are not surprising given the knowledge in the historical and grammatical-
ization literature. It is established that modal words change their (sets of) meanings
over time, with epistemic meanings often developing from circumstantial and/or deontic
ones, [Traugott, 1989], [Bybee et al., 1994], [van der Auwera and Plungian, 1998], a.m.o.
Specifically for English, Table 1 from [Gotti et al., 2002] illustrates how several modals
gradually started to be used epistemically more frequently.

Table 1: Percentage of epistemic uses for historical English modals, after [Gotti et al., 2002]

1350-1420 1640-1710

may 3% 17%
might 6% 25%
can 0% 5%
could 0% 4%

must 20% 30%
should 1% 1%
will 0% 2%
would 2% 5%

Given that epistemic meanings often arise from non-epistemic ones, it is to be expected that
non-epistemic meanings for largely-epistemic present-day modals would be more likely to
occur in more literary registers and in fixed constructions. Therefore a semanticist studying
epistemics should apply particularly strict controls for the modal flavor when dealing with
such registers and constructions.

There are also generational differences, as sociolinguistic research in apparent time shows.
For instance, in Toronto English, epistemic readings of must are 3 times more frequent
than deontic ones overall, but in fact most deontic tokens were produced by speakers in
the older-than-60 age category, [Tagliamonte and D’Arcy, 2007]. Thus for younger Toronto
speakers, must approaches a form specialized for epistemic modality, while for the oldest
speakers, it is robustly ambiguous.

2 Semantic analyses of epistemic modality

We said above that epistemics connect the argument proposition, called prejacent, to what
is known. The standard formalization of this analysis uses the possible world setup of
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Kripke semantics for modal logic. The propositions constituting what is known at the
evaluation world, time, and whatever other evaluation parameters, determine the epistemic
modal base: a set of worlds EP where those known propositions are all true. Formally,
EP itself is a proposition like any other. The epistemic lexical item quantifies over the
worlds w′ in EP and checks whether the proposition p denoted by the prejacent is true in
those w′. A possibility epistemic such as might says that p is true in some of the w′ worlds,
i.e. that EP ∩ p is non-empty. A necessity epistemic such as have to says that p is true
in all of them, i.e. that EP entails p. One possible way to formally spell out this general
analysis is as follows:

(10) Let EP (w, t) =def
⋂
{q | q a known proposition at world w and time t}

[[mayepist]]
w,t(p) = ∃w′ : w′ ∈ EP (w, t) ∧ p(w′)

[[mustepist]]
w,t(p) = ∀w′ : w′ ∈ EP (w, t)→ p(w′)

But how exactly is “what is known” defined, and what parameters can it be sensitive to
besides the evaluation world? In other words, which propositions are counted as “known”?
That is a subject of current debates. Section 2.1 summarizes several important positions
on the question. Section 2.2 discusses further complications that arise once we consider
comparative epistemic constructions.

2.1 Defining what is known

2.1.1 Contextualism

A particularly prominent family of analyses, often called standard contextualist, says that
the extent of “what is known” is ultimately provided by the context of utterance. However,
individual theories within that family vary widely as to how exactly the context selects the
relevant body of knowledge. We will now work through several analyses from the literature
to illustrate what the issues are.

The most simplistic analysis is to say that the epistemic modal base EP includes what the
speaker of the current context knows:

(11) Solipsistic epistemic base:

EP sol
c (w, t) =def

⋂
{q | q known by the speaker of context c in world w at time t}

To make intuitive sense of what a given analysis predicts, we can paraphrase the meaning
it assigns to a simple epistemic statement:

(12) Paraphrases using the solipsistic epistemic base:
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“mustepist p” ≈ “It follows from what I know that p”

“mayepist p” ≈ “What I know does not rule out p”

In the case of the solipsistic EP , paraphrasing highlights both why the simplistic analysis in
11 is attractive, and why it is not very satisfactory as the only analysis. For some examples,
such as 13, a paraphrase along the lines of 12 makes intuitive sense. But for others, such
as 14, the paraphrase does not sound synonymous to the original statement.

(13) Paul, baking a pie: The pie must be ready.

≈ “It follows from what I [=Paul] know that the pie is ready.”

(14) Defense lawyer : Thus the defendant must have been home at the time that the
crime was perpetrated.

6= “It follows from what I [=the lawyer] know that the defendant was home.”

It does not seem as if the lawyer in 14 relies on her knowledge in making the epistemic
claim. Instead, she seems to be alluding to what follows from publicly known facts. How
can we change the definition of EP to account for that?

[Hacking, 1967] proposes to include into the definition both a contextually specified com-
munity of knowers, and all practicable investigations that this community might undertake,
15. There are two differences here with the solipsistic definition in 11. First, the relevant
knowledge is not just the knowledge of the speaker alone, but of a certain community of
speakers. Who exactly constitutes the relevant community is determined by the context
of the utterance (with various theories possible regarding how exactly that is to be done).
Second, it is not just the actual knowledge of the relevant people that matters, it is also the
knowledge that could be obtained via practicable investigations (that is, investigations that
can actually be performed by humans; see [Hacking, 1967, p. 149]). Hacking’s motivation
for the practicable-investigations part comes from examples like 16.

(15) Hacking-style epistemic base:

EPHac
c (w, t) =def

⋂
{q | q is either known by a community of speakers determined

by c, or can be established to be true by a (future) practicable investigation, in
world w at time t}

(16) A salvage crew is searching for a sank ship. The mate of a salvage ship uses the
sank ship’s log saved by one of the survivors. After working through the first two
thirds, she concludes that the ship may be in the bay they are in, so she says: “The
ship may be in this bay.” But in fact, the last third of the log documents a change
of course, and rules out that the ship is there.
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For a similar scenario2, [Hacking, 1967] reports the intuition that the mate’s statement was
false. But if EP only contained what the mate knew, her assertion would have been true:
she still had not acquired the knowledge which ruled out the relevant possibility. This
motivates Hacking’s inclusion of the results of practicable investigations into EP .

[Teller, 1972] criticizes Hacking’s account for creating too wide an EP . The problem is that
sometimes, we take “may p” and “may ¬p” to both be true even though there is a very
easy practicable investigation that would establish whether p. One example is this:

(17) Context: only one person in the department got a promotion.

They may have promoted Mary. They may have promoted Ann. Liz would surely
know which.

It is enough to contact Liz, which in most cases would be practically possible, to find out
who was promoted. Yet this does not seem to create the feeling that one of the epistemic
statements in 17 was false at the time of assertion. This shows that it is a bad idea to
always count in all knowledge that could be obtained in the future. Instead, Teller proposes
to rely only on the presently known propositions.

(18) Teller-style epistemic base:

EP Tel
c (w, t) =def

⋂
{q | q is known by a community of speakers determined by c

in world w at time t}

But Teller’s definition, in turn, fails to derive the desired prediction for 16: at the relevant
moment, nobody in the community knows the data in the last third of the log, so the
mate’s claim should be declared true.

[DeRose, 1991] points out what’s fundamentally wrong with both Hacking’s and Teller’s
proposals. He argues that there is no single standard for how much of the future knowledge
should count. Instead, that standard is determined by the context:

(19) DeRose-style epistemic base:

EPDeR
c (w, t) =def

⋂
{q | q is either known by a community of speakers determined

by c, or can be learned by those using relevant ways determined by c, in world w
at time t}

DeRose’s proposal adds flexibility to the contextualist definition. Different contexts of
utterance may make different ways of increasing one’s knowledge relevant — or none at all.

2In Hacking’s original scenario, the mate made a mistake in her computations. This creates a com-
plication: not all of what the mate considers her knowledge is actually knowledge. Then under some
precisifications of the scenario, the solipsistic analysis may be enough to explain why the mate’s statement
is perceived as false. My version in 16 is similar to the variant used by [DeRose, 1991].
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So in 16, checking the last part of the log may be counted as relevant; in 17, contacting Liz
may be considered not a relevant way to increase knowledge. A crucial point of DeRose’s
is that since such determination depends on the context, in many cases it would not be
obvious whether an epistemic statement was true or false when asserted, if we abstract
away from the specific context.

While the flexibility of DeRose’s 19 is arguably a necessary feature of any plausible standard-
contextualist account, DeRose did not provide recipes for how exactly the context should
specify what counts as relevant. [Dowell, 2011] and [Yanovich, 2014] independently put
forward such proposals:

(20) Dowell-style epistemic base (=flexible contextualism):

EPDow
c (w, t) =def

⋂
{q | q is relevant in context c relative to world w and time t},

where it is the publicly manifestable intentions of the speaker of c that determine
what is relevant.

(21) Yanovich-style epistemic base (=practical contextualism):

EP Y an
c (w, t) =def

⋂
{q | q is relevant in context c relative to world w and time t},

where p is relevant if the interlocutors may obtain it in time to bear on the current
practical investigation they are engaged in.

Dowell and Yanovich’s proposals are not inherently incompatible. They stress different as-
pects of the use of epistemic expressions. Dowell stresses that in a normal case, the intended
extent of what is known should be clear to the interlocutors. Yanovich argues that we re-
cover that same extent from the interlocutors’ practical goals in the context. Here is an ex-
ample that demonstrates how both analyses work, based on one from [DeRose, 1991]:

(22) Context: To figure out whether Mary’s symptoms are a manifestation of cancer, the
doctors ran a test. If the test is negative, cancer is ruled out. If it is positive, she
might, or she might not, have cancer. The doctors should already have the results
of the tests.

Liz: So tell me, George, do you already know if Mary could have cancer? I hope
the doctors know by now, but what about you?

George: I don’t yet know whether she might. The results are ready by now. We
will learn what they are tomorrow.

Here, Liz’s words make it clear that she is after George and other relatives and friends’
knowledge, not the doctors’ — so the doctors are not in the relevant community of knowers.
In his turn, George makes it publicly clear (as relevant for Dowell) that he intends to include
the test results into the body of relevant knowledge. Since he does not know them yet, he
knows he lacks a crucial piece. Therefore he abstains from making an epistemic claim: it
would have been unjustified.
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The same dialogue may be viewed as a negotiation of what the relevant practical goal is
(as relevant for Yanovich). For George, it’s determining whether Mary’s having cancer is a
real possibility within the scope of the next few days. Therefore the test results fall within
the body of relevant knowledge.

What is crucial for both Dowell’s and Yanovich’s accounts is that the intuitions about the
scenario change once we change the publicly manifestable intentions or the practical goal.
Let’s add to the scenario the information that Liz is now deciding whether to buy a plane
ticket for tomorrow so she can meet Mary, and George knows it. This makes the public
intentions stricter (as relevant for Dowell). George has no leeway in precisifying them:
information that will be acquired tomorrow is not going to help Liz right now. Similarly,
the practical goal of deciding whether to buy a ticket about now, makes future information
irrelevant (as relevant for Yanovich). So for both Dowell and Yanovich, George’s response in
22 becomes inappropriate in this modified scenario. Instead, 23 would have been OK:

(23) George: She just might. Once we get the results from the doctors tomorrow, it
will be clearer. Perhaps she doesn’t, after all. But she might, so I guess you can
buy your ticket.

It remains to be seen whether the accounts of [Dowell, 2011] and [Yanovich, 2014] are
the last word on standard contextualism about epistemics. But the debate is not only
about which accounts within standard contextualism are more plausible: there are many
alternative analyses of epistemic modality that are not standard-contextualist. Across
contexts, standard contextualism permits flexibility. But any actual epistemic statement
in this framework has a unique truth value. The context of utterance determines the
epistemic modal base, and the facts of the evaluation world determine whether the prejacent
proposition is compatible with or follows from the modal base.3 The frameworks that
we discuss below — relativism, multiple-assertion contextualism, and expressivism about
epistemics — differ from standard contextualism on some feature of this picture.

2.1.2 Relativism

Relativism about epistemics (cf. [Egan et al., 2005], [Stephenson, 2007], [MacFarlane, 2011],
and especially a book-length treatment of relativism in general and regarding epistemics in

3A common worry about standard contextualism is that it assigns truth conditions which make it
impossible for ordinary humans to properly assert epistemic claims. The alleged problem stems from the
fact that the body of relevant knowledge often needs to be wider than the speaker’s own knowledge under
this account. Dowell and Yanovich argue that this is not a problem. It is true that speakers often overreach
when they make epistemic claims. But they do just the same with non-modal statements. If I tell you that
there are no humans currently on the Moon, or that the train will get you to the airport on time, how can
I really know? Yet language users are fine with such overreach — and therefore epistemic overreach is also
not a reason to worry.
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[MacFarlane, 2014]) differs from standard contextualism in saying that a single epistemic
utterance may have more than one truth value. Put differently, relativists say that the
context of utterance does not fully determine the truth value of an epistemic claim.

Empirical motivation for relativism about epistemics comes from cases such as (i) eaves-
dropping, and (ii) disagreement and retraction. In eavesdropping scenarios, there is a
conversation with an epistemic claim, and an agent who listens in while hiding:

(24) George to Liz: There might still be some ice cream left.

Alex, whispering while hiding in the closet: That’s not true. I ate the last of it.

For standard contextualists, George’s utterance has a unique truth value. We have two
options: either the context of utterance makes Alex’s knowledge relevant, or it doesn’t.
In the first case, George’s assertion is clearly false; in the second, it may be true. But
since the assertion was made only once, a standard contextualist needs to pick only one
option.

Relativists, in contrast to that, argue that epistemic expressions are evaluated not only
relative to the context of utterance, but also to a context of assessment. Then the very
same utterance by George may be assessed differently. When it is assessed from George
and Liz’s context of assessment, it may well be true. But when we assess its truth in
a context of assessment including Alex, George’s statement is false. Thus different con-
texts of assessment can lead to different truth conditions for one and the same epistemic
utterance.

(25) Relativist epistemic base:

EP rel
cU ,cA

(w, t) =def
⋂
{q | q is relevant in context of utterance cU and context of

assessment cA relative to world w and time t}.

Importantly, making epistemics assessment-relative is not just an ad hoc fix. In many
areas of semantics, there is a debate between contextualists and relativists. Take, for
example, sensitivity to time (see e.g. [Markosian, 2016, Sec. 1] and references therein). One
plausible position (that of contextualists) is to say that each proposition has a unique, time-
independent truth value. Then when we say “It is raining”, the proposition we expressed
should already include a reference to the moment at which we made the assertion. Were
we to assert the same sentence again, it would denote a different proposition. But it is
also plausible to say (as relativists) that propositions are time-sensitive. Then our different
assertions of “It is raining” would denote the same proposition, and to determine its truth,
we’d need to evaluate it against a time parameter. It may be that in a given semantic
domain, only contextualism or only relativism will turn out to be correct. But there are
no reasons to discard either position a priori.
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One would hope, then, that there are empirical tests determining whether a given utterance
has just one truth value. Unfortunately, matters are not that simple. For consider again the
case of Alex in 24. When Alex says “That’s not true”, does this refer to George’s utterance,
or to another utterance with the same form as Alex themself might have made? In other
words, do we have a single utterance, or two utterances here? The issue is not trivial, and
hard to sort out empirically. Relativism with its assessment sensitivity allows us to treat
cases such as 24 arguably more elegantly, but it is not that standard contextualism cannot
explain them at all.

Similarly, experimental results regarding real speakers’ judgements are not as helpful as
one might hope. For example, [Knobe and Yalcin, 2014] asked their subjects if utterances
like George’s in 24 were true given that in fact there was no ice cream left. The subjects
predominantly ruled George to have spoken truly, though somewhat less decisively than
in control cases of unquestionably true statements. [Knobe and Yalcin, 2014] concluded
that their results falsify a version of relativism that predicts that speakers always tend to
prefer including their own knowledge into the context of assessment (Knobe and Yalcin’s
thesis (J)). Indeed, since the subjects knew there was no ice cream, if their knowledge were
deemed relevant in the chosen context of assessment they would have declared George to
have spoken falsely. But relativism as a family of theories does not require us to accept
Knobe and Yalcin’s (J). In particular, when I ask a subject to evaluate the truth of George’s
utterance in an experiment, the subject is completely outside of the situation. It is not a
priori unreasonable for them to assess George’s claim from his own perspective. Of course,
experiments such as Knobe and Yalcin’s increase our empirical knowledge about people’s
behavior with epistemic claims; but it is not straightforward to use such data to decisively
rule out or rule in a certain general family of theories of epistemic modality.

In 25, we did not actually define how context of assessment gets selected. We also did
not spell out what it means for q to be relevant. Adopting relativism as a framework
does not by itself dictate when assessment contexts get changed, or how we should define
relevance of knowledge. All it does is allow epistemic assertions to vary in truth value
depending on their context of assessment. Depending on the theoretical choices we make,
a relativist theory may look very similar to a standard-contextualist one. In particular,
all the standard-contextualist analyses from the preceding section may be converted into
relativist analyses. The choice between such cousin contextualist and relativist versions
would hinge on whether a single utterance should have a fixed unique truth value.

We will now turn to another kind of argument given for relativism against standard con-
textualism, coming from disagreement and retraction scenarios. Such scenarios have been
already shown to not actually invalidate standard contextualism by [Dowell, 2011] and
[Yanovich, 2014], but relativism can be argued to treat them more elegantly. They also
illustrate a crucial difference between relativism and standard contextualism treat truth of
epistemic claims, and thus are worth discussing here.
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(26) Context: Alex and Billy are searching for the keys.

Alex: The keys might be in the car. initial epistemic assertion

Billy: Nope, they cannot. I already checked the car. disagreement

Alex: Oh. My bad, I was wrong then. retraction

Here is a simplistic relativist’s account of 26. Alex makes her statement from a context
where it’s not yet known that Billy checked the car. Relative to that context as the context
of assessment, her statement was true, and thus she was justified in asserting what she did.
Billy evaluates the same statement from a different context of assessment that includes her
own knowledge. From that context, Alex’s statement is false, and Billy says so. After that,
Alex may (though does not have to) choose to re-evaluate her earlier words from a new
context of assessment where new knowledge about Billy’s checking the car is added. In
that third context, her earlier words are false, and therefore she retracts them. A crucial
feature of this account is that the interlocutors are never mistaken about the truth of
Alex’s assertion, but its truth value depends on which context of assessment we evaluate it
from — in the discussion above, we used three different truth values, determined by three
different contexts of assessment.

Here is how a standard contextualist can account for the scenario, in a very different
manner. For the contextualist, either Alex’s statement is true all along, or false all along.
Taking Alex’s eventual retraction as evidence, we can assume that her statement was false.
However, at the moment when she uttered it she sincerely believed it to be true. (In
fact, we commit such mistakes quite regularly: for instance, we can say “It’s not raining”
without really checking and head out without an umbrella, only to find to our surprise that
it’s a downpour out there.) In her disagreement statement, Billy points out that in fact
Alex was wrong, volunteering a crucial piece of knowledge, namely that the car was already
checked. Alex apparently lacked that piece, but it bore on the truth of her statement. Alex,
becoming aware of her mistake, retracts. In this explanation, there is only one truth value
for the sentence. However, Alex’s and Billy’s initial beliefs about this truth value differed,
and Alex’s beliefs about it changed in the course of the dialogue.

It is worth noting that the standard-contextualist explanation sketched above can also be
used by a relativist. The crucial point is that it does not have to be, because an explanation
involving switching contexts of assessment is also available to it. This is potentially relevant
because known problems for relativism come from apparent overgeneration of predicted
readings. The case of disagreement by ignorants, by [Dietz, 2008], illustrates this.

(27) Sarah the Mathematician: I am a mathematician who knows a lot about this con-
jecture. There cannot be a counterexample to it.

George the Ignorant: #You are wrong. I never studied even basic calculus, so it is
perfectly compatible with what I know that there is a counterexample.
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If George were allowed to fall back to his own (very scarce) knowledge, his utterance should
have been fine. After all, for all he knows, there could be counterexamples. So the most
permissive version of relativism that allows switching the contexts of assessment between
the interlocutors, and for the interlocutors to only rely on their own knowledge, is falsified
by this case. However, it does not invalidate relativism as a whole. Raising the bar for
assessment-switches within a dialogue or introducing stricter constraints on falling back to
the speaker’s own knowledge can each help relativism explain the example. So again, it
is not like we have a straightforward empirical argument that decides between standard
contextualism and relativism.

2.1.3 “Cloudy” contextualism

Contextualists [Dowell, 2011] and [Yanovich, 2014] deal with disagreement and retraction
by appealing to a change in beliefs about the epistemic statement’s truth value. A differ-
ent type of contextualist response is proposed by [von Fintel and Gillies, 2011]. As “stan-
dard” contextualists, they do not give up that there is a unique truth value for each
asserted proposition; but they allow that a single utterance of an epistemic claim may
bring more than one proposition into play. We can call this account cloudy contextualism
after [MacFarlane, 2010].

(28) Cloudy contextualism:

• The facts up to the moment of utterance leave a set of contexts C to be the
possibly-actual contexts (=a “cloud” of contexts).

• A context-sensitive utterance puts into play a set of propositions, one propo-
sition for each context c in C.

• The speaker may make an utterance putting into play a set of propositions P
only if there is p in P which one is justified in asserting.

• The hearer confirms (denies) the epistemic claim if they find the strongest
proposition pi that they “reasonably have an opinion about” true (false).

• Epistemics are context-sensitive, as in standard contextualism.

So in each context, the truth value of the epistemic claim is uniquely determined. But
in real-life situations, it may be underdetermined which context we are actually in. Stan-
dard contextualists must either disallow such cases (arguing that in truth, the context
is fully determined), or dismiss them as unfortunate cases of real-life confusion that do
not undermine the normative standard of how things are supposed to work in language.
[von Fintel and Gillies, 2011] propose instead that speakers may intentionally exploit the
ambiguity.

Their account is motivated by non-epistemic cases such as the following one. Suppose
somebody at a conference asks you “Where are you from?” It is often not quite clear what
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exactly they mean: Your current country? The country you were born in? Or, maybe, the
region of a country? Or your hometown? Or perhaps your university? In principle, the
context is supposed to provide the needed level of granularity. But in real-life situations,
it may fail to do so. Importantly, the speaker may have been conscious of that, and could
have wanted simply to know a little more about your background — leaving it up to you
which part of it to discuss. This is then a case where the same utterance puts into play
many different questions, each of which can be in principle picked up in the following
conversation.

The same general idea is applied by von Fintel and Gillies to disagreement and retraction
cases, as in 26. Alex may have not really known which precise proposition she intended
to convey — say, the one about her own knowledge or the one about the sum of her and
Billy’s knowledge. Billy in her reply clearly picks up something like the second option —
after all, she is in no position to argue with a solipsistic assertion about Alex’s knowledge.
Alex may then agree with Billy, as she does in 26. Or she could, von Fintel and Gillies
note, choose to stick to her guns, and argue that she only really meant to speak about
what she alone knows, ignoring Billy’s knowledge.

Just as with standard contextualism and with relativism, adopting cloudy contextualism
only determines our general framework. Within it, we can still choose different possible
ways to select what counts as relevant knowledge. The crucial feature of cloudy con-
textualism is that the speakers are thought to recognize situations where the context is
underdetermined by prior events, and to be able to exploit the resulting ambiguity.

2.1.4 Expressivism

All analyses we have seen so far assign truth conditions to epistemic statements. But there
exist analyses wherein epistemics are declared to not contribute to the truth conditions.
Instead, they are taken to signal the speaker’s attitude towards the prejacent. In the
philosophical tradition, such theories may be called expressivist. The idea in this family of
approaches is that a statement like It might be that p does not denote a proposition that is
true or false given the facts of the world, but instead signals something about the speaker’s
epistemic state, for example that p is compatible with her knowledge.

There are various possible motivations in philosophy of language for subscribing to the
expressivist view. One of them is to treat epistemic claims as “simple” expressions of un-
certainty rather than “second-order” assertions about knowledge states/bodies of knowl-
edge, which they are under relativism and contextualism. Another one is to model agree-
ment between speakers about an epistemic claim as coordination of their epistemic states
as opposed to agreement on a proposition. (For more information on expressivism, see
[Weatherson and Egan, 2011, Sec. 2.4] and references therein.) Whether such conceptual
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motivations are convincing largely depends on whether we deem the alternative concep-
tualizations, along the lines of contextualism and relativism, unsatisfactory. Similarly, ex-
pressivism remains an a priori valid theoretical option unless we find conceptual reasons to
reject its central thesis, namely that epistemic statements do not denote propositions.

Perhaps as a consequence of the difficulty of settling the debate on conceptual grounds, both
defenses of expressivism and its critiques tend to focus on empirical arguments. But just
as with the arguments for and against contextualism and relativism, there are currently no
decisive empirical arguments either for or against expressivism. We review some common
lines of argumentation below.

An intrinsic complication for a relativist is to provide a coherent account of what happens
to an embedded epistemic claim. Indeed, if a matrix epistemic claim signals a mental state,
what would an epistemic claim in a conditional antecedent signal? [Papafragou, 2006] re-
views this case, and cites earlier linguistic literature treating epistemics non-truth-conditionally,
i.e. along the expressivist lines. Under a simplistic expressivist theory, an embedded epis-
temic would not take scope under another element. However, Papafragou argues, we can
perfectly say If it may rain tomorrow, people should take their umbrellas, with may read
epistemically. It is clear that an epistemic possibility of rain is in a certain sense part of
the condition in this example. This indeed falsifies a simplistic expressivism that cannot
deal with embedded epistemics, but modern expressivist theories, to be discussed below,
can.

[Zimmermann, 2008] argues for treating German epistemic particle wohl non-truth-conditionally,
arguing that it is different from German epistemic modal verbs like müssen ‘have to’ or ad-
verbs like wahrscheinlich ‘probably’. A crucial argument of Zimmermann is that müssen p?
can be paraphrased as Is it necessarily p or not necessarily p?, but wohl p? cannot as Do
you assume p or do you not assume p?. Instead, wohl p? appears to say (Zimmermann’s
(16)) “tell me (granted a degree of uncertainty) whether p”. However, this argument as
well as Zimmermann’s other argument based on wohl in clauses with contrastive focus,
are compatible with treating wohl truth-conditionally, as long as one captures its scopal
behavior within the clause properly. While motivating a non-truth-conditional account
specifically for wohl, though not for all epistemic markers, [Zimmermann, 2008] does not
show that a non-expressivist account must fail.

[Veltman, 1996] implements a formal expressivist semantics for might : “might p” works as
a test on the current knowledge state in Veltman’s theory, where a knowledge state is a
set of possible worlds. If that knowledge state is consistent with p, “might p” is accepted,
and otherwise, it is rejected:

(29) Veltman’s test semantics:

[[might p]] =def the function from information states σ to information states that
returns σ if σ ∩ p 6= ∅, and returns ∅ otherwise.
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[Yalcin, 2007], [Yalcin, 2011] develops Veltman’s test idea into a full-fledged expressivist
theory of epistemic modality that includes both explicit treatment of embedded epistemics,
and a conceptualization of claims being related to states of mind without directly describing
facts of the world. The conceptual side of the theory cannot be concisely captured here,
but the technical side is as follows:

(30) Yalcin’s expressivist epistemic semantics:

• Sentences are evaluated at tuples of contexts, evaluation worlds, and informa-
tion states. “Regular”, propositional content is only sensitive to contexts and
evaluation worlds, as in standard semantics.

• Epistemic modals quantify over worlds in the information state, e.g. might p
is true iff there is a p-world in the information state.

• Crucially, the context does not determine the matrix-clause information state
parameter. In particular, it is wrong for Yalcin to associate the information
state parameter for any statement with the information state of the relevant
interlocutors.

• Attitude verbs re-write the information state parameter, forcing it to be the
information state of the attitude holder. Thus unlike with the corresponding
matrix clause parameter that should not be associated with any single infor-
mation state, information state parameters under attitudes are rigidly fixed
by Yalcin’s compositional semantics.

The last move in 30 is what solves for Yalcin the big challenge of an epistemic expres-
sivist, namely explaining how such non-truth-conditional expressions can be interpreted
in embedded contexts. Yalcin’s solution basically says that when embedded, epistemics
simply contribute to the regular truth conditions. In his theory it is effectively only matrix
epistemic claims that have a special status.4

We finish the discussion of expressivism by considering an influential empirical argument
put forward by [Yalcin, 2007] against expressivism’s alternatives. Yalcin takes the abnor-
mality of 31 to indicate that (¬p) ∧ (mightepist(p)) is a logical contradiction. But then
mightepist(p)→ p would be a logical truth, and “might p” should entail p. This is clearly
a wrong result. But if “might p” expresses some proposition, it is hard to see how we can
avoid this unwelcome consequence.5

(31) #Suppose that it’s not raining and it might be raining.

4In [Yalcin, 2011]’s terms, a sentence like Mary thinks it might be raining denotes factual content, and
corresponds to a well-defined diagonal proposition, unlike a sentence like It might be raining.

5More recently, [Mandelkern, 2017] proposed a novel theory of epistemic modality making crucial use of
local contexts, which was specifically designed to deal with sentences of the form (¬p) ∧ (mightepist(p)).
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Yalcin’s own solution is as follows. For him, mightepist(p) says that p is a live possibility in
the information state parameter. Unlike factual parameters such as the evaluation world,
the non-factual parameter of information state is not fixed by the context in any way. So
we can evaluate an unembedded epistemic claim relative to different states of mind, with no
privileged interpretation. Consequently matrix mightepist(p) just does not express content
that could entail p.

In contrast, in embedded environments as in 31, Yalcin’s compositional semantics fixes the
new parameter to the information state of the attitude subject. For suppose, that would
be the state of mind of the supposer after the supposition is made. The abnormality of 31
is then due to placing contradictory demands on the supposer’s state of mind.

The issue with Yalcin’s empirical argument is whether (¬p) ∧ (mightepist(p)) is actually
a logical contradiction. For example, 32 does not sound as bad as 31, even though the
factivity of know makes (¬p) ∧ (mightepist(p)) a part of the supposed proposition. This
would not be possible if that formula were a logical contradiction.

(32) Suppose that it might be raining, but the people on the street know that it’s not.

[Yanovich, 2014] provides other scenarios where embedded (¬p)∧ (mightepist(p)) does not
sound terrible. While it is not easy to construct them, and that fact needs to be explained
in its own right, the problem seems to be with pragmatic justification of such suppositions
rather than with logical inconsistency. This leaves expressivism without clear-cut empirical
arguments in its favor, though this does not mean that the theory itself is wrong.

2.1.5 Analyzing epistemic meanings: a brief summary

There is a wide range of theoretical proposals regarding epistemic modality in the theoret-
ical literature. Contextualists argue epistemic claims have unique truth conditions fixed
by the context of utterance, relativists argue their truth conditions are sensitive to the
context of assessment, expressivists deny epistemic statements have truth conditions as
such. It is often claimed that certain empirical arguments favor one of the views compared
to the others. However, upon closer examination there are hardly any empirical arguments
helping us to decide between the theories at the moment.

Perhaps this is precisely why epistemic modality is debated so much in the current litera-
ture: the facts can be explained quite well by approaches that construe epistemic statements
in very different ways. Rather than asking which of the broad approaches is correct, we
might instead appreciate just how far each and every of them can go, and how difficult it
is to find empirical evidence deciding the issue.
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2.2 Comparative epistemics

Possibility and necessity epistemics are not the only epistemic lexical items: likely, probably,
etc. also are. But once we consider those, new issues arise. To make sense of sentences like
33, we need to be able to compare the likelihood of different epistemic possibilities.

(33) Mary is as likely to win as Sue.

There are two broad types of proposals in the literature that achieve that, and they seem
to be better suited for different types of linguistic data. One is “probabilistic” semantics,
wherein different epistemic possibilities (that is, propositions) are associated with likeli-
hood directly, cf. [Lassiter, 2014]. This approach appears better suited for cases like 33.
Another approach employs the notions of comparative possibility arising in the Kratzerian
semantics for modality, [Kratzer, 1981], [Kratzer, 2012], and is better suited for expressions
like German kann eher ‘can rather’, as in example 34 to be discussed below.

For each epistemic possibility (e.g., that Mary wins), there are a number of distinct ways
in which it could come about. Suppose that Mary and Sue in 33 are playing some board
game. Then Mary may win by 1 point or by 10 points. She may win by hoarding resources
or by investing all she has early on. She may win by cooperating with other players, or by
being selfish. We can enumerate all the relevant circumstances and the outcomes they lead
to. Those would be our “elementary possibilities” (which in the limit of full specification
will be individual possible worlds.) The likelihood of a proposition will be the sum of
likelihoods of all elementary possibilities that it contains. With this framework in hand,
we can define the semantics for epistemic operators like likely, equally likely, and twice as
likely. For instance, we can follow [Lassiter, 2014] and treat them essentially as regular
adjectives: just as “expensive” is defined in terms of the scale of cost and a threshold after
which things count as expensive, “likely” can be defined in terms of the scale of likelihood
and a similar threshold. (See [Yalcin, 2010] and [Lassiter, 2014] for more discussion.)

Note that we can set up the likelihood of elementary possibilities in different ways. They
can be equi-probable, or they can have pre-assigned differentiated likelihoods. The choice
of probability distribution over the elementary possibilities will influence the comparative
likelihood of larger epistemic possibilities as well. The way in which we fragment the space
of possibilities into elementary ones may also differ. For instance, we are free to say that
there are the following two equiprobable elementary possibilities: either I will see a dinosaur
today, or I won’t. If this structure of the probability space matches the reality, then the
following should be true: “I am as likely to see a dinosaur today as not.” Importantly, this
is the right prediction. If I consider there to be only two relevant elementary possibilities,
that means that I don’t believe any other facts of the world influence the likelihood of my
seeing a dinosaur. If in addition I consider those two possibilities equiprobable, it means I
do not see any prior reason to privilege one over the other. So in a world that corresponds
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to my structure of probabilities, it would indeed be equally probable to see a dinosaur and
not to see it. Of course, our world has a different structure of probabilities, which makes
the likelihood of a dinosaur encounter tiny, to say the least. But the semantic framework
allows us to capture a wide range of beliefs about probabilities, very few of which will be
scientifically correct.

Operators like German kann eher in 34, from [Kratzer, 1981], seem to be sensitive to
a different sort of relation between epistemic possibilities than likely and its kin. The
possibility epistemic kann ‘can’ in 34 is modified by eher ‘rather’. The sentence means
roughly that if there are reasons to believe that Kastenjakl is the murderer, then there are
even more reasons to believe that the murderer is Gauzner-Michl. 34 is different from the
statement “Gauzner-Michl is more likely to be the murderer than Kastenjakl”, because the
latter seems to compare (or at least be able to compare) the aggregate probabilities of the
two alternatives, while 34 seems to compare their relative plausibility.

(34) Der
The

Gauzner-Michl
Gauzner-Michl

kann
can

eher
earlier

der
the

Mörder
murderer

sein
be

als
than

der
the

Kastenjakl.
Kastenjakl

≈ “The murderer would rather be Gauzner-Michl than Kastenjakl.”

Kratzer proposes to account for such cases inducing a further ordering on the set of epis-
temically possible worlds. In this setup, on top of the epistemic modal base we also have
an ordering source g — a set of propositions that ranks the epistemically possible worlds
by their plausibility. The more propositions from g are true in an epistemically possible
w, the more plausible w is declared. The analysis of 34 is then as follows: it conveys that
there are worlds where Gauzner-Michl is the murderer which are more plausible than any
world where Kastenjakl is, but the reverse is false.6

The cases in 33 and 34 intuitively seem to feature different kinds of comparison. 33 ap-
pears to be about comparison between epistemic possibilities as a whole, with individual
elementary possibilities not in focus. But 34 seems to be exactly about comparison be-
tween elementary possibilities from two sets. The following example from English appears
to show that the two kinds of notions are indeed different from each other:7

(35) Don’t forget that Kastenjakl may well be the murderer. Yes, Gauzner-Michl is
{twice as/thousandfold more} likely to have murdered the poor Girgl. But
it’s also possible that Kastenjakl did it.

Operator may well in 35 conveys that Kastenjakl’s being the murderer is a very reasonable
possibility, and not to be dismissed. But it can be many, many times less likely than the

6Here we use the definition from [Kratzer, 2012], which differs from the original version in [Kratzer, 1981].
See [Kratzer, 2012] for discussion.

7That may well in 35 is embedded under forget is not a reason to worry. Forget is factive, therefore the
speaker of 35 automatically commits to a matrix may well statement as well.
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possibility that Gauzner-Michl was the perpetrator. If we assign to may well a semantics
where it only signals that the probability of its argument proposition, pKast, exceeds some
threshold k, it will be possible to modify the example so that the n-fold more likely state-
ment required pKast to be lower than k, creating a contradiction. But it does not feel that
the internal logical consistency of 35 depends on the n in n-fold more likely. This suggests
that operators like likely on the one hand, and may well and German kann eher on the
other, are sensitive to different kinds of conditions. To capture that, we can for example
analyze may well similarly to how [Kratzer, 1981] analyzed German kann gut, namely as
expressing that the argument proposition is true in some of the worlds closest to the ideal
as determined by ordering source g (this is the human possibility notion of [Kratzer, 1981]).
This meaning will not be expressible in terms of some probability threshold.

3 The syntactic position(s) of epistemics

Which syntactic positions can epistemic lexical items occupy? There are many answers
to this question in the literature, both with respect to their surface and their semantic,
“logical-syntax” position, determining their semantic relationship with other elements. At
the moment, there is no synthesis of different kinds of evidence in the literature. In this
section, we will review some of that evidence and conclude that epistemics may occur in
many places, even though there are poorly understood constraints on where exactly they
can go.

Evidence in this section mostly comes from English. On the positive side, English alone is
often enough to demonstrate variation. On the negative side, we lack systematic knowledge
about the epistemics’ syntactic and “logical-syntax” positions cross-linguistically.

3.1 Surface positions of epistemics

It is enough to consider data from one language — we choose English here — to demonstrate
that in the surface syntax, epistemic operators may occupy a variety of different positions.
First, there exist in English epistemic expressions like modal verbs, 36-37, and predicative
adjectives, 38, that are integrated into the clausal “spine”. A brief inspection shows that
even within the single language of English, such epistemics differ syntactically. Modal
verb can in 36 occupies the finite-verb slot and would move to the left of the subject in a
question. have to in 37 behaves as a regular lexical verb and uses do-support in negated
clauses and questions. likely in 38, being a predicative adjective and unable to express
finiteness itself, requires a finite copula be.

(36) Mary can’t be in London.
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(37) Mary does not have to be in London.

(38) Mary is (not) likely to be in London.

Epistemics may also come as adjuncts, in the form of sentential adverbs, which again can
appear at several different places, 39-40.

(39) Mary is perhaps in London.

(40) Perhaps Mary is in London.

The simple conclusion from these facts is that there is no single surface position for epis-
temics in a clause even in one language.

3.2 Epistemic scope and DP scope

The epistemics in 36-39 appear below the subject in the surface syntax. How does this
correspond to the semantic (“logical-form”) scope?

[von Fintel and Iatridou, 2003] argue that clausemate quantifiers, including those in the
subject position, cannot take scope over epistemic modals. If true, while not pinning down
the exact “logical-syntax” position(s) of epistemics, it would restrict the options. Evidence
for von Fintel and Iatridou’s claim comes from examples like 41:

(41) *Every student may have left but not every one of them has.

may > every: it is possible that all students are gone; however, there are still
students around

every > may: for every student, it is possible that specifically that student left;
however, there are still students around

The may>every reading is contradictory: the sentence’s second clause entails the negation
of the first. That reading is thus ruled out, and it is easier to test for our reading of interest
every>may, which is internally consistent and pragmatically reasonable. Yet speakers do
not find 41 OK. That suggests that the every>may reading is actually unavailable. This
is expected if quantifiers cannot scope over epistemics.

But subsequent literature showed that some quantifiers actually can scope above (some)
epistemics. [Huitink, 2008] reports that Dutch iedereen ‘everyone’ easily scopes over Dutch
epistemic modal auxiliaries. Dutch 42 is parallel to English 41, and yet is fine.
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(42) Iedereen
everyone

kan
may

de
the

moord
murder

gepleegd
committed

hebben,
have

maar
but

niet
not

iedereen
everyone

heeft
has

het
it

gedaan.
done

‘Everyone may have committed the murder, but not everyone did it.’

Even within English, [von Fintel and Iatridou, 2003]’s generalization does not always hold
true. For instance, [Gagnon and Wellwood, 2011] report that while English epistemics
indeed take wider scope than every, they prefer to scope lower than each-DPs. Thus 43 is
considerably better than 41:

(43) (For all I know), each student may have left, though not every one of them has.

[Tancredi, 2007] argues that it is only subjective epistemics that obey von Fintel and Iatri-
dou’s constraint. The relevant distinction for him is between epistemics only sensitive to
the speaker’s knowledge (“subjective”) and sensitive to a wider body of knowledge (“ob-
jective”). He observes the following contrast:8

(44) #(As far as I know) Every student is perhaps Jones.

(45) OK(Objectively speaking,) Every student may be Jones.

The intended context is a teacher meeting a new class only having seen the class list.
The name Jones was in it, among other names. Under the {may/perhaps} > every, the
sentence would be nonsensical, as it is impossible that all students in the class are Jones:
there’s only one on the list. This leaves our reading of interest, every>{may/perhaps},
under which every single student can turn out to be Jones. The reported judgement is
that with “As far as I know”, this reading is not readily available, while with “Objectively
speaking”, it is just fine.

[Swanson, 2010] provides other examples where every-DP scopes over the modal. For
instance, 46 on its preferred reading does not mean 47, as it would have if the quantifier
every moment scoped below the epistemic.

(46) (Given what we know after years of research,) every moment you spend with your
child could be the one that really matters.

(47) 46 6= ‘It could be that every moment you spend with your child is the one that
really matters.’

844 and 45 are Tancredi’s (3a) and (5a), not forming a minimal pair. See [Tancredi, 2007, fn. 6] for
discussion.

22



Thus the range of counterexamples to von Fintel and Iatridou’s generalization is sufficiently
wide even in English to conclude that the generalization does not hold in the general form.
Within English, each and objective readings facilitate narrow-scope interpretation for the
epistemic, but are not required to obtain it (note that 43 would be classified as subjective,
and 46 features every and not each, yet both are fine with narrow scope for the epistemic).
The situation in other languages has not received as much attention, but there are examples
where von Fintel and Iatridou’s generalization does not hold, 42. However, despite the
counterexamples, subject-Q > epistemic readings are often strongly dispreferred. Factors
favoring one or the other reading are multiple, and their workings are poorly understood
as of now.

3.3 Epistemics and negation

Again, even English data are enough to demonstrate that there is no general rule determin-
ing the relative scope of epistemics and negation. Possible scope relations vary with the
modal, 48-51. More discussion and references may be found in [Iatridou and Zeijlstra, 2013,
Sec. 5]. However, the overall cross-linguistic landscape of epistemics’ scope restrictions with
respect to negation is not well-studied yet.

(48) Mary must not be in London.

� > not: ‘It must be that Mary isn’t in London’

(49) Mary does not have to be in London.

not > �: ‘It is not the case that Mary has to be in London’

(50) Mary may not be in London.

♦ > not: ‘It may be that Mary isn’t in London’

(51) Mary can’t be in London.

not > ♦: ‘It is not the case that Mary might be in London’

3.4 Relative position of epistemics and other modals

Many analyses place epistemics at a different “logical-syntax” position than (some) other
modals. But upon closer examination, none of the current proposals is entirely convincing.
Here we consider two of the better attempts to prove such a structural difference, by
[Brennan, 1993] and [Hacquard, 2006].

It is well-known that deontics may describe obligations/permissions exclusively concerning
the subject of the clause (sometimes called “ought-to-do” deontics), or those that are
not placed on a specific agent responsible for upholding them (“ought-to-be” deontics).
[Brennan, 1993] argues that epistemics occupy a higher (logical/semantic) position than
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ought-to-do (=subject-associated) deontics. Her argument is based on their respective
interaction with symmetric predicates such as shake hands with or be in the same room as.
For a symmetric R, R(a)(b) by definition has the same truth value as R(b)(a). Brennan
notes that under the epistemic reading of may, 52 and 53 entail each other, but argues
that under the deontic reading, 52 may fail to entail 53. Thus for epistemics, we have
Ep(R(a)(b))⇔ Ep(R(b)(a)), as we expect given R(a)(b)⇔ R(b)(a). But under the deontic
reading of may, Brennan argues, 52 may be true while 53 is false. Brennan concludes that
the logical form must be [Deo(R(obj))](subj) rather than Deo(R(obj)(subj)), for from
the latter we’d automatically derive Deo(R(subj)(obj)) which she wants to exclude. She
concludes that some deontics should be able to scope lower than epistemics, interfering
between the subject and the predicate to destroy symmetry.

(52) The governor may shake hands with all the prisoners. [Brennan, 1993, (37a)]

(53) All the prisoners may shake hands with the governor. [Brennan, 1993, (37b)]

Brennan’s account for the deontic case where entailment fails is as follows ([Brennan, 1993,
Ch. 2.2.2-3]). She proposes that the modal in such cases scopes below the subject, and that
the accessibility relation is relativized to the subject and defined in terms of properties.
Whereas a classical modal accessibility relation is a relation between worlds, Brennan’s
property-accessibility relations are relations between individual-world pairs and worlds de-
fined in terms of a property in the following way: relative to a property-background P〈s,et〉,
world w′ is accessible from world w for individual d iff 〈w′, d〉 ∈ P (w) [Brennan, 1993, Ch.2,
(82)]. The proposal to explain 52-53 is then as follows:

(54) • Deogov is a property-background containing the intersection of all properties
deontically accessible to the governor. Deopris is, correspondingly, a similar
property-background for a prisoner.

• Deogov may differ from Deopris: the governor may have more rights than a
prisoner.

• Under-the-subject deontic may uses property-background Deod for subject d.

• In effect, may uses Deogov in 52, but Deopris in 53, and in case Deopris is
more restrictive, 52 can be true despite 53 being false.

What is crucial in this setup is not the notion of a property-background as such (though it
plays an important role when Brennan provides an intuitive justification for her system),
but the fact that 52 and 53 employ different such backgrounds. However, as long as we allow
the backgrounds to differ between the two, we can derive the failure of entailment between
the two sentences even in the classical Kratzerian system. Suppose that our classical
Kratzerian background for 52 consists of the rules regulating the governor’s behavior, and
the background for 52, of the rules for prisoners. Our sentences would then become largely
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synonymous with 55-56. It is clear that 55 and 56 do not entail each other: after all, the
relevant sets of rules may even contradict each other. But then we do not expect 52 and
53 to entail one another either. In other words, we do not really need the backgrounds to
be syntactically relativized to the subject: it suffices to have two different backgrounds for
the entailment to fail.9

(55) According to the rules regulating the governor’s behavior, the governor may shake
hands with all the prisoners.

(56) According to the rules regulating the prisoners’ behavior, all the prisoners may
shake hands with the governor.

Thus Brennan’s data do not justify the low position for ought-to-do deontics. At the same
time, her data do not show that epistemics absolutely cannot scope below the subject:
she only demonstrates they do not need to. In fact, as we discussed above in Sec. 3.2,
sometimes epistemics do scope below the subject of their clause. We can only conclude
that no clear generalization regarding the position of epistemics vs. ought-to-do deontics
emerges.

Another attempt to show that epistemics and ought-to-be deontics are higher than ought-
to-do deontics is due to [Hacquard, 2006], [Hacquard, 2009], [Hacquard, 2010]. Her argu-
ment is based on so-called actuality entailments (see [X, a] in this volume): an effect that
arises for many modals in perfective clauses when the modal’s argument proposition is
entailed to hold in the actual world. For instance, I was-perfective able to close the door
would entail that I actually closed the door.

Hacquard observes that in French, only epistemics and ought-to-be deontics are spared the
actuality entailment. She argues that this is due to those modals occupying a different
structural position from all the rest. This structural conclusion depends on the success of
her account of actuality entailments as a whole, so we need to briefly review it.

Modals in Hacquard’s analysis introduce an event variable which determines the modal
base — in contrast to the standard Kratzerian semantics where the modal base is directly
supplied by the context. The event variable in the modal must be bound by the closest
suitable binder up the tree. For modals below aspect, this binder is introduced by aspect.

9There is also a second explanation of the pattern observed by Brennan, which, if true, also takes away
the support for her structural conclusion. When speakers start explicating why they may judge 52 true, but
53 false, they seem to argue that the sentence’s subject feels a more active party. Brennan herself writes:
“[52] and [53] may not be exactly equivalent; the subject seems to have a more agentive role than the object
in the handshaking” ([Brennan, 1993, p. 89]). In other words, speakers may take 52 to mean something
like 1. Crucially, the predicate on such a reading is not symmetric, but then Brennan’s argument does not
apply.

(1) The governor may initiate the shaking of hands with all the prisoners.
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For modals above aspect in a matrix clause, it is the speech-act event. Hacquard’s analysis
of actuality entailments has two parts: one predicts that below-aspect modals give rise
to actuality entailments, while the other explains why above-aspect modals don’t. When
that analysis is combined with Hacquard’s empirical observation about which particular
modals trigger actuality entailments, we derive that epistemics and ought-to-be deontics
scope above aspect, while other modals scope below it.

Unfortunately, there are problems with both below-aspect and above-aspect parts of the
account. It is open at the moment whether they can be resolved, and there is to my
knowledge no obviously better account of actuality entailments than Hacquard’s. But
those problems render the conclusion about the relative position of epistemics uncertain.
The below-aspect problems are reviewed in [Portner, 2009, Ch. 4.4], to which the reader
is referred. The above-aspect problems have to do with the derivation of a proper modal
base for epistemics and ought-to-be deontics from a speech-act event, and we will discuss
them here.

Hacquard argues that the epistemic modal base equals the content of the speech-act event,
where its content is defined as the beliefs of the speaker (NB: not as the asserted proposition,
which could be informally called the content of a speech act; to highlight this, I italicize
content in Hacquard’s sense). Thenmight(p) asserts that p is compatible with the speaker’s
beliefs. As we know from Sec. 2, tying matrix epistemic modality directly to the speaker
is a very problematic move. It is not very clear how Hacquard’s definition of the content
of the speech-act event can be modified to derive more adequate predictions about the
epistemic modal base in matrix contexts.

With ought-to-be deontics, things get even hairier. Hacquard argues that ought-to-be
deontics deontic(p) are always performative and put the obligation to make p true onto the
addressee. She argues that as performatives, declarative ought-to-be matrix statements
belong to the Imperative, and not Declarative, speech-act type. She proposes that for an
Imperative, the content of the speech-act event is the addressee’s To-Do List.10 But there
are a number of problems with this proposal. First, many ought-to-be deontics are not
performative. 57 is obligatorily ought-to-be because it has an inanimate subject, which
cannot bear any obligation. At the same time, the speaker of 57 is most likely describing
an existing requirement rather than performatively adding a new one.

(57) Taxes have to be filed by mid-April.

If some ought-to-be deontics are non-performative, they, according to Hacquard’s proposal,
belong to the Declarative speech-act type. The content of the speech-act event of that type

10[Hacquard, 2006] relies on [Ninan, 2005]’s modification of [Portner, 2005]’s theory of imperatives. Port-
ner’s To-Do Lists contain properties, while Ninan’s and Hacquard’s contain propositions.
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is the speaker’s beliefs. Thus 57 on the deontic reading is predicted to be synonymous with
the epistemic reading of the same sentence, which is clearly a wrong result.

Second, even for performative ought-to-be deontics there is a problem: Hacquard’s seman-
tics predicts that such necessity deontics are synonymous with imperatives. So 58a said
to Kitty’s babysitter should be exactly synonymous with 58b, but it is not obvious that it
is.

(58) a. Kitty must do her homework tonight.

b. Make it so that Kitty does her homework tonight.

So both the below-aspect and the above-aspect parts of Hacquard’s account are not without
problems. Her conclusion that epistemics are higher than roots relies on that account. The
conclusion therefore cannot be accepted at this time. In other words, we still do not have
solid evidence that epistemics occur in a different position from (some) other modals.

4 Embedding epistemics under attitudes

Examples 59-62 show that epistemics are embeddable under a wide range of attitude pred-
icates.11

(59) [Papafragou, 2006, (38a)]:

It is surprising that the victim must have known the killer.

(60) [Stephenson, 2007, (5b)]:

[Every contestant]i thinks theyi might be the winner.

(61) [Anand and Hacquard, 2009, p. 42]:

John is happy that the Earth might be flat.

(62) [Yanovich, 2014, (65)]:

Sarah is wondering whether Bill might be in Boston.

(63) [Močnik, 2018, (2a)], Slovenian:

Dopuščam,
allow.present.1sg

da
that

utegne
might

biti
be.inf

sončno.
sunny

‘I allow for the possibility that it might be sunny.’

11Note that care needs to be applied when considering such examples: as most modals are multiply
ambiguous, it is important to make sure the example is good under the epistemic reading. Simple gram-
maticality of a written string is not enough to show that. Though this point was already made in Sec. 1.2,
for embedded examples it is worth reiterating, as in them the issue arises particularly often.
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Even when it is in principle possible to embed some epistemics under attitudes, it does
not mean that all epistemics can occur in such environments. The cross-linguistically
widest survey so far is [Anand and Hacquard, 2013] (with data cited for English, German
(Germanic); French, Italian, Spanish (Romance)); see also [Hacquard and Wellwood, 2012]
(a corpus investigation of English facts) and [Močnik, 2018] (Slovenian (Slavic)). The
general cross-linguistic typology of embedding epistemics under attitudes is still barely
known, which is not surprising given that the very possibility to embed them was not
widely acknowledged until recently: for example, we reviewed [Yalcin, 2007]’s argument
that might(p) ∧ ¬p cannot occur under suppose in Section 2.1.4, but [Schnieder, 2010]
and [Crabill, 2013] argued that simple might(p) cannot appear under that attitude. The
languages considered so far are genetically close and have been in close contact with each
other over a long timespan. New cross-linguistic research will surely bring new insights
into the behavior of epistemics under attitudes.

Another open question subject to a current debate, is what such embedded epistemics actu-
ally mean. There are two main camps in this debate. Many propose that under an attitude,
the epistemic modal base is derived relative to the attitude’s subject ([Stephenson, 2007],
[Hacquard, 2010], [Yalcin, 2007], [Anand and Hacquard, 2013]). Some others argue that
even under attitudes, the modal base is determined by the matrix context ([Dowell, 2011],
[Yanovich, 2014]).

The position that the epistemic modal base becomes dependent on the attitude’s subject is
intuitively appealing because in examples like 60, “the embedded modal seems to express
[the contestants’] mental state[s]” ([Stephenson, 2007, p. 489]). But as [Yanovich, 2014,
Sec. 3.1] notes, even when the matrix context c determines how the modal base should be
defined in principle, the base’s extent also depends on the local evaluation world, namely
the doxastic alternative w′ of some contestant. So even on an analysis from the second
camp, we expect 60 to be about the contestants’ minds.12

Another intuition behind the first camp’s position is that sentences like 64 do not seem to
involve two layers of quantification over worlds: “Does [64] mean, as a relational semantics
requires, that Fido believes that it is compatible with what Fido believes that there is
an intruder downstairs? That is not plausible. Surely the truth of [64] does not turn on

12After a suggestion by an anonymous reviewer, let us work this out in more detail for a specific example.
Let the contest referenced in 60 involve performing some tasks on television, and the winner be determined
by the viewers’ votes. Let every contestant have watched the televised portion, and be waiting for the
results. The context might determine the relevant epistemic modal base to be “what is known from the
televised performance”. The real world determines the actual extent of that body of knowledge. Every
contestant may have a belief about that same body of knowledge, but not necessarily a correct one. For
example, Alex may believe it was visible, and thus known to the viewers, that Billy made a mistake in
the second task, but actually this was not that obvious if you only watched the televised version. While
context c determines how to define the modal base, the local evaluation world — for instance, one of Alex’s
doxastic alternatives — determines the exact extent of that modal base, so the set of worlds in the modal
base may vary with contestants.
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recherché facts about canine self-awareness” ([Yalcin, 2007, p. 997]).

(64) Fido thinks there might be an intruder downstairs.

This, however, is based on a misunderstanding. Whether we attribute a belief to dog
Fido or human Jill, we cannot observe what they really think. Instead, we observe their
behavior, and then try to make sense of it by forming a hypothesis about their mental
state. Crucially, they need not be able to reflexively formulate that hypothesis themselves.
For example, I may observe Jill slipping into sleep while still sitting in the armchair, and
say “Jill thinks it’s time to go to bed”. This can be a fine attribution even if Jill did not
have an explicit thought along those lines, and was generally too tired to have any explicit
attitude. Similarly in 64, our attribution does not require for Fido to have explicit beliefs
about his beliefs. All it requires is Fido behaving as if he allows that there is an intruder,
but is not necessarily certain about that. Modeling Fido’s uncertainty is required even on
Yalcin-style treatment of 64. Attributing a second-order belief does not require ontological
commitments beyond that.

There are thus no decisive arguments either against the first or the second camp. Both
types of theories are at the moment reasonable. However, both face a problematic type of
example.

For the second camp, where the matrix context determines the modal base, the problem is
the examples where the relevant knowledge seems to be very far removed from the present
conversation and thus from the matrix context. On a straightforward analysis, what is
relevant knowledge for me and you when I say to you 65, would be very different from the
knowledge relevant for Ann back then.

(65) Back then, Ann thought that Jill might be in Boston.

[Dowell, 2011] argues that what such cases involve is a parasitic pickup of the attitude
subject’s situation, in the same manner as context-dependent items like nearby can be
parasitic on the attitude subject when embedded. [Yanovich, 2014] argues that in such
cases, we “import” the attitude subject’s practical concerns into our own context. It is
not fully clear at the moment just how feasible such theoretical moves are. In contrast,
the first camp, which crucially employs the attitude holder’s mental state for deriving the
embedded modal base, has no problem explaining 65.

For the first camp, the most problematic cases are those where talking about the attitude
subject’s state of mind seems to lead to nonsensical results. For instance, in 62 above
Sarah is hardly concerned with her own state of mind. Similarly in 66, Jan is clearly not
concerned with her own thoughts, as she knows the treasure is not in the garden. The first
camp could well be able to produce an explanation for such cases, but so far hasn’t to my
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knowledge. For instance, [Stephenson, 2007, p. 507-8], not aware of cases like 66, argues it
is a welcome prediction of her account that they are declared impossible. In contrast, for
the first camp, there is no problem here.

(66) Context: the kids are looking for the treasure that the adults, including Jan, have
hid in the attic.

Well, Jan knows the children well and she thinks that if the treasure might be in
the garden, they’ll check there.

Intended meaning : “Jan thinks that if the treasure being in the garden is among
the children’s epistemic possibilities, they will check there”.

It is interesting that examples like 65 and 66 point in the opposite directions: in some cases,
the matrix context seems too removed from the intuitive modal base, while in others, the
attitude holder’s mental state is too removed from it. It remains for future research to
determine how to resolve this tension in a principled way.
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