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Note: This paper is presented here as it was submitted to LENLS15.
We would like to point out that our presentation of the SOM was
misleading. Qing & Franke (2014, p38) considered two sources of
vagueness: bounded rationality (as we discussed), but also instability
of the optimal threshold under variation in the prior. Our manuscript
implements the latter, but it was already anticipated in the original
paper. Lastly, we would like to point out that Klein (1980)’s treat-
ment of intensifiers can actually be traced back to Wheeler (1972).

Abstract. Gradable adjectives and the distinction between absolute
and relative adjectives have been the focus of recent efforts in the field
of probabilistic pragmatics. We propose a refinement of the Speaker-
Oriented Model of Qing & Franke (2014). The main innovation is to
model the uncertainty about the prior with hyperpriors instead of relying
on sub-optimality. We show that this move greatly increases the empirical
adequacy of the model, in particular with absolute adjectives. Adopting
the semantics of Klein (1980), the model makes reasonable predictions
for intensified adjectives as well.

1 Introduction

1.1 Gradable Adjectives

Gradable adjectives are adjectives such as ‘tall ’ or ‘late’ which com-
parative (‘taller ’, ‘later ’) and superlative (‘tallest ’, ‘latest ’) construc-
tions, and can be modified by intensifiers (e.g. ‘very tall ’). In Degree
semantics (Kennedy & McNally, 2005a,b; Kennedy, 2007), the mean-
ing of a gradable adjective is characterized as a function that maps
individuals onto degrees on a scale. Take ‘tall ’ for example; if we
measure individuals on the scale of height, then JtallK is a function
mapping an individual x to its height, as shown in (1a). When used
in positive form, as in the sentence Ronald is tall, an implicit pos-
morpheme further indicates that the degree is above a contextual



threshold θ, as shown in (1b). Crucially, θ is context-dependent in
the sense that it is determined based on a comparison class varying
across contexts. A class of formal models, namely the probabilistic
pragmatic models (cf. Franke & Jäger, 2016, among many others)
that can be used to infer the value of θ given some prior assump-
tions, will be introduced shortly.

(1) a. JtallK = λx.height(x)

b. Jpos tallK = λx.height(x) ≥ θ

Meanwhile, it is well-noted that gradable adjectives can be dis-
tinguished into absolute and relative adjectives (first noted in Unger
1971). On the one hand, many gradable adjectives such as ‘tall ’
seems to be vague in the sense that the uncertainty about θ remains
in spite of a perfect knowledge of the comparison class. For exam-
ple, one might hesitate in deciding whether the sentence ‘Ronald is
tall’ is true in spite of an explicitly given comparison class (say a
set of adult males whose heights are known and average at 175cm)
and the height of Ronald (say 175cm). We describe such adjectives
as relative. On the other hand, adjectives like ‘late’ are arguably
non-vague since we can say that Ronald is late for a meeting as
long as he arrives after the prescribed time, and hence are called
absolute1. Moreover, the absolute-relative feature may vary among
different constructions of a fixed adjective. For instance, although
‘tall ’ is classified as relative when used alone, its comparative con-
struction ‘taller than Ronald ’ (assuming Ronald’s height is given)
behaves like an absolute adjective. Conversely, an absolute adjective
such as ‘late’ acquires a relative reading when intensified as ‘very
late’.

Kennedy (2007) dissected the absolute-relative distinction among
gradable adjectives based on their scale structures. To put it roughly,
absolute adjectives are associated with closed scales with salient end-
points, which induce stable choices of θ, e.g. ‘late’ (in the sense of
late for a meeting) is associated with a degree scale that is closed

1 In practice we might use these expressions loosely, e.g. if Ronald arrives just a
few seconds later, it doesn’t really count as ‘late’. But here we should distinguish
between imprecision and vagueness. We can read an adjective as absolute as long
as we are able to set a fixed standard of comparison if forced to, and even without
reference to the context (e.g. ‘full ’, ‘empty ’).
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with the prescribed arrival time as its minimum value; whereas rel-
ative adjectives such as ‘tall ’ are associated with open scales that
lack salient minimum or maximum values (it is hard, if not impos-
sible, to point out a minimal or maximal degree of ‘tallness’), thus
appear to have vague thresholds, even with perfect knowledge of the
comparison class.

Our proposal—just like previous work on probabilistic pragmatic
models—can be seen as a concrete implementation of Kennedy’s the-
ory. Before diving into the details, we will first explore the conceptual
and technical setup of probabilistic pragmatic models with two im-
portant examples.

1.2 Probabilistic Pragmatic Models

The emergence of probabilistic pragmatics (or Bayesian pragmatics)
is motivated by the potential of probability theory in capturing the
uncertainty that often occurs in the use of natural language. The ba-
sic assumption of a probabilistic pragmatic model is that language
users are goal-oriented Bayesian agents who are involved in social in-
teractions where speakers and listeners communicate and recursively
reason about each others’ intentions. Each utterance u is assigned
probability σ(u|w) to be chosen by a speaker with knowledge-state
w under the assumption that the speaker is trying to maximize their
utility (the definition of which varies with models). The listener then
applies Bayes’ rule to derive a (posterior) probability distribution on
possible states of the world given what the speaker said.

Building on Kennedy’s work, probabilistic pragmatic models have
contributed to our understanding of gradable adjectives by providing
mechanisms that make quantitative predictions about the threshold
θ over certain comparison classes, and explain the dichotomy be-
tween absolute and relative adjectives. Importantly, this implies an
epistemic view of vagueness as uncertainty about the possible do-
main of application of a term which has an otherwise classical de-
notation. This is in contrast with supervaluationary (Fine, 1975) or
subvaluationary (Hyde, 1997) approaches using trivalent logics to
model vagueness. While such approaches successfully capture some
aspects of vagueness (e.g., borderline contradictions, see Alxatib &
Pelletier 2011), they run into difficulties with second-order vagueness
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(Dummett, 1978) and require extra assumptions to capture empirical
data, which typically take the form of a continuum of acceptability.
Alternative continuous approaches building on a notion of graded
truth include fuzzy logic, which achieved good descriptive accuracy
(Hersh & Caramazza, 1976) but has been superseded by probabilis-
tic approaches recently, and theories building on prototype theory or
conceptual spaces (see Verheyen & Égré, 2018 for a recent example).

Two successful probabilistic models for the interpretations of
gradable adjectives are the Rational Speech-Act Model (RSA) pro-
posed by Lassiter & Goodman (2014), and the Speaker-Oriented
Model (SOM) by Qing & Franke (2014). RSA is a listener-oriented
model in which a pragmatic listener infers the threshold θ together
with the intention of the speaker; whereas SOM, as indicated by its
name, derives θ at the speaker’s level based on his/her prior knowl-
edge about the world. Another key difference is that the RSA fo-
cused on the individual level and a particular conversation, whereas
the SOM aims to describe optimal language use for a linguistic com-
munity in the long run.

We will now present the key setups of the SOM, on which our
model is based. Here we will take the relative adjective ‘tall ’ and the
utterance ‘Ronald is tall ’ (marked as u1) as a working example.
Speaker-Oriented Model (SOM). The basic setup of SOM con-
sists of a Literal listener L0 who shares prior knowledge about the
actual world w0 with a speaker S (i.e. a probability distribution
on possible worlds). In our case, we are only interested in Ronald’s
height h0, so the prior can be reduced to a probability distribution
φ(h) on possible heights for Ronald. In addition, SOM assumes that
S knows the exact height of Ronald h0, but L0 does not. For sim-
plicity, we assume that the speaker can only choose between using
the positive utterance u1 or remaining silent (marked as u0). The
only missing part is a model of how the speaker chooses between u0
and u1. Assuming that the speaker will use u1 whenever it is true
(because it is more informative), this boils down to a probability
distribution Pr(θ) of the speaker’s choice of threshold θ, since once
Pr(θ) is fixed, the degree semantics will come into play and derive
σ(u1|w) as the probability that h0 is below the chosen threshold θ.
Formally, this is just the cumulative distribution function of Pr(θ)
up to h0:
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(2) σ(u1|h0, w) = P(h0 ≤ θ) =
∫ h0
−∞ Pr(θ)dθ

How do we derive Pr(θ) from φ(h)? The SOM uses L0 to evaluate
the Utility of each choice of θ in the long run, which takes into
account the expected probability of L0 successfully guessing h0 after
hearing u, aka. the Expected Success(ES), and the expected cost
that is the cost of each utterance of u weighted by the expected
frequency at which it will be used. The Utility function can then
be defined as their subtraction, simply because S, aiming to achieve
optimal language using, would always want to maximize ES(θ) while
minimize the cost. With a cost parameter c denoting the cost of u1
and assuming the cost of u0 to be 0, U(θ) can be written as follows:

(3) U(θ) = ES(θ)− Cost(u, θ) = ES(θ)−
∫ ∞
θ

c · φ(h)dh

Moreover, SOM takes L0 to be ‘literal’ in the sense that the
update of their knowledge is solely based on the truth condition of
u, therefore their posterior distribution of φ(h|u,w) is as follows:

(4) a. φ(h|u0, w) = φ(h);

b. φ(h|u1, w) =


φ(h)∫∞

θ
φ(h)dh

if h ≥ θ

0 otherwise

Then ES(θ) is simply the following two-part sum:

(5) ES(θ) =

∫ θ

−∞
φ(h)φ(h|u0, θ)dh+

∫ ∞
θ

φ(h)φ(h|u1, θ)dh

Lastly, based on the intuition that real-life language users are
not perfectly rational, the Speaker S will choose the threshold θ
sub-optimally :

(6) Pr(θ) ∝ exp(λ · U(θ))

where λ is the parameter indicating the degree of rationality, ranging
from 0 to +∞.

5



1.3 Plan

For the rest of the paper, we will introduce a new probabilistic prag-
matic model named Prior-Uncertainty Model (PUM). Built on the
above frameworks, PUM aims to uniformly capture the absolute-
relative distinctions among gradable adjectives, as well as their oc-
currences in intensified constructions (e.g. ‘very tall ’ or ‘extremely
late’). Moreover, we will present preliminary tests of the predictions
of the new model against existing experimental data from Leffel et al.
(2018), which will demonstrate the potential of PUM. In §2 we will
spell out some conceptual and technical issues that justify the need
for a new model. Then we will turn to a full description of PUM in
§3, followed by evaluation on empirical data in §4. We will conclude
in §6.

2 Motivation

In spite of the multitude of insights gained from RSA and SOM,
these models are not fully satisfactory. Our concerns regard several
conceptual aspects underlying the existing probabilistic pragmatic
models, as well as certain deficiencies that manifest themselves as
they are confronted with experimental data. These (conceptual and
empirical) issues have driven us towards the new Prior-Uncertainty
Model, and we will see later that by clearing up the conceptual issues,
PUM achieves a better empirical coverage. Before that, let’s first
break down the problems we are facing with the current models.

2.1 Conceptual issues with earlier models

As mentioned earlier, vagueness, when viewed as uncertainty in lan-
guage use, can be translated into a probability distribution of using
certain terms based on an agent’s prior knowledge of the world.
Existing probabilistic pragmatic models such as RSA and SOM cap-
ture the prior knowledge of language users as a single probability
distribution, e.g. φ(h) used above as the prior distribution on the
heights of adult males. However, a fixed distribution virtually indi-
cates exact knowledge, e.g. φ(h) alone stands for an exact knowledge
about the distribution of the heights of adult males, which hardly
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any real-life agent possesses. Hence in our opinion, there should be
more ‘uncertainty’ in the prior knowledge, and it should be a source
of the uncertainty in language uses. As indicated by the name, PUM
avoids this issue by imposing uncertainty on the prior distribution
itself, which is achieved through hyperpriors, as discussed in §3.

Meanwhile, both RSA and SOM translate Kennedy (2007)’s no-
tion of scale structure (whether there is a natural endpoint, cf. §1.1)
by associating absolute adjectives with prior distributions that have
significant probability mass at the endpoints. For instance, relative
adjectives such as ‘tall ’ correspond to an open scale, and receive
prior distributions that converge to 0 at both ends, whereas abso-
lute adjectives such as ‘late’ correspond to a closed scale (in this
case, closed at lower end), and are assigned prior distributions with
a diverging density at the lower end. Using β-distributions, Qing &
Franke (2014) qualitatively account for the absolute-relative distinc-
tions. However, these prior distributions can be impractical (yielding
diverging utility) and intuitively inaccessible. For example in the case
of late/early, the most accessible prior distribution on arrival times t
typically translates into a Gaussian centered close to the prescribed
arrival time t0. Arrival times are then mapped onto a degree scale,
but it is unclear how this could result in a β-distribution. For the
PUM, we will adopt a simpler and more natural solution, namely
mapping arrival times to 0 if they precede t0, and to the differ-
ence t− t0 otherwise. The result is a rectified Gaussian, i.e. a mixed
distribution with non-zero probability mass at 0, and a continuous
probability density on (0,+∞).

Finally, the SOM relies heavily on sub-optimality to derive vague-
ness. In contrast with the RSA, which implements sub-optimality
in the choice of an utterance by the speaker (while the threshold
remains implicit), the SOM assumes that speakers select their ut-
terances optimally but make a sub-optimal choice for the thresh-
old itself. This is surprising because the choice of the threshold is
meant to reflect a consensus at the level of a linguistic community,
so we could expect more rationality than in the behavior of a sin-
gle speaker. Granted, the authors view sub-optimality as a way to
model incomplete knowledge of h0 and of the prior, but it would be
preferable to encode this uncertainty directly in the model rather
than confounding knowledge with rationality.
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2.2 Empirical Issues

Last but not least, when confronted with experimental data, both
models fail to derive the correct pattern. As shown in Zhao (2018),
due to the insensitivity to the cost function, SOM fails to make
satisfying predictions for the interpretations of intensified relative
adjectives such as ‘very tall ’ compared to the data from Leffel et al.
(2018). More problematic, our own implementation indicated that
both models are qualitatively unable to provide a good account
for absolute adjectives: they either predict a continuous distribution
(RSA), or an all-or-nothing step function (SOM), when the reality is
more complex. Absolute adjectives (and related constructions) show
a discontinuity in acceptability at the left of their natural threshold,
but some tolerance to the right: the construction is unacceptable
up to the natural threshold, where it suddenly jumps to moderate
acceptability, before converging to full acceptability as we progress
further on the scale. This asymmetry of absolute adjectives had al-
ready been described in Burnett (2014).

Faced with the above shortcomings of the RSA and SOM, we
develop a probabilistic pragmatic model that inherits their basic
assumptions, but (a) captures the uncertainty in the prior knowl-
edge as the source of vagueness in language use, (b) derives the
absolute-relative distinction based on realistic prior distributions,
and (c) makes predictions that match experimental data, w.r.t. the
interpretations of absolute/relative adjectives and their intensified
forms.

3 Model Description

The main novelty in the Prior-Uncertainty Model, compared to the
SOM, is that instead of choosing the threshold sub-optimally with
respect to a single prior distributions, it derives vagueness from un-
certainty on the prior distribution while selecting the threshold op-
timally. Concretely, we set hyperpriors for the parameters of the
prior distribution, and sample a set of prior parameters. For each
of these, we compute the optimal threshold. The result is a sample
from the distribution of the optimal threshold. This process captures
the uncertain prior knowledge of a real-life agent without blurring
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stable facts. For instance, if a point on the scale is never optimal
as a threshold, our model preserves this information by assigning it
probability 0, and conversely if a point is always optimal.

The selection of the threshold relies on the same utility function
as the SOM, except that we take the logarithm of the expected
success. Conceptually, this move is motivated by the idea that an
utterance which has zero chance of communicating the intent of the
speaker should never be uttered, whereas the SOM would still assign
it a non-null probability. Additionally, this addresses a shortcoming
identified in Zhao (2018) by increasing the effect of the cost.

(7) U(θ) = log(ES(θ))− Cost(u, θ)

Meanwhile, we derive the absolute-relative distinction among grad-
able adjectives through a particular feature of the degree scale. Tak-
ing the relative adjective ‘tall ’ and the absolute adjective ‘late’ as
working examples, while assigning usual Gaussians as priors for the
relative adjective ‘tall’, we use rectified Gaussians as priors for ‘late’,
with the discontinuity point set at the prescribed arrival time. This
means that all arrival times before the prescribed times are mapped
onto degree 0 while late arrival times are mapped linearly to de-
grees above 0. Thus the prior knowledge can be naturally read as
a mixture of a discrete (constant) distribution and the continuous
distribution of the arrival times of ‘late’ individuals.2 A similar prior
can be adopted for heights (after all, negative heights do not make
much sense), even though there is very little difference between the
rectified and non-rectified Gaussians in this case.

(8) Prior distribution: ϕR(t) = Φ(0)δ(t) + ϕ(t)H(t)
where ϕ is the pdf of a Gaussian with parameters µ and σ,
Φ its cdf, δ the Dirac function, and H the unit step function.

Before writing our utility function, we note that adding a discrete
term in the prior makes the system sensitive to an otherwise unim-

2 Alternatively, Schwarzschild (2005) observes that ‘late’ in English behaves very much
like a comparative (for instance, it can be modified by a by-phrase, unlike the posi-
tive form of most other gradable adjectives). In his account, this means that ‘late’
qualifies not a degree but an interval of degrees, namely, the interval between the
prescribed arrival time and the actual arrival time. As we will mention in the dis-
cussion, we plan to extend our model to comparatives along the lines of our account
of ‘late’.
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portant aspect of the semantics: do gradable adjectives express strict
or non-strict relations to the threshold? Here we assume a strict re-
lation, so that when the threshold is 0, the adjective still makes a
non-trivial contribution (namely, it excludes all the probability mass
at 0).3

(9) Expected success with a rectified Gaussian prior:

ES(θ) =

∣∣∣∣∣∣∣∣∣
Φ(0)2 +

∫ +∞

0

ϕ2(t)dt if θ < 0

Φ(0)2 +

∫ θ

0

ϕ2(t)dt+

∫ +∞

θ

ϕ2(t)dt

1− Φ(θ)
if θ ≥ 0

(10) Expected cost:4

Cost(u, θ) =

∣∣∣∣∣∣
c if θ < 0

[1− Φ(θ)]c if θ ≥ 0

(11) Utility for θ ≥ 0:

U(θ) = log

[
Φ(0)2 +

∫ θ

0

ϕ2(t)dt+

∫ +∞

θ

ϕ2(t)dt

1− Φ(θ)

]
− [1− Φ(θ)]c

For each (µ, σ2) we sample, we can find the θ that maximizes
utility (either 0 or a positive value estimated numerically). Sampling
the distribution for the parameters of the prior therefore leads to a
sample of the distribution of θ.

4 Preliminary Results

We now compare the model predictions with experimental data from
Leffel et al. (2018). The data consist of the participants’ degree of

3 Qing & Franke (2014) leave the semantics of gradable adjectives non-strict, but for
absolute adjectives they need to rely on a specific rule that returns a strict relation
when the utility is strictly decreasing on (0,+∞). In our system, such situations
will simply make 0 the optimal threshold. Note that non-strict comparisons are
cognitively more demanding than strict ones (Cummins & Katsos, 2010), so a strict
semantics for gradable adjectives may be preferable for independent reasons.

4 This is assuming that the speaker uses the gradable adjective whenever it is true.
However, a more realistic assumption would be that it is used whenever it is true
and more informative than staying silent. In this case the cost of θ < 0 would be 0
(the adjective would never be used). Nevertheless, this does not affect the results in
the cases we study.
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Fig. 1. Model predictions (red line) against data from Leffel et al. (2018)’s study (me-
dian and quartiles, in blue).

agreement over several positive uses of an adjectival phrase given
a degree on the corresponding scale (e.g. the degree of agreement
with the sentence ‘Ronald is late’ given the fact that Ronald arrived
20 minutes later than the prescribed time). The hyperparameters
(parameters for the distribution of µ and σ) were fitted manually to
participants’ median responses for bare adjectives ‘late’ and ‘tall’.
The median was preferred to the mean because it is more robust
to outliers and converges to 0 or 1 for extreme values. We leave a
more in-depth evaluation of the model for later (ideally, we would
like to fit not just the median but the data from each participant,
and in a more systematic way). We fixed the cost at 1 and used
normal distributions for µ and log-normal for σ. The values in (12)
gave good results, presented in Fig. 1. The model predictions fit
neatly with the data, and properly discriminate absolute ‘late’ from
relative ‘tall ’. In particular, the model captures the discontinuity at
the natural threshold for ‘late’ and the asymmetric tolerance.

(12) ‘late’ ‘tall ’
µ N (−31.5, 7.5) N (69, 3)

log(σ) N (2.9, 0.5) N (0.9, 0.8)
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5 Extension to other constructions

We extended the results to intensified adjectives ‘very tall ’ and ‘very
late’ by following the proposition of Klein (1980) that ‘very tall ’
means “tall for a tall X”, where X is the comparison class.5 Con-
cretely, after deriving θ, we ran the same procedure a second time
conditioning the original prior on the height/time exceeding θ (this
simply results in a truncated Gaussian). For this second step, we
had to specify a cost, reflecting the addition of ‘very ’ to the sen-
tence. Leaving a detailed discussion of this parameter for later, we
found that a cost of 1/4 gave sensible results, presented in Fig. 2.

late tall
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Predicate: ADJ very ADJ

Fig. 2. In green, we repeat the results on bare adjectives from Figure 1. In red, data
and model predictions for ‘very late’/‘very tall ’.

5 Bennett & Goodman (2018) argue that intensifiers are semantically vacuous and
only increase the cost of the sentence, thereby increasing the threshold. While they
show that this makes correct predictions for some relative gradable adjectives, this
is unlikely to work for absolute adjectives, which become relative when intensified.
Bennett & Goodman (2018) would not predict a qualitative difference. Their main
argument against Klein (1980) is that his proposal is too rigid to account for the
diversity of intensifiers. However, when implementing Klein’s idea in a model such as
RSA or SOM, one must assign a cost to the intensifier, making it possible to account
for intensifiers of various strength. Zhao (2018) shows that implementing either Klein
or Bennett & Goodman in RSA makes correct predictions for the intensifier ‘very ’.
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The model predictions are reasonably close to the data for both
adjectives. Importantly, we correctly predict that ‘very late’ is per-
fectly continuous in 0, unlike ‘late’. Since these results only required
adjusting a single parameter (the additional cost of ‘very ’), this is a
good indication that the model has explanatory power and we are
not simply over-fitting the data.

We are currently working on extending our model to capture
the semantic contribution of comparatives. In contrast with intensi-
fiers, comparative constructions turn vague relative adjectives such
as ‘tall ’ into non-vague expressions like ‘taller than 5ft10in’. How-
ever, we might need to consider more alternatives to the positive
use of the relative adjective (recall that our model only considers
competition between a given utterance and remaining silent).

6 Conclusion

In this paper, we presented a new probabilistic model of gradable
adjectives, together with preliminary evaluation of its predictions.
Our proposal improves on Qing & Franke (2014)’s SOM by integrat-
ing the uncertainty on the prior directly in the model, rather than
relying on sub-optimality to derive vagueness. Together with a more
natural choice of priors, we showed that this move greatly improves
empirical adequacy. Not only can the model properly capture the
distinction between absolute and relative adjectives, but it accounts
for their interaction with intensifier ‘very ’.
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